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Preface

This volume, SACAIR 2021 Volume II, contains the revised papers that were
accepted for the second volume of SACAIR 2021, the 2nd Southern African Con-
ference for Artificial Intelligence Research1. A selection of the best papers were
published in as a volume of the Communications in Computer and Information
Science book series (CCIS, volume 1551)2. The abstracts of these papers are
included as Part I: Volume I in this conference proceedings.

Foreword from the Conference Chairs

Dear authors and readers,
It is with great pleasure that we write this foreword to the Proceedings

of the second Southern African Conference for Artificial Intelligence Research
(SACAIR 2021), to be held online from 6 to 10 December 20213. The programme
included an unconference for students on 6 December 2021 (a student driven
event for students to interact with each other as well as with sponsors and other
possible employers), a day of tutorials on 7 December, and the main conference
from 8-10 December 2021.

SACAIR 2021 is the second full international conference focussed on Artificial
Intelligence hosted by the Centre for AI Research (CAIR), South Africa. The
inaugural CAIR conference, the Forum for AI Research (FAIR 2019) was held
in Cape Town, South Africa, in December 2019, and SACAIR 2020 was held in
February 2021 after being postponed due to the Covid pandemic.

The Centre for AI Research (CAIR)4 is a South African distributed research
network that was established in 2011 with the aim of building world class Artifi-
cial Intelligence research capacity in South Africa. CAIR conducts foundational,
directed and applied research into various aspects of AI through its nine re-
search groups based at six universities. Research groups include an Adaptive
and Cognitive Systems Lab, an AI and Cybersecurity research group, an AI for
Development and Innovation group, Machine Learning groups focused on deep
learning, a Knowledge Abstraction and Representation group, an Ethics of AI
research group, a Knowledge Representation and Reasoning group, and a Math-
ematical and Computational Statistics group focused on applied data science.

The theme for SACAIR 2021 is AI for Science, Technology and Society. AI
technologies in their current data-driven form have the potential to transform
our world for the better. However, humans are faced with serious challenges in
the context of AI advances in all areas of their lives, as wide apart as employ-
ment and labour on the one hand and social companionship on the other. In
the context of machine learning applications, these challenges lead to concerns

1 https://sacair.org.za/
2 https://link.springer.com/book/10.1007/978-3-030-95070-5
3 The original plan was to have a hybrid event in Ballito, KZN, South Africa, but due to
the emergence of the Omicron Covid variant end of November 2021 and the rapid rise
in infections, the event will be online only.

4 https://www.cair.org.za/
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around fairness, structural bias and amplification of existing social stereotypes,
privacy, transparency, accountability and responsibility, and trade-offs among all
these concerns, especially within the context of security, robustness and accuracy
of AI systems. Furthermore, AI technologies can perform tasks that previously
only humans could perform, such as calculating the best treatment for certain
illnesses and caring for older persons. In some cases this is a good thing, but
in some it challenges human agency and experience, and even political stability
in profound ways. Human notions of morality, of responsibility, and of ethical
decision-making are challenged in ways humanity has never before encountered.
In addition, children grow up in novel contexts impacted on by technological
manipulation of social narratives and we do not yet know what the impact of
this will be. In its turn, media and information literacy has become an essential
skill just as important as technical skills. Finally, there are also cultural concerns
such as the loss of nuances of human languages and expression in the context of
NLP, concerns around the ownership of art, and others.

The choice of conference theme was intended to ensure multi-disciplinary
contributions that focus both on the technical aspects and social impact and
consequences of AI technologies. In addition, there is a healthy balance be-
tween contributions from logic-based AI and those from data-driven AI, as the
focus on knowledge representation and reasoning remains an important ingre-
dient of studying and extending human intelligence. In line with the above, it
was decided that the conference topics would cover several broad areas of Ar-
tificial Intelligence namely Machine Learning, Knowledge Representation and
Reasoning, Quantum Artificial Intelligence, Deep Learning, Computer Vision
and Image Processing, Philosophy and Ethics of AI, AI in and for Information
Systems, and AI in the Humanities and Society. Our keynote speakers are Prof.
Knut Hinkelmann of FHNW Switzerland, Prof. Francesco Petruccione of UKZN,
South Africa and Prof. Vincent C. Müller of TU/e, the Netherlands.

We expect this multi- and interdisciplinary conference to grow into the pre-
mier AI conference in Southern Africa as it brings together nationally and inter-
nationally established and emerging researchers from across various disciplines
including Computer Science, Mathematics, Statistics, Informatics, Philosophy
and Law. The conference is also focused on cultivating and establishing a net-
work of talented students working in AI from across Africa.

We sincerely thank the technical chairs for the hard work on the volume and
the editorial duties performed. A thank you to the topic chairs, the local and
international panel of reviewers, our keynotes and the authors and participants
for their contributions. Last but not least, our gratitude to the members of the
organising committee, student organisers, and our sponsors without whom this
conference would not have been realised.

January 2022 Anban Pillay and Aurona Gerber
Organising Chairs: SACAIR 2021
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Message from the Technical Chairs

Dear readers,
This volume of the SACAIR proceedings contains the revised accepted papers

of SACAIR 2021. We are thankful that our second annual Southern African
Conference for Artificial Intelligence Research elicited the support it did during
this challenging year with all the uncertainties due to the Covid-19 pandemic.

We received just more than 100 abstracts, and after submission and a first
round of evaluation, 70 papers were sent out for review to our SACAIR pro-
gramme committee. The SACAIR submissions were solicited according to rele-
vant SACAIR topics. The programme committee comprised 88 members, 28 of
whom were from outside Southern Africa. Each paper was reviewed by at least
three members of the programme committee in a rigorous, double-blind process
whereby especially the following criteria were taken into consideration: Relevance
to SACAIR, Significance, Technical Quality, Scholarship, and Presentation that
included quality and clarity of writing. For this SACAIR online proceedings vol-
ume, 22 full research papers were selected for publication in Springer (which
translates to an acceptance rate of 31.9%) whilst a further 21 papers were ac-
cepted for inclusion in this volume, which amounts to an acceptance rate of
61.1% for reviewed submissions. The accepted full research papers per topic for
both proceedings volumes are: Deep Learning (9), AI for Information Systems
(7), Knowledge Representation and Reasoning (6), Machine Learning (8), Philos-
ophy and Ethics of AI (6), AI in the Humanities and Society (3), and Computer
Vision and Image Processing (4).

Thank you to all the authors and programme committee members, and con-
gratulations to the authors whose work was accepted for publication in this
proceedings. We wish our readers a fruitful reading experience with these pro-
ceedings!

January 2022 Edgar Jembere, Aurona Gerber, Anban Pillay, Serestina Viriri.
Technical Chairs: SACAIR 2021
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SACAIR Sponsors

The sponsors of SACAIR 2021, The Journal of Artificial Intelligence, the Centre
for AI Research (CAIR), the National Institute for Theoretical and Computa-
tional Sciences (NITheCS) and the Discipline of Computer Science, in the School
of Mathematics, Statistics and Computer Science, University of KwaZulu-Natal
are herewith gratefully acknowledged.
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Réka Markovich Computer Science and Communications RU, Univer-

sity of Luxembourg
Muthoni Masinde Department of Information Systems, Central Univer-

sity of Technology, South Africa
Jocelyn Mazarura University of Pretoria, South Africa
Felix McGregor Saigen
Thomas Meyer University of Cape Town, CAIR, South Africa
Thipe Modipa University of Limpopo, South Africa
Deshendran Moodley University of Cape Town, South Africa
Coenraad Mouton Multilingual Speech Technologies, North-West Uni-

versity, South Africa
Vincent C. Müller Technical University of Eindhoven/University of

Leeds
Murimo Bethel Mutanga Mangosuthu University of Technology, South Africa
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Part I

SACAIR 2021 Proceedings
Volume I
Abstracts





SACAIR2021 Proceedings Volume 1

The papers in this first part were accepted for Volume I of the SACAIR
proceedings, which is published as a volume of the Springer book series, Com-
munications in Computer and Information Science book series (CCIS, volume
1551). Only the abstracts of these papers are included in this volume of the
proceedings, and they are sorted alphabetically per topic and on first author
surname.
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Chapter 1

Vol I: AI in the Humanities and Society



 

 

John Searle’s Chinese Room, and Its Predecessor, a Short 
Story “The Game” by Anatoly Dneprov 

Konstantin V. Azarov1 

1University of Bonn, Regina-Pacis-Weg 3, 53113 Bonn, Germany 

konstantin.v.azarov@gmail.com 

Abstract. There are two views against the possibility of strong AI. The first is 
centered around John Searle’s well known 1980 skeptical thought experiment, 
“the Chinese Room.” However, there is a second, largely unknown, view, that 
preceded Searle’s. This second view is in Anatoly Dneprov’s 1961 short story, 
“The Game.” Both ask: “can computers think?” both answer: “no.” Although 
Searle’s experiment received a lot of criticisms, “The Game” did not receive 
any response. However, if we take into account Dneprov’s ‘The Game’ together 
with his other works, we will find that Dneprov’s argument is developed to a 
level comparable to Searle’s. This paper argues that the radical difference be-
tween the two is the perception of the brain. Searle believes that machines can 
think, but the human brain is the only machine capable of thinking, while Dne-
prov would not agree. For him, the brain is part of an organism and an organism 
cannot be regarded as a machine. Therefore, Dneprov’s work can be helpful to 
challenge conceptions of the brain as a machine in the current debates on AI. 

Keywords: Searle, Chinese Room, Strong AI, Dneprov, Machine-Organism 
Distinction. 

 

   

This paper is published in the Springer CCIS Vol. 1551 available at 
https://link.springer.com/chapter/10.1007/978-3-030-95070-5_1

SACAIR2021 Proceedings Volume 1 Azarov
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Chapter 2

Vol I: AI in and for Information Systems



The Detection of Conversation Patterns in South African 
Political Tweets through Social Network Analysis 

Aurona Gerber1,2[0000-0003-1743-8167] 

1 University of Pretoria, Pretoria, South Africa 
2 The Center for AI Research (CAIR), Pretoria, South Africa  

aurona.gerber@up.ac.za 

Abstract. Within complex societies, social communities are distinguishable 
given their social interactions. The interactions can be between members or com-
munities and can range from simple conversations between family members and 
friends, to complex interactions that represent the flow of money, information, or 
power. In our modern digital society, social media platforms present unique op-
portunities to study social networks through social network analysis (SNA). So-
cial media platforms are usually representative of a specific user group, and Twit-
ter, a micro-blogging platform, is characterised by the fast distribution of news 
and often provocative opinions, as well as social mobilizing, which makes it pop-
ular for political interactions. The nature of Twitter generates a valuable SNA 
data source for investigating political conversations and communities, and in re-
lated research, specific archetypal conversation patterns between communities 
were identified that allow for unique interpretations of conversations about a 
topic. This paper reports on a study where social network analysis (SNA) was 
performed on Twitter data about political events in 2021 in South Africa. The 
purpose was to determine which distinct conversation patterns could be detected 
in datasets collected and what could be derived from these patterns, given the 
South African political landscape and perceptions. The results indicate that con-
versations in the South African political landscape are less polarized than ex-
pected. Conversations often manifest broadcast patterns from key influencers in 
addition to tight crowds or community clusters. Tight crowds or community clus-
ters indicate intense conversation across communities that exhibits diverse opin-
ions and perspectives on a topic. The results may be of value for researchers that 
aim to understand social media conversations within the South African society. 

Keywords: Social Network Analysis, Twitter Networks, Community Clusters, 
Network Visualisation, South African Politics. 
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The application of Artificial Intelligence (AI) and 
Internet of Things (IoT) in agriculture: a systematic 

literature review. 

C.L. de Abreu1 and J.P. van Deventer1 [0000-0002-3598-0921] 

1 Department of Informatics, University of Pretoria, Pretoria, South Africa 
phil.vandeventer@up.ac.za 

Abstract. The World Resource Institute estimates that by 2050 there will be a 
shortfall between food being produced and the amount needed to feed an esti-
mated 10 billion people. With the quantity of available arable land on the decline, 
the scarcity of water and limiting factors and growing challenges such as soil 
quality, pest and weed infestations, it is increasingly important that innovative 
approaches to food production are implemented to optimise agricultural prac-
tices. This paper presents a systematic literature review aimed at exploring the 
use of Artificial Intelligence (AI) and the Internet of Things (IoT) in agriculture. 
A total of 50 articles were identified and analysed according to the PRISMA ap-
proach to understanding the current applications, challenges, and future benefits 
of AI and IoT in agriculture and how it has the potential to reduce resource wast-
age and assist in feeding the world’s growing population. Based on the data, it is 
expected that this review will serve as a reference to supplement the reader’s 
knowledge of AI and IoT in the agricultural industry. 

Keywords: Artificial Intelligence, Internet of Things, Agriculture 4.0, Smart 
sensors, Precision farming, Systematic literature review 

 

This paper is published in the Springer CCIS Vol. 1551 available at 
https://link.springer.com/chapter/10.1007/978-3-030-95070-5_3

SACAIR2021 Proceedings Volume 1 De Abreu and Van Deventer

10



� /�i� �M�HviB+b Q`;�MBb�iBQMǶb T2`bT2+iBp2 QM
i`mbi �M/ �A �/QTiBQM

.�MB2 aKBi RU�V A. - amM2i 1v#2`b R A. - �M/ C�`Q/ aKBi? k A.

1 .2T�`iK2Mi Q7 AM7Q`K�iB+b- lMBp2`bBiv Q7 S`2iQ`B�- S`2iQ`B�- aQmi? �7`B+�
/8KBi!TKXK2

2 .2T�`iK2Mi Q7 ai�iBbiB+b- lMBp2`bBiv Q7 S`2iQ`B�- S`2iQ`B�- aQmi? �7`B+�

�#bi`�+iX �`iB}+B�H AMi2HHB;2M+2 U�AV ?�b i?2 �#BHBiv iQ b2H7@H2�`M- �+i
�miQMQKQmbHv �M/ 2t?B#Bib �Mi?`QTQKQ`T?Bb2/ +?�`�+i2`BbiB+bX �b � `2@
bmHi- Bi Bb � TQr2`7mH i2+?MQHQ;v 7Q` Q`;�MBb�iBQMb- #mi i?2 BKTH2K2M@
i�iBQM Q7 �A- +�M H2�/ iQ 2i?B+�H �M/ i`mbi@`2H�i2/ +QM+2`MbX AM �M Q`@
;�MBb�iBQM�H +QMi2ti- i`mbi ?�b #22M B/2MiB}2/ �b � bB;MB}+�Mi #�``B2` iQ
�/QTiBM; �AX S`2pBQmb `2b2�`+? ?�b BM/B+�i2/ i?�i 7�B`M2bb- �++QmMi�#BHBiv
�M/ i`�MbT�`2M+v- i?2 bQ@+�HH2/ 6�h 7�+iQ`b iQ;2i?2` rBi? 2tTH�BM�#BH@
Biv- +�M TQi2MiB�HHv BM~m2M+2 i`mbi BM �AX h?2 h2+?MQHQ;v@P`;�MBb�iBQM@
1MpB`QMK2Mi UhP1V 7`�K2rQ`F Bb �TTHB2/ �b � i?2Q`2iB+�H H2Mb r?BHbi
+QMbB/2`BM; i?2 +QMi2ti Q7 �A BM Q`;�MBb�iBQMb �M/ i?2B` 2MpB`QMK2MiX
h?2 `2b2�`+? [m2biBQM- bmTTQ`i2/ #v bBt ?vTQi?2b2b- Bb, hQ r?�i 2ti2Mi
/Q 6�h 7�+iQ`b �M/ 2tTH�BM�#BHBiv BM~m2M+2 i`mbi BM �A �M/ +QMb2[m2MiHv
�A �/QTiBQM\ AM Q`/2` iQ �Mbr2` i?2 `2b2�`+? [m2biBQM- i?2 hP1 7`�K2@
rQ`F- iQ;2i?2` rBi? QMHBM2 bm`p2vb BMpQHpBM; �M�HviB+b 2tT2`ib �M/ �A
bT2+B�HBbib �i � H2�/BM; �miQKQiBp2 +QKT�Mv- �`2 �M�Hvb2/X h?Bb T�T2`Ƕb
7Q+mb 2ti2M/b T`2pBQmb HBi2`�im`2Ƕb }M/BM;b i?�i 6�h BM~m2M+2b i`mbi �M/
K�F2b � i?2Q`2iB+�H +QMi`B#miBQM #v +QM}`KBM; i?2 BM/B`2+i `2H�iBQMb?BT
#2ir22M 6�h- 2tTH�BM�#BHBiv- i`mbi �M/ �/QTiBQM Q7 �A BM Q`;�MBb�iBQMbX
q?�i K�F2b Qm` `2b2�`+? }M/BM; Q7 T`�+iB+�H BKTQ`i�M+2 Bb MQi i?2 }M/@
BM; i?�i 6�h �M/ 2tTH�BM�#BHBiv H2�/b iQ i`mbi BM �A- #mi `�i?2` i?2
mM/2`bi�M/BM; i?�i 6�h �M/ 2tTH�BM�#BHBiv rBHH H2�/ iQ � ?B;?2` H2p2H Q7
�/QTiBQM BM �A BM Q`;�MBb�iBQMbX

E2vrQ`/b, h2+?MQHQ;v �/QTiBQM Ǧ h2+?MQHQ;v@P`;�MBb�iBQM@1MpB`QMK2Mi
UhP1V Ǧ aQ+BQ@i2+?MB+�H Ǧ 6�h 7�+iQ`b Ǧ h`mbi Ǧ �A �/QTiBQM

R AMi`Q/m+iBQM

hm`BM;Ƕb `2pQHmiBQM�`v rQ`F #2ir22M RNjd �M/ RN8k H�B/ i?2 7QmM/�iBQM 7Q` �`iB@
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`2H2p�Mi iQ Q`;�MBb�iBQMb �M/ ?Qr i?2v +QM/m+i #mbBM2bb (kR)X "`Q�/ �/QTiBQM
Q7 �A Bb b22M BM Bib mb2 7Q` HQ�M �TTHB+�iBQM 2p�Hm�iBQMb- r2�i?2` T`2/B+iBQMb-
bT22+?- �M/ BK�;2 `2+Q;MBiBQMX LQi bm`T`BbBM;Hv- H�`;2 Q`;�MBb�iBQMb +QMbB/2` �A
i?2 KQbi bB;MB}+�Mi M2r /Bb`mTiBp2 i2+?MQHQ;v (Ry)X PM2 2t�KTH2 Bb ?Qr i2+?
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Chapter 3

Vol I: Computer Vision and Image Processing



Improving Pose Estimation through Contextual
Activity Fusion

David Poulton1 and Richard Klein2

School of Computer Science and Applied Mathematics, University of the
Witwatersrand, Johannesburg, South Africa

11662476@students.wits.ac.za, ORCID 0000-0001-5953-5032
2richard.klein@wits.ac.za, ORCID 0000-0003-0783-2072

Abstract. This research presents the idea of activity fusion into existing
pose estimation architectures to enhance their predictive ability. This is
motivated by the rise in higher level concepts found in modern machine
learning architectures, and the belief that activity context is a useful
piece of information for the problem of pose estimation. To analyse this
concept we take an existing deep learning architecture and augment it
with an additional 1x1 convolution to fuse activity information into the
model. We perform evaluation and comparison on a common pose esti-
mation dataset, and show a performance improvement over our baseline
model, especially in uncommon poses and on typically di�cult joints.
Additionally, we perform an ablative analysis to indicate that the per-
formance improvement does in fact draw from the activity information.

Keywords: Pose Estimation · Computer Vision · Fully Convolutional
Neural Networks · Context Fusion

1 Introduction

Human Pose Estimation (HPE) is a widely studied field of Machine Learning
focused on finding the joint positions of humans in an image. Pose estimation
is a problem with various applications, such as allowing sensor-free capture for
animation tracking, easily accessible human kinematics analysis, and advanced
biometric security systems, amongst others.

Over time, since the inception of neural networks, and specifically Convo-
lutional Neural Networks (CNNs), models began to shift towards fully learned
knowledge without the need for human crafted features or prior information.
CNNs enabled models to e↵ectively handle image data due to the nature of
their design, which suited HPE and propelled model accuracies and speeds, with
networks becoming larger and more carefully structured. Architectures such as
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Improving the Performance of Image Captioning
Models Trained on Small Datasets

Mikkel du Plessis and Willie Brink

Stellenbosch University, Stellenbosch, South Africa
mikkeldp@gmail.com, wbrink@sun.ac.za

Abstract. Recent work in image captioning seems to be driven by in-
creasingly large amounts of training data, and requires considerable com-
puting power for training. We propose and investigate a number of ad-
justments to state-of-the-art approaches, with an aim to train a perfor-
mant image captioning model in under two hours on a single consumer-
level GPU using only a few thousand images. Firstly, we address the issue
of sparse object and scene representation in a small dataset by combin-
ing visual attention regions at various levels of granularity. Secondly,
we suppress semantically unlikely caption candidates through the intro-
duction of language model rescoring during inference. Thirdly, in order
to increase vocabulary and expressiveness, we propose an augmentation
of the set of training captions through the use of a paraphrase gener-
ator. State-of-the-art performance on the Flickr8k test set is achieved,
across a number of evaluation metrics. The proposed model also attains
competitive test scores compared to existing models trained on a much
larger dataset. The findings of this paper can inspire solutions to other
vision-and-language tasks where labelled data is scarce.

Keywords: Image captioning, Deep learning, Low-data regime

1 Introduction
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Chapter 4

Vol I: Deep Learning



Exploring Graph Neural Networks for Stock
Market Prediction on the JSE

Kialan Pillay1,2*[0000�0002�2535�4505] and Deshendran
Moodley1,2[0000�0002�4340�9178]

1 University of Cape Town, 18 University Avenue, Rondebosch, Cape Town, 7700,
South Africa

2 Centre for Artificial Intelligence Research, 18 University Avenue, Rondebosch,
Cape Town, 7700, South Africa

pllkia010@myuct.ac.za and deshen@cs.uct.ac.za

Abstract. Stock markets are dynamic systems that exhibit complex
intra-share and inter-share temporal dependencies. Spatial-temporal graph
neural networks (ST-GNN) are emerging DNN architectures that have
yielded high performance for flow prediction in dynamic systems with
complex spatial and temporal dependencies such as city tra�c networks.
In this research, we apply three state-of-the-art ST-GNN architectures,
i.e. Graph WaveNet, MTGNN and StemGNN, to predict the closing
price of shares listed on the Johannesburg Stock Exchange (JSE) and
attempt to capture complex inter-share dependencies. The results show
that ST-GNN architectures, specifically Graph WaveNet, produce supe-
rior performance relative to an LSTM and are potentially capable of cap-
turing complex intra-share and inter-share temporal dependencies in the
JSE. We found that Graph WaveNet outperforms the other approaches
over short-term and medium-term horizons. This work is one of the first
studies to apply these ST-GNNs to share price prediction.

Keywords: Graph neural networks · Correlation matrix · Johannesburg
Stock Exchange · Price prediction

1 Introduction

Several deep neural network (DNN) architectures have emerged recently to
model complex and dynamic systems [1] [2] [3]. Examples of such systems are
tra�c flow (congestion) in a city, weather and stock markets. Typical charac-
teristics are high frequency and noisy observations from multiple sensors with
complex and often latent temporal dependencies. The prominent approaches in-
corporate a graph neural network (GNN) to capture spatial and inter-variable de-
pendencies [4] [2]. Each variable is typically represented as a node in a graph that
captures the intra-variable dynamics of the variable, whilst the inter-variable
dynamics are captured by weighted edges that reflect the strength of the depen-
dencies between variables [2].

Thus a variable (node) has strong connections (links) to variables that are
a↵ected by changes in its values and weaker links to variables that are not

            This paper is published in the Springer CCIS Vol. 1551 available at 
https://link.springer.com/chapter/10.1007/978-3-030-95070-5_7

SACAIR2021 Proceedings Volume 1 Pillay and Moodley

16



Multi-style Training for South African
Call Centre Audio

Walter Heymans1[0000�0003�2375�2371], Marelie H Davel1[0000�0003�3103�5858],
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and CAIR, South Africa
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2 Saigen, South Africa
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Abstract. Mismatched data is a challenging problem for automatic
speech recognition (ASR) systems. One of the most common techniques
used to address mismatched data is multi-style training (MTR), a form
of data augmentation that attempts to transform the training data to be
more representative of the testing data; and to learn robust representa-
tions applicable to di↵erent conditions. This task can be very challenging
if the test conditions are unknown. We explore the impact of di↵erent
MTR styles on system performance when testing conditions are di↵erent
from training conditions in the context of deep neural network hidden
Markov model (DNN-HMM) ASR systems. A controlled environment
is created using the LibriSpeech corpus, where we isolate the e↵ect of
di↵erent MTR styles on final system performance. We find that noise
perturbation and encoding (including downsampling) are the most ef-
fective techniques to improve a system on noisy, encoded audio; with
significant improvements observed if the training/testing mismatch is
large. We evaluate our findings on a South African call centre dataset
that contains noisy, WAV49-encoded audio: MTR provides consistent
improvements on this set, but these improvements are very small, given
the smaller than expected mismatch observed.

Keywords: Automatic speech recognition · Multi-style training · Call
centre audio · WAV49 encoding

1 Introduction

Automatic speech recognition (ASR) has been an active field of research since
the 1970s and is still being developed and improved today [1]–[3]. The word
error rate (WER), a typical measure of performance for ASR systems, has been
significantly reduced over the last few decades. Main factors that contributed to
this improvement were recent developments in deep learning, increased compu-
tational power of modern computers, specifically graphical processing units, and
large amounts of collected data [4].
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Abstract. Morphological Segmentation involves decomposing words into
morphemes, the smallest meaning-bearing units of language. This is an
important NLP task for morphologically-rich agglutinative languages
such as the Southern African Nguni language group. In this paper, we
investigate supervised and unsupervised models for two variants of mor-
phological segmentation: canonical and surface segmentation. We train
sequence-to-sequence models for canonical segmentation, where the un-
derlying morphemes may not be equal to the surface form of the word,
and Conditional Random Fields (CRF) for surface segmentation. Trans-
formers outperform LSTMs with attention on canonical segmentation,
obtaining an average F1 score of 72.5% across 4 languages. Feature-
based CRFs outperform bidirectional LSTM-CRFs to obtain an average
of 97.1% F1 on surface segmentation. In the unsupervised setting, an
entropy-based approach using a character-level LSTM language model
fails to outperform a Morfessor baseline, while on some of the languages
neither approach performs much better than a random baseline. We hope
that the high accuracy of the supervised segmentation models will help
to facilitate the development of better NLP tools for Nguni languages.

Keywords: natural language processing · morphology · Nguni languages
· conditional random fields · sequence to sequence models · unsupervised
learning

1 Introduction

Morphological Segmentation is the task of separating words into their compos-
ite morphemes, which are the smallest meaning-bearing units of a language [16].
This task is particularly important when applied to agglutinative languages,
which have words that are composed of aggregating morphemes, generally with-
out making significant alterations to the spelling of the morphemes. Obtaining
these morphemes enables analysis that can be applied to further Natural Lan-
guage Processing (NLP) tasks [5]. For example, breaking a word down to its
composite morphemes before translation, or generating those morphemes one
at a time, could lead to more accurate translation, especially in a low-resource
scenario where limited training data is available. Morphological analysis could
also be used in the development of tools that could benefit language learners
and assist linguists researching these languages.
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Exploring Layerwise Decision Making in DNNs
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Abstract. While deep neural networks (DNNs) have become a standard
architecture for many machine learning tasks, their internal decision-
making process and general interpretability is still poorly understood.
Conversely, common decision trees are easily interpretable and theoret-
ically well understood. We show that by encoding the discrete sample
activation values of nodes as a binary representation, we are able to ex-
tract a decision tree explaining the classification procedure of each layer
in a ReLU-activated multilayer perceptron (MLP). We then combine
these decision trees with existing feature attribution techniques in order
to produce an interpretation of each layer of a model. Finally, we provide
an analysis of the generated interpretations, the behaviour of the binary
encodings and how these relate to sample groupings created during the
training process of the neural network.

Keywords: Deep neural networks · Decision trees · Interpretability ·
Rule extraction · Binary encodings

1 Introduction

Deep Neural Networks (DNNs) have become the standard, state-of-the-art solu-
tion to many machine learning tasks. However, the underlying decision-making
process is still considered hidden (often referred to as a “black box”), and does
not directly o↵er any human-interpretable insight. To rectify this lack of trans-
parency, several interpretability methods have been developed. The most pop-
ular of these are feature attribution methods, which provide an indication of
the relevance of certain input features to the output of the model, such as Deep
Learning Important FeaTures (DeepLIFT) [9], Layer-wise Relevance Propoga-
tion (LRP) [1], and SHapley Additive exPlanations (SHAP) [7].

While certainly useful, these techniques tend to focus on understanding the
way in which a machine learning model links inputs to outputs when consider-
ing the model as a whole. We use a di↵erent approach, and consider the internal
structures created at each individual layer of a DNN. More specifically, we make
use of the node activation values at each layer and encode this as a binary string
representing each training sample. We then use these discrete binary encodings
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Abstract. Detecting threats in densely packed luggage is challenging
for aviation security due to the partial occlusion or self-occlusion of pro-
hibited items. Computer-aided systems have assisted security personnel
to an extent. However, they require in the loop manipulation of X-ray
baggage images to improve visibility of concealed prohibited items. Re-
searchers have proposed several methods to detect threats automatically,
but the occlusion problem is still prevalent. This paper proposes a novel
attention mechanism that leverages spatial and channel-wise informa-
tion of a given intermediate feature map. The mechanism can be seam-
lessly placed into existing Deep Convolutional Neural Network (DCNN)
architectures. It sequentially infers the channel and spatial attention
that recalibrates feature responses of the network by highlighting vi-
sual cues and dulling cues that do not contribute to the semantics of
an image. In our experimentation, the proposed attention mechanism
is implemented into Faster Region-based Convolutional Neural Network
(Faster-RCNN) and thoroughly validated on publicly available datasets
such as OPXray, SIXray and HIXray. It outperforms prior methods on
the OPIXray, achieving a mean average precision (mAP) of 91.20%. For
completeness, we also validate the proposed approach on ImageNet and
MS-COCO datasets; it achieves an accuracy of 77.12 top-1 and 93.46
top-5 on ImageNet; and 39.7 mAP on MS-COCO.

Keywords: Baggage Threat Deep Attention Network Object Detec-
tion Occlusion Faster-RCNN

1 Introduction

In commercial travel, ensuring passenger safety has become a critical task since
the terrorist attacks on September 11th, 2001. This tragic event had revolu-
tionised aviation security internationally. To mitigate threats, computer-aided
technologies were introduced, such as facial recognition, behavioural profiling
and CT screening. Despite the technological advances, aviation security person-
nel is required to inspect several thousand baggage X-ray scans every day. They
go through rigorous training to acquire the skills to detect prohibited objects
e↵ectively. However, they are subject to fatigue and stress, which impairs their
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A Rational Entailment for Expressive Description
Logics via Description Logic Programs
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Abstract. Lehmann and Magidor’s rational closure is acknowledged as a land-
mark in the field of non-monotonic logics and it has also been re-formulated in
the context of Description Logics (DLs). We show here how to model a ratio-
nal form of entailment for expressive DLs, such as SROIQ, providing a novel
reasoning procedure that compiles a non-monotone DL knowledge base into a
description logic program (dl-program).

1 Introduction

One of the main non-monotonic formalism, namely Lehmann and Magidor’s ratio-
nal closure [23], is acknowledged as a landmark for non-monotonic reasoning due
to its logical properties. Rational closure, that falls under the more general class of
the rational entailment relations [23], has been proposed in the context of Descrip-
tion Logics (DLs) [1], starting from basic DLs, such as ALC [3, 4, 8, 9, 11, 18, 17], and
re-formulated for low-complexity DLs, as EL? [12, 15], as for expressive ones, up to
SROIQ [2].

Here we show an implementation of a rational entailment relation for an expressive
DL such as SROIQ [19]. The main contribution of this paper is that we re-formulate
the decision procedure for rational closure by compiling a non-monotone DL knowl-
edge base into a description logic program (dl-program) [13]. Dl-programs have been
proposed to combine DLs with Answer Set Programming [14], an established approach
to implement non-monotonic reasoning for rule-based languages. In this way our ap-
proach can be easily implemented on top of existing reasoners supporting dl-programs,
such as DLV 3.

2 Preliminaries

For the sake of completeness and to ease the reading, we introduce here a minimum of
basic notions.

3 http://www.dlvsystem.com.
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Abstract. Explanation services are a crucial aspect of symbolic rea-
soning systems but they have not been explored in detail for defeasible
formalisms such as KLM. We evaluate prior work on the topic with a
focus on KLM propositional logic and find that a form of defeasible ex-
planation initially described for Rational Closure which we term weak
justification can be adapted to Relevant and Lexicographic Closure as
well as described in terms of intuitive properties derived from the KLM
postulates. We also consider how a more general definition of defeasible
explanation known as strong explanation applies to KLM and propose
an algorithm that enumerates these justifications for Rational Closure.

Keywords: knowledge representation and reasoning · defeasible reason-
ing · KLM approach · Rational Closure · Relevant Closure · Lexicographic
Closure · explanations

1 Introduction

Explanation services indicate to users of symbolic reasoning systems which parts
of their knowledge base lead to particular conclusions. This is helpful particu-
larly when the reasoner is giving unexpected results since it allows the user to
identify the culprit knowledge base statements and thus debug their knowledge
base [10]. Explanation services have also been found to improve knowledge base
comprehension, particularly if the user is not familiar with the knowledge base
[1], and to improve users’ confidence in the reasoning system [2]. There is also
some evidence that formalisms of explanation can be theoretical tools in their
own right; for example, Casini et al. [4] base their work on Relevant Closure
fundamentally on classical justification, a form of classical explanation.

Although well-understood in the classical case, explanation has not yet been
explored in detail for defeasible reasoning apart from some foundational work
[8, 3]. Our work aims to improve our understanding of explanation for defeasible
propositional logic and where relevant to provide algorithms for the practical
implementation of explanation services.

There are many approaches to defeasible reasoning but a particularly com-
pelling approach that has been studied at length in the literature [5, 7, 14, 13, 6]
is the KLM approach suggested by Kraus, Lehmann and Magidor [11]. One of
the major appeals of KLM is that it can be viewed from two di↵erent angles,
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Revisiting the use of Noise in Evolutionary
Robotics
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Abstract. The injection of noise into simulator predictions during con-
troller evolution in Evolutionary Robotics (ER) has long been used as a
method of counteracting the reality gap problem. This study endeavoured
to design and conduct experiments to quantify the impact of di↵erent
levels of such noise on two di↵erent factors that are believed to con-
tribute to the reality gap: inconsistencies in real-world robotic behaviour
and inaccuracies in the simulator used in ER. These experiments were
conducted on a robot performing a maze-navigation task. The results
obtained in this study showed that, as was anticipated, noise injection
during controller evolution does have an appreciable positive impact on
the transferability of evolved controllers to the real robot. Various addi-
tional trends were observed, however, such as the limited capability of
noise to aid in transferability under certain conditions. Additionally, the
results of this study illustrated that di↵erent contributors to the reality
gap may be optimally counteracted using di↵erent levels of noise. The
results thus emphasized the importance of noise injection and of selecting
optimal noise levels during the ER process.

Keywords: Evolution · Robotics · Noise · Reality gap

1 Introduction

Evolutionary Robotics (ER) harnesses the power of evolution to automatically
design controllers and morphologies for robots. This research is focussed on the
evolution of controllers. One of the major challenges in the field is known as
the reality gap which refers to the poor transferability of controllers evolved
in simulation when executed in the real-world. One of the most common and
e↵ective means of addressing the reality gap problem is through the injection of
noise into simulator predictions during the evolution process.

Two main causes of the reality gap are inconsistencies in robot behaviour in
the real-world and inaccurate simulators being used during controller evolution.
This research aims to systematically investigate the relationship and e↵ect of
these two causes with respect to the magnitude of noise used in ER. Experiments
were designed to examine this relationship on a mobile robot traversing a maze.

The remainder of this paper is presented as follows: The ER process itself
and previous investigations in ER which are applicable to the current study are
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Abstract. Well-known environments allow for the creation of open-loop
robotic controllers (controllers that do not rely on sensor feedback). Un-
expected obstacles in the robot path would render an open-loop con-
troller useless and would require a sophisticated and complex closed-loop
controller. This problem is addressed by the developed approach that
uses command sampling and neural network based localization to tem-
porarily take control and safely navigate around unexpected obstacles,
when detected. Control is then relinquished back to the base controller
to perform the original task. Experiments performed on a real robot
highlight the viability of the approach for short-term navigation, but
adjustments are required for longer paths.

Keywords: Simulator Neural Networks Rapidly-Exploring Random
Trees Motion Planning Simultaneous Localization and Mapping
Robotics

1 Introduction

Motion planning is a fundamental research area in robotics that has been ex-
tended from basic robot planning to more complex and diverse applications.
Examples of current issues being investigated are planning under uncertainty or
in dynamic environments [1]. Implementations are not limited to robotics and
have seen applications in games [2] and virtual surgery [3].

A substantial amount of e↵ort has been invested in developing robotic con-
trollers. These controllers issue commands to a robot to manipulate the robot
and perform a task. For certain applications, the controllers are developed before
execution and may neglect certain considerations, such as unplanned obstacles.
Collisions with these obstacles could not only cause damage to the robot but
also impede its ability to complete its original task. Simultaneous Localization
and Mapping (SLAM) has proven very useful [4] in assisting with collision-free
movement, by allowing a robot to map its environment (by using sensor/image
data) and locate itself in the environment. Motion planning in these environ-
ments is often dependent on inverse kinematics. Due to most systems not being
uniquely invertible, the inverse kinematics of a robot is often more di�cult to
determine than the forward kinematics [5].
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Abstract. The use of matrix completion to recover low-rank matrices
with missing entries has been widely studied. This has many applica-
tions especially in recommendation systems. However, these studies have
mainly focused on numerical data, and less has been done towards the
completion of a matrix with categorical data.
In this work, we apply a special matrix completion algorithm that works
for more general categorical data, and can be applied to a higher number
of categories than two. The algorithm is a low-rank matrix completion
algorithm (LRMC) based on the minimization of the nuclear norm and
uses multiple linear transformations to impute missing categorical en-
tries. This LRMC algorithm is compared with the state-of-the-art iter-
ative imputer and k-nearest neighbors (KNN) algorithms, which serve
as benchmarks. Simulations on real datasets show that the LRMC al-
gorithm performs better when the matrix is low-rank; otherwise, their
performances are similar.

Keywords: Matrix completion · Categorical data · Low-rank matrix ·
KNN, Iterative-Imputer · Nuclear norm · Recommender system

1 Introduction

The science of learning the information behind some given data has been the
target of many researchers over the past decades in many di↵erent research areas
including Mathematics, Statistics and Machine Learning (ML). It is common
knowledge in ML that the performance of an ML model depends a lot on the
quality of the data used to build the model. One key factor a↵ecting the quality of
the data is missing or corrupted entries and many methods/techniques have been
developed over the years to replace these missing or corrupted entries [1,2,3].
Besides the desire to fill in missing entries as a pre-processing step to perform
other ML tasks like regression or classification, there are many other applications
of filling in missing entries of a dataset. Most popular among these applications
is recommendation systems and a good example is the Netflix problem [4,5].
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Abstract. There is an intrinsic link between operations that can be
performed on a quantum computer and kernel methods. This has in-
spired the development of quantum-kernel-based classifiers that exploit
the ability of quantum computers to e�ciently perform operations in
large Hilbert spaces. This work performs a proof of principle demonstra-
tion of a quantum-kernel-based classifier applied to the binary classifi-
cation of various non-linearly separable datasets. For each classification
task, a quantum device provided by the IBM Quantum (IBMQ) plat-
form is used to estimate a kernel matrix. A number of novel strategies
comprised of combinations of existing post-processing methods are then
applied to the matrix to mitigate the e↵ects of noise from the quan-
tum device, readout error and account for the e↵ects of finite sampling.
The application of certain strategies is shown to improve the quality of
the kernel matrices estimated by the quantum device. The raw and post-
processed kernel matrices are fed into a classical support vector machines
(SVM) that learns a model to perform the classification. For each classi-
fication task, the classifiers exhibits high accuracies that are comparable
to the classifiers that use ideal, simulated kernel matrices. The classifiers
that use certain post-processed kernel matrices exhibit higher accuracies
than the classifiers that use the raw kernel matrices. This demonstrates
the e↵ectiveness of quantum-kernel-based classifiers in the Noisy Inter-
mediate Scale Quantum (NISQ) computing era as well as the power of
certain of post-processing strategies.

Keywords: kernel methods · quantum-kernel-based classifier · support
vector machine · binary classification · post-processing strategies

1 Introduction

One of the goals of Quantum Machine Learning (QML) is to leverage the non-
classical properties of quantum devices to solve problems in machine learning.
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Abstract. Systems embedded with facial emotion expression recogni-
tion models enable the application of emotion-related knowledge to im-
prove human and computer interaction and in doing so, users have a sat-
isfying experience. Facial expressions exhibited by individuals are mostly
used as non-verbal cues of communication. It is envisaged that accu-
rate and real-time estimation of expressions and/or emotional changes
will improve existing online platforms. However, further mapping of esti-
mated expressions to emotions is highly useful in many applications such
as sentiment analysis, market analysis, student comprehension among
others. Feedback based on estimated emotions plays a crucial role in im-
proving the usability of such models. However, there have been no or lim-
ited feedback mechanisms incorporated into these models. The proposed
work, therefore, investigates the use of deep learning to identify and esti-
mate emotional changes in human faces and further analysis of estimated
emotions to provide feedback. The methodology involves a temporal ap-
proach including a VGG-19 pre-trained network for feature extraction,
a BiLSTM architecture for facial emotion expression recognition, and
mapping criteria to map estimated expressions and the resultant emo-
tion (positive, negative, neutral). The CNN-BiLSTM model achieved an
accuracy of 91% on a test set consisting of seven basic emotions of anger,
disgust, fear, happy, surprise, sadness and neutral from the Denver In-
tensity of Spontaneous Facial Action (DISFA) data. The data set for
affective States in E-Environment(DAiSEE) labeled with boredom, frus-
tration, confusion, and engagement was used to further test the proposed
model to estimate the seven basic expressions and re-evaluate the map-
ping model used for mapping expressions to emotions.

Keywords: Facial Emotion Expression Recognition, Deep Learning, Emo-
tion Estimation, Expression to Emotion Mapping
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Abstract. Adaptive bandwidth kernel density estimators (AB-KDEs)
have received attention from the academic community due to an ana-
lytical promise of increased performance over classical estimators. How-
ever, the field is fragmented, and there exists no comprehensive com-
parison of the existing state-of-the-art AB-KDEs. We provide a com-
parison of some state-of-the-art and classical AB-KDE methods as well
as a computational framework. We also present a novel implementation
of a full principal axes rotation hyper-ellipsoid variant of the k-Nearest
Neighbours algorithm and a Gaussian extension to K-NN. The extensive
experimental results show the fixed bandwidth rule-of-thumb methods
achieve satisfactory results. Further, the balloon estimators are shown
to be superior in the higher dimensional spaces, with higher modes or
data on non-linear manifolds. The sample point estimators show utility
when data are scarce in low dimensions. The empirical results show that
our full rotation hyper-ellipsoid estimator and our Gaussian K-NN are
state-of-the-art and will have a significant positive impact on data anal-
ysis algorithms. Especially algorithms which depend upon underlying
density estimates on “complex” higher-dimensional data.

Keywords: Kernel Density Estimator · Adaptive Bandwidth · Multi-
variate.

1 Introduction

The increased move towards using adaptive bandwidth kernel density estimators
(AB-KDEs) in non-linear, high —volume, —mode, and —dimensional spaces
necessitates empirical evidence around which of the plethora of methods one
should be utilising. The utility of AB-KDEs in these spaces is especially prevalent
in applications such as pilot function estimation, machine learning, background
modelling, and anomaly detection [20, 26, 30, 34, 36].

Specific applications extend to activities like geospatial regions’ analysis, epi-
demiology, pattern classification and region of interest tracking in computer
vision [3, 4, 8, 10, 19, 27, 38]. Other uses include the summarization of Bayesian
posteriors, in classification, for discriminant analysis and in Monte Carlo meth-
ods [5].

A substantial body of work has been dedicated to the theoretical analysis
of AB-KDE methods [25]. Additionally, studies have been done that empirically
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Abstract: Recent work in AI ethics has come to bear on questions of responsi-
bility. Specifically, questions of whether the nature of AI-based systems render 
various notions of responsibility inappropriate. While substantial attention has 
been given to backward-looking senses of responsibility, there has been little 
consideration of forward-looking senses of responsibility. This paper aims to 
plug this gap, and will concern itself with responsibility as moral obligation, a 
particular kind of forward-looking sense of responsibility. Responsibility as 
moral obligation is predicated on the idea that agents have at least some degree 
of control over the kinds of systems they create and deploy. AI systems, by virtue 
of their ability to learn from experience once deployed, and their often experi-
mental nature, may therefore pose a significant challenge to forward-looking re-
sponsibility. Such systems might not be able to have their course altered, and so 
even if their initial programming determines their goals, the means by which they 
achieve these goals may be outside the control of human operators. In cases such 
as this, we might say that there is a gap in moral obligation.However, in this 
paper, I argue that there are no “gaps” in responsibility as moral obligation, as 
this question comes to bear on AI systems. I support this conclusion by focusing 
on the nature of risks when developing technology, and by showing that techno-
logical assessment is not only about the consequences that a specific technology 
might have. Technological assessment is more than merely consequentialist, and 
should also include a hermeneutic component, which looks at the societal mean-
ing of the system. Therefore, while it may be true that the creators of AI systems 
might not be able to fully appreciate what the consequences of their systems 
might be, this does not undermine or render improper their responsibility as moral 
obligation. 

Keywords: Responsibility gaps · forward-looking responsibility · technological 
assessment · moral obligation 

1 Responsibility and AI 
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Abstract. A lot has been written recently on the ine↵ectiveness of the
current plethora of AI ethics regulations available in the public and pri-
vate sectors. I approach this concern from a novel angle by critically
reflecting from within the ethics of technology on current AI ethics dis-
course, which is mostly still deeply Cartesian, especially when it comes
to policy-making. I start with an analysis of current AI ethics vocabulary
and point to its value-laden and Cartesian nature. In a first step towards
moving away from Cartesianism I then briefly take the reader on a jour-
ney through pertinent aspects of trans-human discourse as illustrated by
Clark’s proposal of human minds as ‘extended’. I then consider Verbeek
and Kudina’s work in post-phenomenological mediation theory to enrich
Clark’s suggestions by acknowledging a more active role for technology
in co-shaping humans and their socio-cultural worlds. As a result, via
a novel notion of ‘extended moral agency’, I define a notion of ‘moral
a↵ordance’ to inform a new non-Cartesian tradition for AI ethics dis-
course and policy-making. Finally, I briefly comment on implications of
my argument for the future of AI ethics regulation.

Keywords: actionable AI Ethics · trans-humanism · mediation · moral
agency · moral appropriation · moral a↵ordance

1 Introduction

Given the plethora of artificial intelligence (AI) ethics regulations that recently
saw the light and the subsequent discussion of its overall ine↵ectiveness (see,
e.g., [24,29,38]) I want to suggest here, as an aide to these reflections, that we
reconsider the philosophical context within which policy researchers reflect on
the reasons for and content of regulation. What is the impact of the traditional
Cartesian framework on AI ethics policy research? There have been many voices
in the philosophy of technology through the past 100 years or so, and most re-
cently in the late 20th century from domains such as actor network theory and
post-phenomenology, pleading for reflection on limiting the impact of Cartesian-
ism on how humans and their world and their interaction with the tools of their
world are portrayed. These voices suggest an active role for technology in shap-
ing humans and their “lifeworlds” [27] (see also, e.g., [50]) within a context of
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Abstract. The traditional emphasis of fairness in AI algorithms tends towards 
developing fair standards, even though the field of AI and its subfields advance 
rapidly and creatively, meaning that any AI fair standards could similarly be-
come obsolete rapidly. This paper argues rather for an emphasis on fair pro-
cesses that are adaptable to AI’s continuous creations and innovations. Specifi-
cally, we adapt Jurgen Habermas’ critical theory of communication, the life-
world and meaning to develop a process framework for AI algorithmic fairness. 
The framework engages logical-semantic, procedural and performative rules 
that can be applied to avoid power imbalances and domination by any entity or 
individual before, during and after AI algorithm development. The framework 
is applied to the recent case of the biased Twitter image cropping algorithm, 
which focused on white faces and women’s chests but cropped out black faces. 

Keywords: AI Machine Learning Active	learning Algorithms Fairness 

Bias  Ethics Jürgen	Habermas  Theory	of	Communicative Action 

1 Artificial Intelligence 

The creation of Artificial Intelligence (AI) algorithms is often focused on the result 
without much consideration of the input or bias in the data [1, 2, 3, 4, 5]. When not 
checked before implementation, this tendency has sometimes resulted in embarrassing 
situations, reputational damage, mistrust, and even financial loss [6, 7, 8]. The great-
est appeal with AI algorithms is the ability to improve itself as more data is added and 
the ability to be transferred to other similar contexts [5]. During this transferability, 
subtle differences in contexts, such as social and cultural differences, are ignored. For 
example, the recent biased Twitter image cropping algorithm focused on white faces 
and women’s chests but cropped out black faces causing embarrassment and a back-
lash to Twitter [4]. Such unfairness and bias can be avoided if the process leading to 
the AI algorithm can be debated or go through a degree of discourse, especially when 
the AI has a societal implementation. 

In this paper, we propose Jürgen Habermas’ theory of communicative action as an 
ideal mechanism to review AI algorithms to improve their fairness before and after 

This paper is published in the Springer CCIS Vol. 1551 available at 
https://link.springer.com/chapter/10.1007/978-3-030-95070-5_22

SACAIR2021 Proceedings Volume 1 Xivuri and Twinomurinzi

34



Part II

SACAIR2021 Proceedings
Volume II





Chapter 8

Vol II: AI in the Humanities and Society



Consumer Perspectives on AI and HAI and its 
Implications on Customer Satisfaction  

 Sarah T. Jembere1, and Padhma Moodley2 

1 Durban University of Technology, Durban, South Africa 

{sarahj@dut.ac.za} 

2 University of Johannesburg, Gauteng, South Africa 

{padhmam@uj.ac.za} 

Abstract. Artificial Intelligence (AI) is being used to improve customer satisfac-
tion, create more efficiencies and lower cost, in several sectors of the business 
environment. The study explores consumer perspectives on AI as well as Hu-
manised Artificial Intelligence (HAI) and what its implications are on customer 
satisfaction. Using an exploratory cum descriptive design, the study implemented 
a convergent mixed-methods approach to collect data from respondents. Through 
a snowball sampling strategy, 29 respondents completed the survey. For the qual-
itative component, two focus groups were held remotely, where various aspects 
of AI and HAI were explored with the participants. The findings indicate chatbots 
and HAI were more favourable compared to other forms of AI technologies to 
advance customer satisfaction. It is recommended that organisations implement 
HAI and AI technologies with caution without over humanising these technolo-
gies at the same time, creating a balance between consumer acceptance and the 
priority to enhance customer satisfaction. 

Keywords: Artificial Intelligence, Humanised Artificial Intelligence, AIDUA 
Model, Customer Satisfaction, Chatbots, SERVQUAL Model 

1 Introduction 

Artificial Intelligence (AI) and Humanized Artificial Intelligence (HAI) technolo-
gies have become a priority for many organizations to enhance customer satisfaction 
when delivering service. This is emphasized by the need to lessen the interaction gap 
which has been exacerbated by Covid-19 and the Fourth Industrial Revolution. The 
evolving sophisticated AI technologies are becoming competent in performing some 
human tasks and outperforming humans [1]. AI can thus now understand customers’ 
queries and serve them effectively and efficiently in natural language conversations 
more competently than experienced workers do [2][3].  
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Whilst AI and HAI technologies are welcomed by organizations to create more effi-
ciencies, lower costs, and improve customer satisfaction, the lived and perceived expe-
rience of consumers must be considered. [4] presumes there is a difference in how peo-
ple perceive, accept, and use AI-based technology compared to other technologies and 
that other factors play a crucial role in their adoption. 

Previous studies forward that, socio-cultural background, customers’ service quality 
features, frontline assistance, customers’ expectations of AI devices [5], device aesthet-
ics, appearance, perceived usefulness of AI devices and service robots as well as social 
capability [6] influence the acceptance and adoption of AI devices and the related tech-
nologies [7]. Additionally, the level of usage of AI technologies, in developing markets 
is derailing the progress. For example, a Johannesburg hotel in South Africa is the first 
to introduce robotics in the African tourism industry in 2020, while Nedbank initiated 
this in 2018. This further display a lack of exposure among African consumers, being 
a barrier to measuring AI customer satisfaction. There is skepticism among customers 
and firms on the use of AI emanating from language barriers, job security and inade-
quate infrastructure particularly in African markets, which may further affect consumer 
perception and eventual customer satisfaction. To our knowledge, there is a need for 
more research on the implication of AI on customer satisfaction particularly in South 
Africa as adoption is still at the infancy-cy level.  

This study explores customer perspectives on AI and HAI technologies and its im-
plications on customer satisfaction. The paper aims to achieve the following objectives:  

1. To explore consumer perspectives on Artificial intelligence and Humanized Artifi-
cial Intelligence. 

2. To determine if engagement with AI and HAI technologies has a positive influence 
on customer satisfaction. 

The paper presents the literature and theoretical viewpoints, methodology, data anal-
ysis and the conclusion. Subsequent paragraphs, however, are indented. 

2 Literature and Theoretical Viewpoints 

AI-based service automation is part of the 4IR agenda to increase efficiencies as well 
as to improve customer service satisfaction. To understand the perspectives of consum-
ers towards AI and HAI technologies, the study examines the basis of their acceptance, 
adoption and in some cases, rejection by consumers that can be traced to a few theoret-
ical viewpoints which apply to this study. Some of these theories, such as the Technol-
ogy Acceptance Model (TAM) [8] and the UTAUT, have been criticized by scholars 
for having gaps of knowledge which implies some limitations to its veracity. This study 
however focuses on constructs of a few of these theories that are applicable in part, 
which explains the perspectives of consumers towards AI and HAI technologies. 
Through these constructs, the study makes a connection to how AI and HAI technolo-
gies may lead to customer satisfaction. The SERVQUAL model is used to measure the 
level of customer satisfaction within this context. 
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2.1 Applying the TAM Model 

In aligning the acceptance of AI and HAI technologies with the traditional, TAM 
Model, which is the most widely used to investigate users’ acceptance behavior [9], the 
following constructs come into this study’s focus: Perceived Ease of Use (PEU) as well 
as Perceived Usefulness (PU) which may influence consumers’ behavioral intention. 
Bearing in mind, within the context of customer satisfaction; the consumer must be 
willing to engage with the AI and HAI technologies to derive the benefits of receiving 
a level of satisfaction from the encounter. [8] developed the TAM Mod-el explaining 
users’ acceptance or rejection of computer systems whereby, attitudes towards technol-
ogy are determined by PU and PEU. PU is defined as “the degree to which an individual 
believes that using a particular system would enhance his or her job performance” (Da-
vis, 1985). PEU refers to “the degree to which an individual believes that using a par-
ticular system would be free of physical and mental effort” [8]. PEU is hypothesized to 
have a direct effect on PU, because a system that is easier and more effective to use, is 
correspondingly more useful for its users [8]. 

 [10] identify a few limitations to the TAM model. One of them is, technology ac-
ceptance theories were developed to explain the adoption of non-intelligent devices 
which implies learning to operate those devices requires significant effort. However, 
AI service devices mimic human behaviors, use human language and simulate human 
interactions. Thus, there is little need for users to learn how to operate those devices. 
As a result, the ease of use included in the traditional technology acceptance model may 
not be applicable in the context of AI service devices [11]. 

Given this line of thought, this study argues that PEU examines the ease of inter-
action between consumers and the AI or HAI technology. [4] suggest in the context of 
AI, PU is defined as the degree to which an individual believes that using AI will help 
and be beneficial. PEU pertains to the perceived ability, autonomy, and control when 
using AI and to the perception that the AI system works well and facilitates the usage. 
Furthermore, users’ attitudes towards AI may not only be determined by the PU and 
PEU of his or her use of AI technology, but also by his or her knowledge about the 
general benefits and risks of AI. PEU is a predictor for PU, which implies, how con-
sumers expect a technology to improve service standards, for instance, de-fines their 
PU of the technology 

2.2 Making the Connection Between PU, Performance Expectancy (PE) And 
Customer Satisfaction 

The Unified Theory of Acceptance and Use of Technology (UTAUT) was intro-
duced by [12]. The UTAUT theorizes that four constructs play a significant role in 
determining user acceptance and user behavior, namely, performance expectancy, ef-
fort expectancy, social influence, and facilitating conditions [12]. Of the four predic-
tors, PE is the strongest predictor of attitude towards use and behavioral intentions [13]. 
The UTAUT model thus provides a useful tool in understanding the possibility of suc-
cess for new technology introductions. It also helps to understand what the drivers of 
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acceptance are, especially among users who are less likely to adopt and use new tech-
nology [12] [14]. PE combines constructs from five different models, namely, PU from 
TAM/TAM2 and C-TAM-TPB (Theory of planned behavior), extrinsic motivation 
from Motivational Model, job fit from Model of Personal Computer Utilization, relative 
advantage from Innovation Diffusion Theory, and outcome expectations from Social 
Cognitive Theory [12]. 

In relation to customer satisfaction, PE is equivalent to PU. Within the TAM model, 
it is very often a strong predictor of intention to use a technology [12] in that customers 
will start and continue to use only those technologies that they find useful. For example, 
[15] identified performance expectancy as a significant driver of customer satisfaction 
on mobile apps. A significant positive impact of perceived usefulness on customer sat-
isfaction was also confirmed in the case of mobile commerce [16] [17] [15] e-banking 
[15] and mobile banking [18]. 

2.3 Looking towards the Artificial Intelligent Device Use Acceptance 
(AIDUA) Model 

[20] proposed the AIDUA model which explains the sequential and dynamic nature of 
people’s acceptance of and objection to the use of AI devices in service transactions. 
The AIDUA model theorizes that peoples’ willingness to accept the use of AI devices 
in a service transaction is generated through a three-stage process. The first stage in-
cludes consumers evaluating the appropriateness of the use of AI devices based on so-
cial influence, hedonic motivation, and anthropomorphism. In the next stage, people 
evaluate the use of the AI device on performance expectancy and effort expectancy. In 
the final stage emotions generated in the previous stage determines peoples’ willingness 
and objection to accept the use of AI devices in service transactions. This theory is 
applicable to this study as it can explain consumers’ attitude towards the use of AI and 
HAI technologies in several service encounters. The theory also offers some flexibility 
in that, the cross- context differences demonstrate differences in AI technology adop-
tion behaviors. The limitation of this study is that it examines the travelers’ perceptions 
of AI devices use in the hospitality and airline service [10], however this does not pre-
clude it or its constructs, from being applied to other service encounters which may 
result in customer acceptance. 

2.4 Evaluating Customer Satisfaction through Service Quality. 

[21] popularized the customer satisfaction theory through measuring the firm’s actual 
service delivery in conformity with the expectations of customers, as defined by the 
attainment of perceived quality, and that is meeting the customers’ expectations beyond 
their aspirations. With this premise [21] later expanded the concept of service into the 
five dimensions of service quality that comprised tangibles, reliability, responsiveness, 
assurance, and empathy [22]. 

Tangibles include the firm’s materials and equipment and physical facilities, the 
physical environmental conditions, materials used for communication. The reliability 
dimension encompassed the ability of the enterprise or the business to deliver what was 
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promised [22]. Consumer expectations are predictions about what is likely to happen 
in service or product transactions [23]. 

Another dimension of service quality is responsiveness, which usually measures the 
ability of the company or firm to respond to customers with willingness and promptness 
of the service [21]. This definition has been modified by [24] to include the timely 
delivery of services with speed to counter the problems of long queues and waiting 
periods. The use of AI and HAI technologies responds to the call of being responsive 
to consumers’ expectations of service standards. 

The fourth dimension, empathy, as defined by [20] as the company’s ability through 
its employees to provide due care to the customers as well as address their individual 
and personal concerns and understand their needs. 

 The interactions between customers and the various AI and HAI technologies re-
quire a level of monitoring and evaluation to determine customers’ acceptance or re-
jection of certain AI/HAI capabilities which the company can respond to by making the 
relevant changes that may lead to customer satisfaction. The last dimension is the as-
surance dimension that demonstrates to provide security and safety to the customers so 
that it will lessen their state of worries and anxieties regarding the services provided to 
them [22]. Some studies indicate consumers’ apprehension towards acceptance of AI 
and HAI technologies due to feelings of anxiety and concern may hinder providing a 
high standard of service. 

3 Methodology 

An exploratory design shaped the approach of the current study because AI and HAI 
are still at the infancy levels in marketing in South Africa. A convergent mixed-methods 
approach (CMMA) was used to ensure the objectives of the study were achieved and 
to get a deeper understanding of consumers’ perspectives toward AI and HAI. The re-
searchers felt that there was equal value for collecting and analyzing both quantitative 
and qualitative data to understand the problem. These were separate but concurrent; one 
method did not depend on the result of the other. The data from each approach was 
analyzed independently from each other using a statistical method for the quantitative 
data and a transcript-based analysis which included a thematic analysis for qualitative 
data. 

Following the recommendation from [25], the following steps were ensured in ap-
plying the CMMA: The researchers collected data via a survey method which was con-
ducted electronically where a link to the survey was shared to the researchers’ first line 
of contacts. These contacts then shared the link with their contacts and so on, indicating 
a non-discriminant snowball sampling method being applied. The sample generated for 
this study was 81 respondents and after data cleaning, the study’s final sample size was 
29 respondents. A 5-point Likert scale, type questions were used in the e-questionnaire. 
The qualitative data was collected through two focus groups, made up of 6 participants 
for Focus Group A (FGA) and 4 for Focus Group B (FGB). FGA constituted of those 
who had limited experience with HAI and/or AI technologies whilst FGB consisted of 
consumers who had lived experiences with some form of HAI and/or AI technologies 
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both as consumers and service provider. This was to determine what they lived experi-
ences were compared to the perceived experience and expectations of HAI/AI technol-
ogies. Also, to assess if the themes that emerged in one group also emerged in the other 
group. The focus group data were transcribed and coded and categorized into the dif-
ferent aspects of the study. The categories for each area were then further analyzed to 
reveal emergent themes. 

In the third step of the CMMA, the analyzed results were interfaced which the re-
searchers merged to obtain a better understanding of the results. Thereafter the results 
were interpreted to what extent the data results converged, diverged from each other, 
related to each other and/or combined [25] to provide clarity, in response to perspec-
tives and implications of AI and HAI technologies on customer satisfaction. At the 
interpretation stage, the study follows [26] suggestion of depicting the results obtained 
from both strands concurrently. 

4 Results 

The study uses descriptive statistics as well as a thematic analysis to present the results 
of the analyzed data. Moreover, the study reports on the quantitative component (Phase 
One), followed by a presentation of the qualitative data (Phase Two). 

4.1 Phase One: Quantitative Analysis 

The data presented hereunder begins with the analysis of the demographics and shifts 
to the objectives of the study. The data were analysed using SPSS, v. 26. Owing to the 
sample size, descriptive data are presented. 

Table 1. Table captions should be placed above the tables. 

Age    Race    Gender  
Description  Count 

(%)    Description  Count (%)    Description  Count 
(%)  

18-24  6 (21)    African   18 (62)    Male  11 (38)  
25-34  5 (17)    Other  11 (38)    Female  18 (62)  
35-44  6 (21)              
45-54  9 (31)              
55-64  3 (10)              

Occupation    Qualification   
Description  Count (%)    Description  Count (%)   
Full-time employment  15 (52)    High school  5 (17)   
Part-time employment  1 (3)    Some college  2 (7)   
Unemployed  1 (3)    Trade/vocational/technical  1 (3)   
Self-employed  4 (14)    Bachelors  6 (21)   
Student  8 (28)    Masters  7 (24)   
         Professional  2 (7)   
         Doctorate  4 (14)   
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Table 1 reports on the demographics of the respondents of which 62% were female 
participants and 31% of the total respondents were in the age range of 45-54. Qualifi-
cation data shows that 24% of the respondents were in possession of a Master’s degree 
and 21% had completed their Bachelor’s degree and 14% were in possession of a Doc-
torate degree.   

Consumers Perspectives on AI and HAI technologies.  
To understand consumers’ perspectives on AI and HAI technologies, the researchers 
deemed it necessary to establish if respondents had experience with and/or knowledge 
of AI technologies.  Not all respondents had experience with AI and HAI technologies, 
however, they could possess knowledge of the AI or HAI technology. This speaks to 
the perceived experience respondents would want to have of the AI or HAI technology. 
Hence the percentages may not total to 100% as some respondents chose both alterna-
tives for many of the AI and HAI technologies 

 

 
Fig. 1. Knowledge of/ Experience with artificial intelligence technologies  

Figure 1 depicts a relatively high percentage of respondents who had knowledge of AI 
and HAI technologies, except for the Virtual Assistant (VA) where experience scores 
a higher percentage. This implies respondents had more experience than knowledge of 
the VA.  Experience with HAI or human-like robots had the lowest number of respond-
ents whilst 86% of respondents indicated having knowledge of HAI technologies. 

 

 
Fig. 2. Average rank order of effectiveness of AI and HAI Technology.  
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Thereafter, the respondents were asked to rank the effectiveness of these technologies.  
Figure 2 depict the average results that indicate VA was ranked the highest with a score 
of 3.14 followed by chatbots with a score of 3.00.  Human-like robots scored the lowest 
with a score of 2.52.  

 

 
Fig. 3. Percentage response rate in ranking effectiveness of AI and HAI Technologies. 
  
Figure 3 depicts the percentage of respondents and their ranking of the effectiveness of 
AI and HAI technologies. The individual percentages show that 22% was the highest 
number of respondents who ranked HAI as being most effective however 33% of re-
spondents ranked HAI as being least effective. Moreover, the average scores determine 
that VA and chatbots had the highest rankings from the AI and HAI technologies pre-
sented.   

 Respondents had to also indicate their perceptions towards AI and HAI technolo-
gies. They perceived VA 29.03% and chatbots (27.42%) to be more beneficial to use 
than robots (9.6%) and HAI (12.90%). Their perceptions on interacting with AI and 
HAI brings pleasure, 72,58% (VA: 27.42%; BVA: 25.81; chatbots:19.35%) agreed. 
Results show that consumers perceived robots (26.67% and HAI (28.89 %) to be scarier 
than other AI technologies with VA being the least scary.    

 
Perspectives on the engagement with AI and HAI technologies.  
The results reported in Figure 4 assess respondents’ perspectives on the engagement 
with HAI. Eleven items were used to measure the perspectives of respondents that were 
based on the constructs of the TAM model were PEU, PU, from the UTAUT model, 
Performance expectancy (PE) as well as the AIDUA model where anthropomorphism 
(A), Performance expectancy (PE), Hedonic motivators (HM), social influence (SI) and 
emotions (I), effort expectancy (EE) were used to determine the perspectives on the 
acceptance of AI.  For example: for PE the following statements qualified this con-
struct, PH1; PH2; PH5- also for (EE); for EU, the following statements qualified this 
construct, PH3.  For E, PH4; P10.   For HM, PH6. For A, PH7; PH8 and PH11. For SI, 
PH9.   
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Fig. 4. Perspectives on the engagement with HAI.  

The overall response depicts a 34% average of support towards HAI as well as the 
same for a neutral response. The high neutral average may be because of respondents 
not having engaged with HAI but perceiving this to be how they would see engagement 
with HAI. Respondents disagreed (59%) with the statements pertaining to robots un-
derstanding their emotions, as well as robots, being the same as engaging with a human 
employee. 55% of respondents agreed that robots should use their native language.    

Respondent engagement with Chatbots 

 

Fig. 5.  Respondent engagement with chatbots 

Figure 5 depicts the responses to statements that pertain to engagement with chat-bots. 
Nine items were used to determine consumer engagement with chatbots. Using the con-
structs of the relevant theories, the following qualifications are made: For PEU, SC6; 

SACAIR’21 Proceedings Volume II Jembere and Moodley

46



SC1 also applicable to PU. For PE, SC5; SC2, also applicable with PU), SC3 (also PU); 
SC4. For EE, SC8. For HM, SC9. For E, SC7.  

The average results indicate 40% of respondents were neutral which was the re-sult 
of the responses to three statements that had 48%. These were: SC3; SC5, and SC9. 
36% of respondents support engagement with this AI technology.   

Respondent engagement with Biometric Voice Authentication technologies 
(BVA).  

 

Fig. 6. Respondent engagement with Biometric Voice Authentication 

Figure 6 depict the responses to statements that pertain to engagement with (BVA). 
Nine items were used to determine consumer engagement with BVA.  Using the con-
structs of the relevant theories, the following qualifications are made: For PEU, SB7 
(EE); SB1. For PU and PE, SB5; SB2; SB3; SB4 and SB6. For HM and EE, SB9.  For 
E, SB8. The average results indicate 48% agree with the engagement of this AI tech-
nology.  The relatively high scores for neutral could be as a result of more respondents 
having a knowledge of (72% see Fig.1) and 28 % experience with this technology.    

 
Respondents’ engagement with Virtual Assistants (VA).  
Fig 7 illustrate the responses to statements that pertain to engagement with VA. Seven 
items were used to determine consumer engagement with VA.  Using the constructs of 
the relevant theories, the following qualifications are made: For PU, SV7 also applies 
to PE, EE. For PE, SV2 also for EE; SV1 also applies to PU and EE; SV3 also applies 
to PU, SV6 and SV5. The average result indicates 48% agree with the engagement with 
this technology.  64% of respondents agreed that VA would be more efficient. Yet, 45% 
of respondents disagreed with the statement, I would prefer to engage with VA over 
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speaking to a human agent. 52% of respondents agreed that VA will improve on the 
quality of service.   

 

.  

Fig. 7. Respondents engagement with Virtual Assistants (VA) 

Respondents’ engagement with Robots  

 
Fig. 8. Respondent engagement with Robot 

Figure 8 presents the responses to statements pertaining to engagement with robots. Six 
items were used to determine consumer engagement with robots. Using the constructs 
of the relevant theories, the following qualifications are made.  For PE, SR5 also applies 
to PU; SR4 also applies to PU; SR2 also applies to PU and PEU; SR3 also applies to 
PU. For E, SR6.   

The average results indicate 38% of respondents agree with the engagement of this 
technology.  52% disagreed that robots display appropriate actions and emotions. 48% 
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agreed that robots will have a positive effect on the quality of service as well as robots 
provide accurate information.  

Implications on Customer Satisfaction.  
The five dimensions of the SERVQUAL model was used to determine what implica-
tions consumer perspectives of AI and HAI had on customer satisfaction. To calculate 
the scores, the average percentages of the response to statements made in each of the 
HAI and AI technologies that were associated with the relevant dimensions from the 
SERVQUAL Model, was calculated. Seventeen statements scores were averaged for 
Reliability; three statements’ scores were averaged for Tangibles; Two statements’ 
scores were averaged for Responsiveness; One statement score was calculated for As-
surance; five statements’ scores were averaged for Empathy.   

 

 
Fig. 9. Implications of perspectives on customer satisfaction  

The results indicate the five dimensions: Responsiveness which usually measures the 
ability of the company or firm to respond to customers with willingness and the prompt-
ness of the service [21], had the highest average score of 60%. Although only two state-
ments (SB1; SC1) related to responsiveness, the high percentage of those who agreed 
contributed to the high averages of responsiveness. Tangibles include the firm’s mate-
rials and equipment and physical facilities, the physical environmental conditions, ma-
terials used for communication scored the second-highest averages.  Although only 
three statements (PH1; SB3; SV7) related to tangibles, those who agreed, averaged 
48%. Reliability encompasses the ability of the enterprise or the business to deliver 
what was promised [21], had an average score of 47%. This dimension had the highest 
number of statements that related to reliability [14]. One statement (PH6) related to 
assurance that had the lowest average score from all the other dimensions imply this 
dimension did not fully meet the service quality standards that could contribute to cus-
tomer satisfaction. Empathy five statements that were related to Empathy.  Three state-
ments (SB4; SR3; SR2) received high response rates which contributed to the positive 
outcomes for this dimension.   

The overall results for service quality which leads to customer satisfaction are 25% 
disagree, 30% neutral and 45% agree. This implies on average; the respondents ex-
pressed a positive perspective towards customer satisfaction when engaging with AI 
and HAI.   
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4.2 Phase Two: Qualitative Analyses.  

The qualitative approach filled in gaps that may exist from the survey that was carried 
out. This provided the study with views that converged/diverged with each other. The 
analyses of the focus groups follow:  

Table 2. Demographics of participants. 

Age    Race    Gender  

Description  Count 
(%)    Description  Count 

(%)    Description  Count 
(%)  

18-24  4 (40)    African   8 (80)    Male  5 (50)  
25-34  4 (40)    Other  2 (20)    Female  5 (50)  
35-44  2 (20)              
               

 Occupation    Qualification  

Description  Count 
(%)    Description  Count 

(%)  
Full-time employment  2 (20)    High school  5 (50)  
Part-time employment  2 (20)    Some college  2 (20)  
Student   6 (60)    Masters  3 (30)  
          

The table shows the description of the FGA (Focus Group A) and FGB (Focus Group 
B) combined. 60% were students while 40% were employed.   

Consumers Perspectives on AI and HAI technologies  
Participants were asked if they had knowledge of and experience with AI and HAI.   
FGA participants expressed their very limited experience with chatbots and virtual as-
sistants whilst FGB had considerable experience with chatbots, virtual assistants and 
robots. Two of the participants in FGB had experience with AI as consumers and ser-
vice providers, with one of them having experience with HAI. Thereafter, the respond-
ents were asked to rank the effectiveness of these technologies.  In both groups, chatbots 
and VA had the highest rating while BVA, the lowest with some opting to rate it with 
a negative number as indicated by one participant: “Am l allowed to give a -2”. Both 
participants in FGA and FGB perceived VA’s and chatbots to be useful as it is “fast 
and gets my things done on time”.  However only a few found VA and chatbots fun to 
use with some emphasising the fun with words like “cool and awesome”. It was noted 
that participants expressed their fear towards AI and HAI with some referring to them 
as creepy, scary and weird. Results showed that respondents in both groups believe that 
AI and HAI improve service quality except for BVA, which was received with a lot of 
scepticism and resistance.     

Perspectives on the engagement with AI and HAI technologies.    
To understand participants’ perspectives on the engagement with AI and HAI technol-
ogies, short videos of each of the 5 technologies were played before asking them their 
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perceptions. This is because perceptions are developed after one is exposed to an ob-
ject/concept.    

Perspectives on chatbots  
Convergent themes emerged from two groups that included chatbots as “efficient”, “an 
advanced technology”, “saves time and money” and “lacks emotion”. The divergent 
themes from FGA were scary and uncomfortable whilst FGB saw it as beneficial, not 
fun and monotone. Participants emphasised that its usefulness depends on the ser-
vice/product being bought as some services like opening funeral policy requires human 
beings than chatbots. Participants expressed positive customer satisfaction in terms 
chatbot being responsive and reliable.   

Perspectives on biometric voice authentication  
Convergent themes emerged from the two groups that included it being risky, accurate, 
security concerns, voice change concerns, mimicking concerns.  Some divergent 
themes from FGB included feelings of discomfort. Fears were mostly around its use in 
the banking sector and the possibility of voices being mimicked to withdraw money. 
There was high customer dissatisfaction expressed in both groups as BVA were per-
ceived as unreliable, risky, not accurate and not able to express empathy.     

Perspectives on virtual assistants  
Convergent themes included it being efficient, safe, and convenient, some level of so-
cial interaction and effective. Two participants in FGB personified Google and Apple 
Siri as a friend who is always available. One participant stated, “I love Sirri, she is my 
best friend, she makes me laugh”, suggesting the ability of VA to evoke emotional 
attachment. However, one of the challenges that was common in both groups was VA’s 
inability to interpret local African languages. The average rating for customer satisfac-
tion was 4 with emphasis on SERVQUAL dimensions like responsiveness, reliability, 
empathy and low tangibility.    

Perspectives on robots   
Convergent themes included: no emotions, customer satisfaction, efficiency, fast, skep-
tical over malfunctions.  Divergent themes that emerged from FGA were entertaining 
and appealing whilst divergent themes from FGB included stealing jobs. The average 
rating for customer satisfaction was 4.   

Perspectives on humanised artificial intelligence  
Convergent themes included, accurate and efficient. Divergent themes from FGA were 
that emotions would be calculated and from FGB, creepy and not mysterious.  Partici-
pants expressed fears of job loss, HAI being a threat to humanity and that mimicking 
humans and putting human features made it creepy and unreal. The average rating for 
customer satisfaction was 2.5 with emphasis on its inability to mimic human empathy.  
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5 Discussion  

This study was conducted to provide insights into consumer perspectives of AI and HAI 
technologies as they begin to make in-roads into the service sector in South Africa. AI 
and HAI technologies are not as prevalent in S.A. as they have been in countries like 
Japan where over 10 000 Pepper robots were produced [27].  

The survey results in Figure 1, validate the need for the study to be an exploratory 
one, as it is evident that respondents possessed more knowledge of- than experience 
with AI/HAI technologies. From the engagement with the focus groups, as well as the 
survey, chatbots was the one AI technology participants were more familiar with.  This 
could be seen in the high percentage of those who had experience with the technology.  
Based on the results of this AI technology, it can be concluded that the PEU, PU and 
PF were important criteria that this technology fulfilled for the participants to find this 
technology effectively. In terms of the SERVQUAL model, the technology met with 
the service quality standards that are associated with customer satisfaction.   

The technology which did not receive a favorable response, incidentally, raised the 
most concern was the BVA. A rating of 0.4 was calculated from the focus groups were 
issues of safety and that it carried a high level of risk was raised. The pattern in the 
response from the survey indicates an average score of 33% for neutral whilst only 28% 
had experience with this technology shows that respondents were undecided over this 
technology but did not choose a negative response.  Other concerns raised were the 
uncertainty of the biology of the BVA. Participants were concerned about their voices 
being mimicked and their safety being compromised. Whilst this technology fulfils the 
criteria for PU, PEU and PE, within the context of the SERVQUAL model, the dimen-
sion of empathy and assurance leaves a huge void in respect of customer satisfaction as 
this technology raised concerns of safety and uneasiness.  

Another AI technology that received support from the survey and the focus groups 
was the Virtual Assistant.  This technology scored the highest in terms of experience 
amongst the survey and received a rating of 4/5 by the focus groups. On the average 
rank order of effectiveness, VA scored the highest at 3.14.  Furthermore, the convergent 
themes indicate this technology was efficient, safe and convenient to use which com-
plemented the survey results.  The concern raised by the focus groups was that in an 
African context, the technology would experience some challenges with the pronunci-
ation of names and places.  However, the strength of the benefits highlighted by the 
respondents as well as the participants indicate a positive relationship to the following 
SERVQUAL dimensions: empathy, assurance, reliability, responsiveness, and tangi-
bles, making this a favourable AI technology to increase customer satisfaction.  The 
results indicate the satisfaction of the constructs of the AIDUA model (social interac-
tion, hedonic motivators).  This is also the technology that had the highest support 
(69%) from respondents who chose this technology as the most likely to recommend it 
to their social circles.   

The response to robots from the focus group was varied in terms of their accuracy, 
efficiency, speed which augured well for it.  However, some concerns regarding its lack 
of emotion, malfunction possibilities and that it would steal jobs in a very ailing econ-
omy in South Africa, created some apprehension towards this technology. The results 
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of the survey averaged at 38% of respondents who agreed that robots are effective. 
Moreover, the responses on accurate information and efficiency of this technology re-
ceived scores of 48% each from respondents who agreed.  52% disagreed that robots 
would display appropriate emotions which also resonated with the themes that emerged 
from the focus groups.  Despite the concerns raised, this technology fulfilled the criteria 
for customer satisfaction by addressing the following dimensions: tangibles, respon-
siveness, reliability, and assurance.   

Finally, the HAI technology that the respondents rated the highest for having 
knowledge of and the lowest for experience with is indicative that this technology is 
not widely available in South Africa. Pepper the robot was introduced by a banking 
group a few years ago, however, the idea of interacting with human-like robots was 
something South Africans were not entirely ready for.  Given there are 10 000 robots 
in the world with only 6 in South Africa [28]. The convergent themes of accuracy and 
efficiency in the focus groups as well as the highest individual ranking in effectiveness 
(22%, figure 3) is evidence of the positive perceptions participants have of this tech-
nology. The findings align themselves with the criteria (PE, PU, PEU) of the 
TAM/UTAUT model which relates to responsiveness and reliability of the 
SERVQUAL model thereby meeting the service standard requirement for customer sat-
isfaction.  However, with respect to anthropomorphism, the theme generated from the 
focus group analysis was that this technology was ‘creepy’ and ‘not mysterious’. Fur-
thermore, respondents disagreed (59%) that human-like robots would understand their 
emotions and 52% disagreed that engaging with a robot was the same as engaging with 
a human employee.   

6 Concluding remarks  

This study was exploratory yet made some insightful findings that form the basis for a 
broader study on consumer perceptions towards AI and HAI technologies and its im-
plications to customer satisfaction. This study further advances our understanding of 
the theoretical foundations of AI/HAI technologies that align themselves with service 
quality indicators, more specifically the SERVQUAL model. The infancy of some of 
the AI/HAI technologies such as the BVA and HAI in South Africa is evidence of where 
we are positioned in the trajectory towards the 4IR. This study limited itself to a few 
AI technologies which the literature support is important in improving customer satis-
faction, still, it does not preclude further research into other AI technologies that may 
have a positive influence on customer satisfaction.   
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Abstract. Large investments are made in the research, design and development 
of autonomous vehicle AI technologies. It is hoped that their widespread ac-
ceptance, adoption and use will lead to a safer future on the roads. However, there 
is a lack of evidence to suggest that South Africa’s traditional car users are keen 
to adopt these artificial intelligence technologies in their current form. This study 
aimed to understand the determining factors that influence the acceptance and 
use of autonomous vehicle technologies in the context of South African automo-
bile users. The Autonomous Vehicle Acceptance Model (AVAM) was adapted 
using factors identified in previous related research and used as a guiding con-
ceptual framework for the study. Semi-structured interviews were conducted 
with current users of an autonomous vehicle technology package from a promi-
nent South African automobile manufacturer. Performance Expectancy, Effort 
Expectancy, Social Influence, Attitude Towards Using and Anxiety were found 
to be factors influencing the Behavioural Intention to Use autonomous vehicle 
technologies in the South African context. The findings of the study indicate fac-
tors that are of importance to consider in the future development and promotion 
of autonomous vehicle technologies, leading to specific recommendation that 
will hopefully increase the societal adoption of AVs in South Africa. The results 
can also serve as a foundation for larger, possibly quantitative studies on user 
acceptance of autonomous vehicle AI technologies. 
 

Keywords: Moral Agreement · Public Reason · Ethics of AI · Algorithmic Bias 
·Accountability.  

1 Introduction  

Recent developments in vehicle automation technologies such as automatic emer-
gency braking, adaptive cruise control, speed assistance, and lane changing assistance 
systems are moving vehicles closer to autonomous and self-driving cars [1]. However, 
not all automobile users seem to desire widespread usage of highly autonomous vehi-
cles [2]. 
In order for autonomous vehicles to reach their proposed potential in contributing to 
increased road safety worldwide, acceptance of increases to the current automation 
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level of vehicles is essential [3]. While current research surrounding vehicular technol-
ogy acceptance is dominated by quantitative studies using recognised general ac-
ceptance models such as the Technology Acceptance Model and the Unified Theory of 
Acceptance and Use of Technologies [4], little research has been done to qualitatively 
identify which factors govern and moderate acceptance in the specific context of au-
tonomy in vehicles, despite expression that qualitative techniques could assist in ex-
ploring the relevance of such factors [3]. 

This study will therefore seek to answer the following research questions:  
• RQ1: What factors influence acceptance of autonomous vehicle technologies? 
• RQ2: What influences a driver’s decision to use autonomous vehicle technologies? 

The major objective of the research will be to give some insight from a user perspec-
tive into the major factors determining whether autonomous features in vehicles will be 
accepted, and subsequently used by the drivers of these vehicles. 

This study hopes to clarify and give some insight the major factors behind the deci-
sions to accept and use autonomous technologies in vehicles, as well as the reasons why 
many consumers decide to forgo these features, and instead purchase stock models 
without the added safety features. A greater understanding of these factors will be of 
significance to the major South African vehicle manufacturers who develop autono-
mous technologies in their product range (Table 1), as well as to the marketers and 
salespeople of dealerships who stock vehicles containing such technologies on their 
shop floors. As increasingly large sums of money are invested into the development of 
these technological solutions, it is imperative that we gain a greater understanding of 
the motivations behind consumers’ acceptance or rejection of them [5]. 

This study is also of importance as an addition to academic knowledge surrounding 
acceptance of autonomous car technologies, especially in the South African context 
where to date insufficient research on the user acceptance of these technologies has 
been done [6].  

2 Literature review 

This section briefly defines autonomous vehicles (AVs), explains safety as a key 
societal benefit for the diffusion of this technology, and the guiding framework of the 
factors which drive user acceptance of the AV technology. 

2.1 Defining autonomous vehicles and taxonomies of automation 

Self-driving cars are motor vehicles that are capable of sensing and navigating 
through the driving environment without the need for human input [7]. A vehicle can 
only be completely autonomous when the full-time performance is handled without or 
with minimal interaction between the driver and vehicle controls [4]. The wide spec-
trum of autonomous capabilities shown by different commercial vehicles available to-
day necessitate the categorisation of vehicles into discrete autonomy segments. The 
most prevalent taxonomies, used in research and policy recommendations, are listed 
below.  
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BASt was developed by the German government to categorise degree of automation 
in vehicles, utilising a five-level taxonomy consisting of Driver Only, Driver Assis-
tance, Partial Automation, High Automation, Full Automation [8]. This was followed 
in 2013 by the National Highway Traffic Safety Administration (NHTSA-USA), also 
utilising a similar five-level taxonomy [9]. Both the BASt and the NHTSA have been 
consolidated into the six-level autonomy definition developed by the Society of Auto-
motive Engineers (SAE) [4]. Their taxonomy ranges from Level 0, ‘No Driving Auto-
mation’, where vehicles incorporate rudimentary systems such as conventional cruise 
control and describe most commercial vehicles on the roads today, to Level 5, ‘Full 
Automation’, where a steering wheel and pedals is seen as an optional extra.  

This study will investigate factors influencing the acceptance and use of vehicles 
categorised at SAE Level 2, which are able to make use of two or more advanced as-
sistance systems (such as adaptive cruise control, automated emergency braking and 
active lane centring) simultaneously and in conjunction with one another. This level of 
automation was chosen for the study as this is the current level of self-driving cars 
available to the public [10], which allows data to be collected from current users, rather 
than prospective users. This allows the study’s findings to be grounded in actual use 
behaviour, rather than in behavioural intentions to use. This distinction is critical, as 
“people may be more accepting of self-driving cars under idealized rather than (argua-
bly more) realistic scenarios during the initial deployment of the technology” 
[11:1452]. A list of South African manufacturers currently producing SAE Level 2 ve-
hicles is detailed in Table 1. 

Table 1. South African Manufacturers of SAE Level 2 Vehicles (Authors’ own) 

Manufac-
turer 

Technology 
Package Technology Descriptions 

BMW Extended Traffic 
Jam Assistant 

Driving Assist, Active Cruise Control, Parking 
Assist 

Mercedes-
Benz Intelligent Drive 

Distronic (Active Distance Assist), Active Lane 
Tracking & Lane Changing, Active Steering & 
Blind Spot Assist 

Toyota Toyota Safety 
Sense 

Blind Spot Monitoring, Lane Keeping Aid & De-
parture Alert, Pre-Crash System, Adaptive Cruise 
Control 

Volkswagen Driver-Assistance 
Systems 

Adaptive Cruise Control, Blind Spot Detection, 
Rear traffic Assist 

Volvo IntelliSafe 

Lane Keeping Aid, Automated Collision Avoid-
ance, AutoBrake, Blind Spot Information with 
Steering Assist, Distance Alert & Pilot Assist 
(Automated Lane Changing) 

Ford Co-Pilot360 Automatic Emergency Braking, Adaptive Cruise 
Control, Lane Keeping Assist 

Nissan 
Intelligent Mobil-
ity / ProPILOT 

Automatic Emergency Braking, Blind Spot 
Warning, Moving Object Detection, Intelligent 
Lane Intervention 
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Renault 
Highway & Traf-
fic Jam Compan-
ion 

Emergency Brake Assist, Blind Spot Warning, 
Parking Assist 

Subaru EyeSight 
Pre-collision braking, Adaptive Cruise Control, 
Lane Departure & Sway Warning, Lead Vehicle 
Start Alert, Pre-collision Throttle Management 

 

2.2 Road deaths as a strong case for increased driving automation 

Since the invention of the car by Karl Benz in 1885, great advances in all aspects of the 
motor vehicle have been made over the past 135 years. Safety has been no different, 
with the implementations of the seatbelt developed by George Cayley in the late 1800s, 
the first airbags developed in 1952 by John Hetrick and the ‘Sure Break’ Anti-lock 
Braking System (ABS) pioneered by Chrysler in 1971 all contributing heavily to the 
safety of those on the roads.  

Despite these innovations, the use of the eleven million self-propelled motor vehicles 
registered in South Africa [12], led to 12 503 road traffic deaths in the country in 2019 
alone [13]. Road injuries are the 8th most common cause of death across the globe, and 
can be found in the top ten causes of death in all income groups [14]. One in every 
hundred people will die as a result of a car crash in their lifetimes, making driving by 
far the most dangerous activity humans engage in on a daily basis [14].  

Possibly even more worrying than the actual number of road traffic deaths is the 
increasing prevalence of deaths as a result of injuries sustained in road collisions. A 
study looking at changes in the number of road traffic deaths observed since 2013 [14] 
has the following two major takeaways: a large number of middle-income countries 
seeing an increase in road traffic deaths, and no low-income country has seen a reduc-
tion in the number of traffic fatalities since 2013. 

Over 140 billion rand was lost as a result of crashes in 2015 alone, a total of 3.4% of 
South Africa’s GDP [15]. In addition to this, 86% of all road fatalities in South Africa 
are determined to have been the result of human factors (such as distractions, speeding, 
intoxication and/or fatigue), a figure that is relatively consistent worldwide [13].  

It is for these reasons that the manual operation of motor vehicles is becoming in-
creasingly unsustainable, and why there is so much interest in autonomous technologies 
in vehicles. Numerous research studies indicate that the implementation of autonomous 
technologies in cars have the potential to drastically reduce vehicle related injuries and 
fatalities [1], and various companies such as Argo AI and Waymo have begun testing 
of vehicles that are fully automated, although these are not yet available to consumers 
[16]. For the perceived benefit of increased road safety as a result of autonomous vehi-
cles to be realised, the vehicles and their technologies need to firstly be accepted, and 
then put into use by consumers.  
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2.3 Theoretical research models of technology acceptance and use 

There have been various models developed to examine user acceptance and use of tech-
nologies, both general in nature in order to be applied to a broad spectrum of systems, 
as well as contextualised models for specific fields. The three of the most prevalent 
general models of user acceptance are the Theory of Reasoned Action of 1975, the 
Technology Acceptance Model of 1989, and the Universal Theory of Acceptance and 
Use of Technology Model of 2003.  Studies on the acceptance of technology precedes 
the emergence of the autonomous vehicle technology industry, and the theoretical mod-
els of autonomous vehicle acceptance therefore find their own foundations in the gen-
eral models.  

The Car Technology Acceptance Model (CTAM), developed in 2012, was designed 
using the UTAUT as the basis for the model [17]. The base key constructs of the 
UTAUT (performance expectancy, effort expectancy and social influence) have a direct 
determination on behavioural intention, along with four other constructs introduced into 
the CTAM model. Attitude towards using technology has a moderating effect on be-
havioural intention (a relationship which was explicitly excluded from the UTAUT 
model), as do the constructs of self-efficacy, anxiety, and perceived safety (included 
due to perceived increased significance in the context of cars, which contain inherently 
higher risk factors than the majority of other technologies). Behavioural intention and 
facilitating conditions determine actual use behaviour.  

The conceptual model used in this research is based primarily on AVAM [2], which 
was deemed the most appropriate basis for the research topic owing to its contextual 
relevance. The additional antecedents were then added in accordance with findings 
from research in the contextual field of autonomous vehicles and their integrated tech-
nologies. The relationships posited in the conceptual framework of the study formed 
the propositions of the study found in the following section.  

 

 
Fig. 1. Proposed adapted AVAM model [2]. 
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Using semi-structured interviews, this study will support or reject the below propo-
sitions in the context of Autonomous Vehicle Technologies (AVTs). 
• P1 Performance Expectancy influences Behavioural Intention to Use. 
• P2 Perceived Driving Safety influences Performance Expectancy. 
• P3 Perceived Driving Exertion influences Performance Expectancy. 
• P4 Effort Expectancy influences Behavioural Intention to Use. 
• P5 Self-Efficacy influences Effort Expectancy. 
• P6 Social Influence influences Behavioural Intention to Use. 
• P7 Attitude towards using AVTs influences Behavioural Intention to Use. 
• P8 Anxiety influences Behavioural Intention to Use. 
• P9 Facilitating Conditions influence Use Behaviour. 
• P10 Behavioural Intention to Use influences actual Use Behaviour. 

However, more than the support or rejection of the propositions, a more qualitative 
insight into the user perceptions of each of the factors is also sought. These are high-
lighted by the selected quotations. 

3 Research methodology 

In this section, the chosen research methodology decisions are briefly explained.  A 
deductive but qualitative approach was use to investigate the propositions made above. 
However, inductive theoretical elements were included in the analysis. A qualitative 
approach was used because a deeper understanding of the factors, as well as diversity 
and subjectivity in views was desired. This approach, typical in social science research 
for dealing with complex social phenomena such as user acceptance, differs from nat-
ural science and statistical methods which typically are used to uncover systematic re-
lationship and laws [18]. A deep, qualitative understanding of individual user ac-
ceptance will be vital to the adoption and diffusion of AI technology in society. These 
understandings will  

The study is cross-sectional and the data collection process happened from mid-Sep-
tember to early October 2020. The target population of the study were owners of motor 
vehicles that employ advanced autonomous technologies, with the sample identified as 
owners of Subaru vehicles that have purchased the company’s autonomous EyeSight 
technology. We initially aimed to interview between ten and fifteen participants, but 
data saturation was reached by the eighth interview. This was owing to the initial esti-
mation that each interview would be conducted in twenty to thirty minutes, when in 
reality the interviews on average lasted over forty minutes, with some exceeding an 
hour in length. Fig. 2 below lists the participants that were interviewed with details on 
their AVT experience. 
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Fig. 2. Interview participants and the AVT experience. 

Non-probabilistic convenience sampling was undertaken by contacting members of 
the Subaru Owners’ Club, referrals from a Subaru dealership, and referrals from previ-
ous interviews using a snowball sampling technique. Semi-structured non-standardised 
one-to-one qualitative research interviews took place through the online video inter-
face, Zoom, in order to keep with the COVID-19 guidelines of social distancing and 
the limiting of contact and social gatherings. Recordings of the interviews were made 
following explicit permission by participants. Each audio file was transcribed in detail 
to convert it into textual data, whereby the document was then imported into NVivo 
and assigned an individual case. The study makes use of template analysis, which em-
ploys a coding template to be used as the initial analytical tool. The coding template is 
derived from the conceptual framework of the study. In line with the hybrid approach 
to theory upheld, initial themes analysed were therefore theoretically derived, but were 
modified as the data was collated and explored and deficiencies in the coding and un-
derlying theory were identified, in accordance with standard template analysis practices 
[18]. Ethics approval was obtained from the researchers’ home university and all pro-
visions such as anonymity, consent, voluntary participation, withdrawal at any time, 
and secure data storage were all adhered to. 

4 Research Findings, Analysis and Discussion 

4.1 Factors Influencing Behavioural Intention to Use 

The conceptual framework and propositions of the study discussed previously posited 
a number of factors influencing Behavioural Intention to Use in this context. This sec-
tion discusses the research findings pertaining to these relationships, and in doing so, 
support or reject the propositions. 

 
Performance Expectancy. A continual thread throughout the interviews conducted 

indicated that participants’ perceptions surrounding the increases in driving safety, as 
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well as decreases in driving exertion, were the major reasons that they deemed the tech-
nology to be useful to them in achieving their goals in driving performance, and that 
this usefulness influenced their intention to use the technology. Participants often saw 
the technology as an extra layer of safety in the event of them being unaware or losing 
focus while driving. Participant H explained that they felt that the technology has “a lot 
of features that help mitigate you against an accident… that would be able to give either 
one of us a warning if we were not driving to the best of our abilities if we were, you 
know, not paying attention properly”, indicating that “it was a huge consideration as 
to why we decided to go with the car”. Participant C emphasised that the technology 
was useful in that “it creates a layer of protection and oversight that enhances safety” 
and that “you have the backup that there is that feature to help you when that happens”.  

A number of participants also indicated their perception that use of the technology 
influenced their own driving ability, impacting on perceived driving safety and there-
fore Performance Expectancy: “Makes you aware of mistakes you make while driving...  
it does help you and teaches you a lot” [P-B]. “It has had quite an astounding effect 
on my driving ability” [P-G]. “It has made me a better driver” [P-A]. “It definitely 
made me a safer, and I think also more responsible driver” [P-D]. “I think because 
you're more aware, you realise how many things you probably miss whilst not having 
EyeSight” [P-B] 

Proposition P2 is therefore supported: Perceived Driving Safety influences Perfor-
mance Expectancy. 

The data also indicates some interplay between Perceived Driving Safety and Per-
ceived Driving Exertion. Participant D explained that a high perception of their safety 
led to lower mental exertion while driving: “it makes it easier for me to drive. I'm not 
so tense. I'm more relaxed because I know, the safety of me and my wife in the car is 
not only depending on me, EyeSight is helping me with it”. 

Participants agreed that their perceptions of a decrease in exertion while driving in-
fluenced their intentions to use the technology. This perception was strongest in in-
stances of long-distance travel, as well as in heavy traffic situations, which are princi-
pally tied to key functionalities of the technology such as adaptive cruise control and 
lane centring: “Makes a huge difference when you're doing long-distance driving, you 
can relax a little bit… you don't have to concentrate as much. The fatigue doesn't set in 
nearly as quickly” [P-H] or “I can just sit back and not worry about slowing down or, 
you know, keeping distance or the stuff like that… You definitely get a bit more relaxed 
driving it, you're not as fatigued as you would be” [P-E]. 

Proposition P3: Perceived Driving Exertion influences Performance Expectancy, is 
therefore supported. 

Participant C explained that their intentions to use the technology were determined 
by the aforementioned two factors that made the technology useful: “it would aid in the 
driving process to make sure that it's easier and it's safer”. Participant A highlighted 
that if the technology would decrease human error and increase their safety, they 
couldn’t see a reason not to use the technology: “If I was going to have some technology 
that was going to take out that human error, why not?”. Participant E summed up their 
belief that the usefulness of the technology made them want to use it by saying: “with-
out a doubt… it just makes it preferable to drive with it than without”. 
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Thus, proposition P1 is supported: Performance Expectancy influences Behavioural 
Intention to Use. 

 
Effort Expectancy. The majority of participants indicated that, as a result of having 

never used the technology before, they perceived there to be a learning curve which 
initially influenced their intentions to use the technology, indicating that the perceived 
ease of use of the system is an influencing factor in this context. Participant A described 
that “it took a while for me to fully understand the system”, that “The first two to three 
months was an adjustment” and that it therefore took “about two months to be comfort-
able driving and looking at all the little warning signs and things going off”. This sen-
timent was corroborated by Participant D’s statement “Yes, it took some time to get 
used to it and to understand everything”. Participant F believed that this links back to 
the importance of safety in this context led to increased complexity in learning: “I'm 
now driving it at 80 and suddenly it's accelerating, and you're not prepared, it can be 
potentially dangerous, so that's a learning curve”, imploring that “I think I'm still in 
the learning curve”. Participant H agreed with this, stating “I didn't like the fact that as 
I was driving, I had to fiddle around with buttons to try and figure out how to use it” 
and that “I'll be honest, I didn't just get in and start playing with the buttons, and say 
cool and drive. No, I did have to learn to get used to it”. 

Proposition P4: Effort Expectancy influences Behavioural Intention to Use, is there-
fore supported. 

Other participants did not perceive there to be much learning needed to use the sys-
tem, which was tied to their belief in their understanding of the system, itself appearing 
to be grounded in previous experience with related technologies. Participant G believed 
there to be no difficulty in understanding how to use it explaining that “the controls 
presented on the steering column and on the touchscreen etc is self-explanatory”, 
which heightened their intent in using the technology, as did Participant E, who stated 
“no, there's no learning curve to get used to eyesight if you're used to using cruise 
control”. Participants that indicated a learning curve to using the technology did how-
ever identify that their perceptions of the ease of use of the technology changed as they 
interacted with it: “It goes back to learning by doing. You cannot just be shown, you've 
got to drive it and get used to the functionality... seeing others use it, it's all fair and 
well, but it's actually learning by doing, trusting by doing, there's no other way. Once 
you start to do it, then I got to feel more comfortable about what it can and cannot do” 
[P-H]. “Once I knew how to use it, it was quick to pick up and then very easy” [P-B]. 

This finding is in line with previous research, that Effort Expectancy is significant 
during adoption and early use, before becoming “nonsignificant over periods of ex-
tended and sustained usage” [19:451], as Self-Efficacy increases.  

Thus there is support for Proposition P5: Self-Efficacy influences Effort Expectancy. 
 
Social Influence. Throughout the interviews, most participants expressed that there 

was an exclusivity to the system, owing in part to its perceived high cost and only being 
available on higher-end vehicles. Participant A pointed out that “only reason for the 
high spec was for the technology” and that “it's only available on the high spec cars”, 
which was corroborated by Participant B: “But especially in the beginning, the more 
expensive models had it”. Participant G’s explanation encapsulated this as the reason 
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for its exclusivity: “There is exclusivity there yes. We are privileged that we are able 
to afford this type of thing, it's not necessarily a luxury. But it is something that isn't 
necessary for your survival”. 

This exclusivity, as well as the public perception of technologies such as this being 
expensive, leads to the technology being seen as a status symbol and associated with 
luxury, positively influencing owners’ intention to use the technology. Multiple partic-
ipants explained situations in which they have been excited to show off the technology 
to others, as well as to brag to respected peers about it, indicating a pride in the tech-
nology which signals a high intent to use: “I told my brother about it. And I told some 
friends about what it can do. So perhaps in that sense, it's a nice to have. If it's a status 
symbol, perhaps” [P-F]. “It is nice. People always say "wow!". Like with my son now, 
my son will ask me, Mom take your hands off, the car will drive by itself” [P-A]. “It 
would be cool to brag about it and to let others know that you can actually have a car 
at this level, and with this much features” [P-C].  

There is thus support for proposition P6: Social Influence influences Behavioural 
Intention to Use. 

 
Attitude Towards Using AVTs. During the data collection process, the questions 

tabled by the researcher in the interview guide struggled to effectively capture the atti-
tudinal factors of likeability, enjoyment and fun as a direct result of the use of the sys-
tem, not linked to its perceived performance benefits. Many responses to the questions 
aimed at determining proposition P7: Attitude Towards Using Technology influences 
Behavioural Intention to Use were misinterpreted and were instead directed towards 
enjoyment of the technology through perceived decreases in driving exertion, deemed 
to be part of the perception of functional benefits of use (P3).  

Nevertheless, some participants were able to effectively capture perceptions of their 
overall affective reaction to use of the system. Participant H discussed that they did not 
perceive use of the system to be fun, in that they felt that using it actually took away 
the fun parts of driving: “To be quite frank, maybe less much. There's not much driving 
in the sense that… I'm now driving my eldest brother's really old manual car. And it's 
a lot more fun because I could play around… It's up to you to decide, you know, when 
you are going to change gears, what pace so you feel like you're in more control. And 
that's fun if you're a driver”.  

They did also point out, however, that this was not nearly as influential on their 
intention to use the technology as the safety aspect: “So the safety features and the 
stability of the car with the technology far outweighs the fun, if that makes sense. I can 
sacrifice fun for safety any day. But on the pure fun factor, it's not fun, per se”. By 
contrast, Participant E explained that they derived enjoyment from the variety of op-
tions and settings that could be adjusted while using the technology, that heightened 
their intention to use the technology: “I really enjoy it. I mean, there's a couple of others 
small tweaks and things that you can do, you can set how quickly it reacts, how quickly 
it accelerates… And then obviously, the loudness of all the warning beeps you can play 
around a little bit… it’s very nice”. 

Proposition P7: Attitude Towards Using Technology influences Behavioural Inten-
tion to Use, is therefore supported. 
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Anxiety. Participants indicated that their intention to use the technology was deter-
mined largely by how they were able to cope with feeling like they were losing control 
of the car, stemming from how much they trust the technology to function in different 
situations. Participant H indicated that they “resisted it for a good six months or so” as 
they did not “take to it as easy” as they felt others would, owing to their anxiety in 
giving up control to the “automated aspects” of the system. They also felt that this 
anxiety would differ from person to person, dependent on their general attitude towards 
technology: “And my feeling is that for example, if I was to give that to my father, he 
would just completely reject it. I am quite a techno fan. But still, the resistance is hand-
ing over control to something else, I think”. Participant E agreed with the source of 
resistance to use, stating that “it's a little bit more difficult to release the control that 
you have to that system”, while Participant A described the “overwhelming” feeling of 
seeing the technology take control for the first time.  

Some participants indicated that they felt an ongoing anxiety over their trust in the 
technology that influenced their intentions to use the technology: “You always have 
that in the back of your mind that, okay, something could go wrong” [P-C]. “No I 
wouldn't say it's 100% subsided, if I'm quite frank, it's still there… a little bit there” [P-
H]. “Now after I've tested it many times, I tell myself: you must trust it. But there is this 
thing that, what if it fails, and I'm always ready, still to this day my foot sometimes 
hovers very near the brake. So I'm ready to take over” [P-F]. Other participants re-
ported that their lack of anxiety surrounding their trust in the functional reliability of 
the system positively influenced their intentions to use the technology, but that they 
were still aware of the possibility of functional issues: “I trust that thing one hundred 
percent as long as I see that little car [the indicator on the system interface]. If I don't 
see the car, I stay aware of what's going on… I trust that thing with everything” [P-D] 

Proposition P8 is therefore supported in this study. 

4.2 Factors Influencing Actual Use Behaviour 

In the conceptual framework and propositions of the study, two major factors influenc-
ing actual Use Behaviour were identified. These were Facilitating Conditions, consid-
ered to be a discrete determining factor, as well as Behavioural Intention to Use, mod-
erated by the five factors identified above. The research findings surrounding these two 
factors posited to influence actual Use Behaviour are detailed below. 

 
Facilitating Conditions. Participants indicated two separate themes that governed 

their perception around the conditions facilitating the use of the technology which in-
fluenced their intentions to use it. These were the physical infrastructure (road quality, 
markings, grading) that the technology would need to work on in the South African 
context, and the ways in which they could find assistance to better use the system. Par-
ticipant D explained that they believed the owner’s manual played an important role, 
as did their spouse who was able to assist as a passenger on initial trips: “The owner's 
manual was in the car and as we were driving, I would ask my wife, go and have a look, 
see if you can find this, see if you could find that”. They also felt that they were able to 
approach the salesperson for assistance, but they wished that an online manual would 
be provided for easier feedback: “I even asked the salesperson, is there no way that that 
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Subaru can give us or present us with the electronic version of the owner's manual, just 
to make it easier to look for something”. Participant A also mentioned that they per-
ceived the explanations found in the owner’s manual played a role in heightening their 
intention to use the technology: “and also again there was the manual. Read through 
it, this is what you can expect: the do's, the don’ts…”. 

Some participants expressed concerns surrounding the quality and reliability of 
South African roads, roadside signs, and lane markings, which negatively influenced 
their intention to use the technology. Participant B described the situation as: “our 
roads are horrible. A lot of times the way that they patch it or the different gradings, it 
just says you're going off lane, and you look and it's just the roads merging together, 
different grades of tarmac”, while Participant G said that “If there are no lane mark-
ings, obviously, the point of reference is gone. And that is far too often the case in South 
African road conditions”. Participant C noted that this only concerned them in areas 
where they perceived the infrastructure to be of low quality: “It's only when you take 
long trips whereby you're going into areas which don't have that much maintenance as 
the cities, that's when you probably worry about not having markings on the road or 
having well displayed road signs and stuff”. 

There is thus support for P9: Facilitating Conditions influence Use Behaviour. 
Most participants, however, found the technology to work well in spite of the con-

ditions of the physical infrastructure, implying that these concerns lessened after inter-
action with the system: “I think it's actually not bad! There's times when I drove on 
quite old roads with the lines on the road is already quite faded. But it would still pick 
up that I'm drifting across the lane. So actually, I think it's quite sensitive” [P-E]. “And 
it was freshly tarred, and I was driving on the N1 towards Paarl side and there was no 
markings. But still somehow, it was still giving me the lane changing and it was still 
picking up the sensor in terms of, there's a car in front, it was still doing that” [P-A]. 
“It recognises if you are going to leave the tarred surface onto gravel because it rec-
ognises the difference in colour and texture of the side of the tarred surface. So it sees 
that, so it warns you. And I've tested this thing many a time and tried to fool it. But it's 
few and far in between that it does not recognise the obstacle ahead or the lane change 
about to happen” [P-G]. 

 
Behavioural Intention to Use AVTs. Indications of consistent and continual deci-

sions to use the system by participants when they are fully aware of their ability to 
disable the technology are considered by the researcher to be the best technique of cap-
turing the relationship between Behavioural Intention to Use the technology, and actual 
system use. Participant G insisted that “if you've got it on the car, and you don't use it, 
then I'm afraid to be quite frank, you're stupid”, while Participant E explained that 
“You can even switch that off, but I don't see the reason why you want to switch off 
most things”. Participant A indicated that “You do get people that will switch off the 
technology” but that in their case “I do not switch it off”, corroborated by Participant 
D’s statement that “I myself [have] never switched it off” and that of Participant B: “I 
haven't had a reason to switch it off yet”. Participant C summed up the sentiment, con-
cluding “I wouldn't want to have it and then switch it off. It defeats the whole purpose 
of having it”. 
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Furthermore, participants were clear in their future intentions to use the technology, 
with many indicating that they would not purchase nor use a vehicle with such a tech-
nology out of choice in future: “I would not go back to a car without that if I had a 
choice” [P-B]. “Yes. I would never buy a non-EyeSight [the name of the technology] 
model again. I wouldn't do that” [P-H]. “It will definitely again have the technology 
in it, because I couldn't see myself going driving something else” [P-A]. 

There is therefore support for proposition P10: Behavioural Intention to Use influ-
ences actual use behaviour. 

 

4.3 Summary of Findings, Implications and Recommendations  

The research study revealed a number of factors that influence the acceptance and use 
of autonomous vehicle technologies in the South African context, answering the re-
search question and fulfilling the research objective (Table 2). Most participants em-
phasised that the largest influence on their acceptance and use of the technology was 
their perception on how useful it would be for them. This perceived usefulness was 
itself determined by how safe they deemed themselves to be while undertaking driving 
tasks using the technology, and how they perceived the change in driving exertion as a 
result of using the technology. 

Table 2: Research questions and findings. 

# Research Question Findings 

RQ1 
What factors influence ac-
ceptance of autonomous 
vehicle technologies? 

Performance Expectancy 
Effort Expectancy 
Social Influence

  
Attitude 
Anxiety 

RQ2 

What influences a driver’s 
decision to use 
autonomous vehicle 
technologies? 

Facilitating Conditions 
Behavioural Intention to Use 

 
In order for widespread acceptance and use of these technologies to happen, devel-

opment innovations must be directed towards the technology’s ability to heighten the 
safety of the driving task, while also minimising the physical and mental exertion 
placed on drivers while the technology is in use. Marketing and advertising of these 
technologies need also see a change in content focus to better capture what prospective 
users of this technology desire from it: marketing efforts should stress the relaxing, 
fatigue free nature of the driving experience when these technologies are implemented, 
as well as their functional benefits in crash mitigation and overall driving safety. 

The research also revealed that prospective users of these technologies often have 
concerns surrounding the ability of the technology to work on South African roads, 
which were deemed by most to be of unsatisfactory quality. However, the findings also 

Behavioural 
Intention to 
Use 
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indicated that in reality the technology was able to function well in spite of issues with 
lane markings and road grading. Marketing efforts should reflect this functional relia-
bility of the technology, especially in the South African context, as quelling these fears 
is likely to lead to heightened usage in future. 

A major finding of the study was the large influence that demonstration days and 
test drives had on altering prospective owners’ intention to accept and use the technol-
ogy. This is because of its ability to affect two major determinants of intention to use: 
it positively influences perceived driving safety as a result of technology use, while also 
very effectively mitigating anxiety concerns around the functional reliability of the 
technology while it is in use. These findings therefore recommend wider usage of 
demonstration days and test drives as part of sales efforts.  

The research findings also show that it is imperative that the ease of use, as well as 
the likeability of system use, must be taken into account during the design of the system. 
Individuals are more likely to accept and make use of the technology if they are given 
the ability to customise its use, as well as if they perceive interactions with the technol-
ogy to be enjoyable (or at least mitigate feelings of dread when interacting with it). 
Once again, marketing and advertising efforts should also entice prospective users 
through indicating fun interactions with a system that is shown to be easy to use. 

Finally, the findings discovered that these technologies are seen by some as a luxury 
item that is indicative and symbolic of status. Marketing of the technologies containing 
themes that show those making use of the systems to be high-standing and respected 
members of society is likely to have a positive influence on public perception and there-
fore acceptance and use of these technologies in the future. 

5 Conclusion and future research 

The original problem identified, which led to this research being undertaken, was a lack 
of sufficient information around the factors which play an influencing role in the ac-
ceptance, adoption and use of autonomous technologies in vehicles, in particular in the 
South African context. Knowledge of these factors is necessary to understand why these 
technologies are seeing low acceptance and use in the country, in order for future im-
provements made in the development and promotion of the technologies to have real 
impact on their penetration. 

This research found that Performance Expectancy, Effort Expectancy, Social Influ-
ence, Attitude Towards Using and Anxiety are all factors that influence an individual’s 
Behavioural Intention to Use the technology in this context, which along with Facili-
tating Conditions determines the individual’s actual Use Behaviour regarding the tech-
nology. Furthermore, perceptions around the change in driving safety and exertion as a 
result of the use of the technology, were identified to be the major determining factors 
of how useful the technology is perceived to be.  

There are several limitations of the research undertaken, detailed in Section 3.10., 
that should be considered. There are a number of South African vehicle manufacturers 
offering competing autonomy packages, identified in Table 1, and the narrowing of the 
sample to a single company’s offering affects the generalisability of the research. Fu-
ture research conducted across multiple autonomous technology offerings, as well with 
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a larger sample size than this research would lead to stronger findings in terms of gen-
eralisation.  

Future research should investigate further into how attitudinal reactions of system 
that are distinct from performance benefits, such as fun and likeability, influence the 
use of the technology. Research could also seek to understand these factors from dif-
ferent perspectives, such as those of salespeople and car dealership owners, as they are 
likely to have come into contact with and interacted with many prospective users of the 
technologies as well as having a good understanding of the technologies themselves. 
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Abstract. Robotic process automation (RPA), intelligent automation, and smart 
analytics can radically digitalize auditing practices in organizations. Building 
real-time, intelligent audit RPA capability requires a significant investment of 
time, money and resources. The lack of a clear understanding of the benefits de-
rived from audit RPA among different stakeholder groups in organizations has 
been a much-debated issue in the academic and practitioner literature. The article 
presents a systematic literature review on the broad benefits of implementing au-
dit RPA capabilities. The article integrates concepts from the benefits manage-
ment and stakeholder perspectives in information systems (IS) for a theory-
guided review approach. The review focuses primarily, but not exclusively, on 
the computing, information systems, accounting, and auditing literature. 196 po-
tentially relevant publications were identified, of which 18 met the quality criteria 
and contributed to the analysis. The authors used a critical appraisal checklist and 
member checking to assess the validity of these publications. The authors then 
used thematic analysis to develop a comprehensive RPA benefits framework for 
auditing based on the insights from these publications. The authors grouped the 
themes under three broad benefit categories: strategic, tactical and operational. 
Multiple organizational stakeholders can use the proposed intelligent audit RPA 
benefits framework to justify audit RPA investments and realize its implementa-
tion benefits. Future research can contribute to the further development of the 
framework by incorporating the enabling organizational capabilities required to 
improve the realization of intelligent audit RPA benefits. 

Keywords: Audit RPA Benefits, Intelligent Robotic Process Automation, 
Multi-Stakeholder Perspective, Systematic Literature Review  
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1 Introduction 

Intelligent automation (IA)1, driven by emerging fourth industrial revolution (4IR) 
technologies, has the potential to radically improve manually intensive and partially 
automated procedures as well as complex knowledge work in auditing [39]. Coined as 
Audit 4.0, these emerging technological innovations include robotic process automa-
tion (RPA), cognitive technologies, artificial intelligence (AI), and big data and smart 
analytics [12]. Despite the considerable benefits of IA, general uptake across the globe 
continues to be low with only 16% of organizations adopting these technologies at scale 
[7]. Significantly, the same study also finds that the major benefits of intelligent audit 
RPA remains unclear to many stakeholders [7]. The major reason for organizations to 
invest in intelligent audit RPA is the realization of benefits that are valuable to the or-
ganization and its different stakeholder groups [13,30]. Since the benefits of intelligent 
audit RPA can only be achieved through the application of business process manage-
ment skills and organizational change, it is important that the various groups of stake-
holders, who have to change the traditional audit processes, understand the benefits of 
intelligent audit RPA to the organization [4,30].  

The role of auditors extends to multiple stakeholders at multiple levels in the organ-
ization – from providing strategic support to the board of directors in enhancing corpo-
rate governance and managing enterprise risks to aiding functional managers and their 
staff in managing day to day operational risks and internal controls [12,39]. As audit 
practices shift from manually intensive and partially automated procedures to intelli-
gent audit RPA, we call for a collaborative effort to realize the most benefits from in-
telligent audit RPA. An area of growing scholarly and practical importance in infor-
mation systems (IS) is the importance of positive long-term relationships with stake-
holders and stakeholder inclusion in digital transformation initiatives [35,36]. Prior IS 
research on stakeholder engagement has consistently found that the mismanagement of 
stakeholder expectations can lead to dissatisfaction, distrust, resistance, and ultimately 
the failure of information systems [23,34]. So far, existing research has paid little at-
tention to the concerns of the different stakeholders that can affect or are affected by 
intelligent audit RPA [12,39]. Prior IS research argued that various stakeholder groups 
should be involved in building the business case that motivates investments in intelli-
gent audit RPA as well as participate in the requisite organizational change effort 
[4,30]. Research on stakeholder engagement also suggests that it is not a good practice 
for IT and audit professionals to work in isolation on intelligent audit RPA initiatives 
[2,3,31]. The IS benefits management research stream also recommends that different 
stakeholder groups are involved from the conception to the operations phase of IS im-
plementations [4,30]. However, managing the different perspectives of stakeholders 
during an IS-enabled organizational change such as intelligent audit RPA can present a 
formidable challenge to those individuals championing the change. The IS benefits 

 
1 Intelligent automation refer to RPA involving the use of AI and machine learning 

capabilities which are able to perform high-volume repetitive tasks previously per-
formed by humans [5,35,39]. 
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management literature posits that as a start, identifying the benefits and the beneficiar-
ies of an IS-enabled change effort can play an important role in ensuring that the ma-
jority of the envisaged benefits are realized [4,13,30].   

Our purpose is to identify the benefits and beneficiaries of intelligent RPA in the 
auditing domain. We conducted a theory guided systematic literature review by draw-
ing on concepts from IS benefits management [30] and stakeholder perspectives [3,31]. 
To identify the benefits and beneficiaries for intelligent audit RPA, the following re-
search question was formulated: What are the tangible and intangible benefits of intel-
ligent audit RPA and who are the major beneficiaries? In summary, we identified a 
range of stakeholders, from the strategic, tactical to the operational levels who are ben-
eficiaries. Beneficiaries can include the Chief Executive Officer (CEO), Chief Finan-
cial Officer (CFO), audit committee, functional managers, internal auditors (IA) and 
external auditors (EA). Benefits of intelligent audit RPA ranged from scalability of au-
dits as a result of full population testing to improved audit efficiency which spares au-
ditors the time to focus working on higher order cognitive tasks. We contribute to the 
intelligent RPA literature by shifting the focus to the auditing domain and integrating 
the findings here with the IS benefits management and stakeholder management con-
cepts. This study has important practical implications, as it is currently difficult for 
auditing and IT practitioners to realize the benefits of intelligent audit RPA without 
insights on the interests of different stakeholder groups.  

The paper is organized as follows: first, we review the stakeholder and benefits man-
agement perspectives of information systems, and then build to a stakeholder orienta-
tion of benefits for intelligent audit RPA. Second, we present our systematic literature 
review of intelligent audit RPA. We then discuss our multi-stakeholder benefits frame-
work for intelligent audit RPA. Finally, we highlight opportunities for future research 
and draw practical implications for intelligent audit RPA initiatives, before concluding 
the paper. 

2 A multi-stakeholder approach to intelligent audit RPA 
benefits 

RPA can be defined as a set of automated software tools used for repetitive, simple 
tasks with minimal human involvement [5,9,19,37]. These automated tools use soft-
ware tools or scripts, referred to as robots or ‘bots’ in short, to “perform tasks or pro-
cesses” on structured data  in other computer systems or software [14,17,39] to auto-
mate manual tasks [15]. Audit procedures can be quite labour intensive, consisting of 
numerous mundane, repetitive, rule-based audit tasks and processes executed during 
the performance of an audit [9,18,21,24,28]. As these tasks and processes takes up a lot 
of time from audit teams and leaves room for error, they are ideal candidates for RPA 
[1,9,15,22] and they can be further automated by using intelligent RPA [18]. Intelligent 
audit RPA extends traditional RPA by exploiting recent advances in cognitive technol-
ogies, AI, big data and smart analytics.  Intelligent audit RPA has the potential to make 
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the auditing function more responsive by providing real-time and continuous assur-
ances. However, these types of complex transformation efforts usually require the in-
volvement and commitment of a number of different stakeholders [4,13,30].   

For our purpose, stakeholders can be defined as individuals and groups who can 
affect or is affected by an IS-based process improvement initiative [23,34]. IS research-
ers have used stakeholder theory to understand the impact of stakeholder management 
on IS implementation success. Stakeholder theory (ST) conceptualizes stakeholder 
management from a descriptive, normative and instrumental perspective [35,36]. De-
scriptive ST involve defining and identifying key stakeholders using tools such as a 
stakeholder analysis. For example, it is important to identify a suitable sponsor, busi-
ness owner, and end-user champion for an intelligent audit RPA transformation initia-
tive. Normative ST refers to the use of ethical principles as it views it as the moral duty 
of managers to adopt a more inclusive approach to managing the interests of multiple 
stakeholders, as opposed to focusing on the interests of shareholders alone. Since intel-
ligent audit RPA benefits will be realized through the efforts of the organizational mem-
bers and not the shareholders, it is important from an ethical standpoint to respect and 
manage the interests of a wide group of stakeholders. The instrumental ST perspective 
refers to the effectiveness of stakeholder management approaches. Here IS researchers 
are concerned with how effective stakeholder management translates to positive intel-
ligent audit RPA outcomes. According to the ST, relationships between the different 
social groups in organizations are important in the value creation process [35].  

Similarly, benefits management theory challenges traditional project management 
approaches that focus on implementing the technology by emphasizing the realization 
of business benefits and the effective management of stakeholders [4,13,30]. The IS 
benefits management approach provides managers with guidelines on how to identify, 
plan, and manage the delivery of business benefits [4,30]. The theory asserts that ben-
efits are realized by effectively combining organizational changes with new technolo-
gies. The benefits modelling aspect of benefits management suggests that practitioners 
focus on both the tangible and intangible aspects of transformation initiatives. For ex-
ample, improving benefits such as market confidence (intangible) are difficult to meas-
ure compared to the number of fraud incidents (tangible) detected by intelligent audit 
RPA in testing daily transactions. The benefits management approach draws from ST 
identifying those members who are accountable for making the requisite organizational 
changes and the delivery of benefits. Following this approach, intelligent audit RPA 
projects will need to involve key stakeholders in building the business case that moti-
vates the investment and also obtain key stakeholder commitment in supporting the 
organizational change to deliver the most benefits. Large-scale IS initiatives typically 
involve stakeholders such as the executive committee, owners of the system, the end-
users and IT professionals [2,3,31]. Given the importance of strategic alignment, de-
veloping internal capabilities, and benefits modelling, we suggest a multi-stakeholder 
model that is inclusive of strategic, tactical and operational stakeholders for our theory-
guided review. We argue that neither strategic, tactical nor operational emphasis alone 
is sufficient to ensure the effective realization of benefits from intelligent audit RPA 
transformation initiatives. Our multi-level and multi-stakeholder perspective shown in 
Figure 1 provides an appropriate starting point for analyzing and addressing the lack of 

SACAIR’21 Proceedings Volume II Kunz et al.

76



 

clarity about the business benefits of intelligent audit RPA pertaining to the different 
interest groups in the organization. 

 

Fig. 1. A multi-level view of stakeholder audit interests 
 
We anticipate that our multi-level STO (Strategic, Tactical, and Operational) per-

spective of stakeholders and business benefits will provide more clarity to senior man-
agement, middle management and cross-functional teams that are involved in intelli-
gent audit RPA transformation initiatives. 

3 Research method  

A systematic literature review was conducted in order to identify the broad benefits of 
implementing intelligent audit RPA capabilities. 

Step 1: Formulation of the search string 
"Robotic process automation" AND “auditing” were identified as text words for the 

database search.. In order to control for different spellings or using appropriate 
truncations: "intelligent process automation" OR "smart automation" OR "enterprise 
robotic process automation" OR "autonomics" OR "virtual workforce" OR "software 
robots" OR "white collar robots" OR "disruptive technology" OR "digital technology" 
AND “audit” were added.  

This resulted in the following search string: 
"robotic process automation" OR "intelligent process automation" OR "smart 

automation" OR "enterprise robotic process automation" OR "autonomics" OR "virtual 
workforce" OR "software robots" OR "white collar robots" OR "disruptive technology" 
OR "digital technology" AND “audit OR auditing” 

The search string was applied to the Title, Abstract, Keywords or Abstract fields 
depending on the databases’ search criteria and no publication date limit was used. 

Step 2: Identification of data sources, inclusion and exclusion criteria and selection 
of publications 
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The search string was applied to various databases in order to identify publications 
relating to emerging technologies, with a specific focus on RPA in auditing, and 
possible publications dealing with the potential benefits that could arise from 
implementing intelligent RPA in auditing. Five relevant databases were identified as 
appropriate for conducting the SLR for the reasons as indicated below. 

1) Scopus, which includes top-level subject fields such as life sciences, social 
sciences, physical sciences and health sciences,  

2) Web of Science, as it contains content from science as well as social sciences, 
3) Proquest, containing comprehensive, authoritative content covering various 

disciplines, 
4) Ebscohost, covering a variety of disciplines and subjects, and  
5) IEEEExplore, containing high quality technical literature in engineering and 

technology. 
This resulted in an initial 196 possible publications to which the inclusion and 

exclusion criteria contained in Table 1 below were applied. 

Table 1. Inclusion and exclusion criteria 

Criteria Inclusion Exclusion Exclude Total 

Initial search - possible publications 196 

1. Type of 
publications 

Scholarly 
publications 
limited to 
articles and 
editorials, 
trade 
publications
, conference 
proceedings 
and 
magazine 
articles. 

Chapters in 
books, theses 
and 
dissertations, 
publications 
in 
newspapers, 
wire feeds. 

16 Chapters in 
books, theses and 
dissertations, 
publications in 
newspapers, wire 
feeds 

 
47 Duplicates 
(33 articles, 
editorials, trade 
publications, 14 
conference 
proceedings) 

180 (115 articles, 
editorials, trade 
publications, 43 
conference 
proceedings, 22 
magazine articles)  
 
133 (82 articles, 
editorials, trade 
publications, 29 
conference 
proceedings, 22 
magazine articles) 

2. Access Publications 
with full 
access. 

Publications 
without full 
access, 
extended 
abstracts 
without full 
text. 

None 133 (82 articles, 
editorials, trade 
publications, 29 
conference 
proceedings, 22 
magazine articles) 

3. Language Only 
publications 
published in 
English. 

Any 
publications 
not published 
in English. 

1 Article, 
editorial, trade 
publication, 1 
conference 
proceeding 

131 (81 articles, 
editorials, trade 
publications, 28 
conference 
proceedings, 22 
magazine articles) 
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4. Subject 
related 

Only 
publications 
relating to 
technologie
s and 
robotic 
process 
automation 
in internal 
or external 
audit. 

Publications 
using the term 
“robotic 
process 
automation” 
in a different 
context and 
assurance not 
related to 
internal and 
external audit.  

62 Articles, 
editorials, trade 
publications, 26 
conference 
proceedings, 14 
magazine articles 

29 (19 articles, 
editorials, trade 
publications, 2 
conference 
proceedings, 8 
magazine articles) 

 

 
After the identification of the 29 possible publications, the five databases mentioned 

above were searched for possible publications relating to the search term “RPA” AND 
“audit OR auditing”. This resulted in an additional eight publications of which one was 
not relevant as it dealt with general RPA risks and challenges and not with auditing 
specifically, equalling 36 possible publications (24 articles, editorials, trade 
publications, 3 conference proceedings, 9 magazine articles). During the backward 
search performed, looking at the references of the already identified publications, six 
possibly relevant publications were identified, which were added resulting in 42 
possible publications (30 articles, editorials, trade publications, 3 conference 
proceedings, 9 magazine articles).  

These 42 publications were subjected to another round of inclusion and exclusion 
criteria contained in Table 2 below in order to focus specifically on the broad benefits 
of implementing audit RPA capabilities. This resulted in 18 publications, which were 
further analysed to identify the potential benefits of implementing intelligent RPA 
capabilities in auditing. The authors used a critical appraisal checklist and member 
checking to assess the validity of these publications. 

Table 2. Second round inclusion and exclusion criteria 

Criteria Inclusion Exclusion Exclude Total 

 42 

1. Type of 
publications 

Accredited 
and/or 
ranked* 
articles, 
editorials, 
trade 
publications, 
conference 
proceedings 
and magazine 
articles. 

Articles, 
editorials, 
trade 
publications, 
conference 
proceedings 
and magazine 
articles not 
published in 
accredited 
and/or ranked 
journals. 

11 articles, 
editorials, trade 
publications, 7 
conference 
proceedings, 3 
magazine 
articles 

21 (19 articles, 
editorials, trade 
publications, 2 
conference 
proceedings, 0 
magazine 
articles) 
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2. Subject 
related 

Only 
publications 
including 
reference to 
the potential 
benefits that 
could arise 
from using 
RPA in 
auditing. 

Publications 
with no 
reference to 
the potential 
benefits that 
could arise 
from using 
RPA in 
auditing. 

3 Articles, 
editorials, trade 
publications 

18 (16 articles, 
editorials, trade 
publications, 2 
conference 
proceedings, 0 
magazine 
articles) 

* Appearing on the 2021 accredited list of journals which includes amongst others 
IBSS, Scopus and WoS and/or on the 2019 Australian Business Deans Council (ABDC) 
list. 

Step 3: Data analysis method 
Each of the 18 publications were scanned in order to develop an initial idea of the 
benefit themes addressed in the publications. The authors then used thematic analysis, 
using Atlas.ti, qualitative data analysis software, to identify meaningful benefit topics, 
categories and themes, which were used to develop a multi-stakeholder intelligent RPA 
benefits framework for auditing based on the insights from these 18 publications.  

4 Results 

Altogether 18 publications were examined in the literature review in order to identify 
the broad benefits of implementing audit RPA capabilities. Figures 2 and 3 present the 
types of publications and the publications per year. The types of publications primarily 
consisted of articles, editorials and trade publications with only two conference 
proceedings included in the analysis. The publications per year illustrate the growing 
interest in the topic. Prior to 2018, only two publications were found with the peak of 
the publications reaching nine in 2020. 
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Fig. 2. Types of publications 

 
 
 
 
 

 

 

 

 

 

 

 

Fig. 3. Publications per year 

The literature revealed a number of general benefits originating from the use of RPA such as 
improved efficiency [10,15,16] and effectiveness [10,16]. From a cost and resource point of view, 
organizations can benefit from the use of RPA as a result of potential cost savings [10,16] as well 
as a reduction in time spent on mundane tasks by employees [10,26]. Less time will be spend in 
performing these mundane tasks as robots can perform mundane tasks much quicker than its 
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human counterpart [10,26]. Time saved as a result of the mundane tasks performed by RPA can 
then be used by employees to focus on subjective tasks requiring human skills and intelligence, 
adding value to organizations, instead of performing routine or tedious tasks [10,26,28]. 

From a quality perspective, the use of RPA increases the accuracy of the automated tasks, 
resulting in a reduction in errors in the performed tasks [6,10,11,16,24]. This increase in accuracy 
will consequently improve the service quality of organizations [10,16,24]. 
From a technical perspective, a number of benefits emerged from the literature. In general the 
development and implementation of intelligent RPA is less expensive, quicker and easier to 
configure when compared to conventional information technology systems [8,10,15,16,33]. In 
addition, RPA does not require high-level programming skills and there is no need for additional 
systems when implementing RPA as RPA interacts with the various current systems in the same 
way than its human counterpart would have [8,10,24]. 

When turning to the potential benefits that could arise from implementing intelligent audit 
RPA capabilities, Table 3 represents a summary from the literature: 

Table 3. Potential benefits from implementing audit RPA and their frequency in literature 

Potential audit RPA benefits 

 #  # 

Increased focus on higher order 
thinking skills 

13 Reduced time 12 

Improved accuracy 10 Improved audit effectiveness 2 
Improved audit efficiency 9 Scalability 8 
Enhanced audit quality 7 Reduced cost 6 
Operate over various unrelated 
systems 

2 Improve attractiveness of firms 1 

Easy to code 1 Improved processes 2 
Increased compliance 1 Reduced risk 1 
Reduced outsourcing and 
offshoring 

1 Reliable and trustable records 1 

Enable continuous auditing 1   
# Number of publications in which each potential benefit appear 

 
The majority of publications highlight an increased focus on higher order thinking 

skills, reduced time (as mundane tasks are automated) and improved accuracy of the 
audit tasks performed by RPA as human errors are eliminated when audit tasks are 
performed by using RPA as potential benefits [6,16,26,28,29,39]. This elimination of 
human error is as a result of the automated tasks that will always be performed 
according to the way in which it was programmed, leaving no room for error [10,15,16], 
enhancing the reliability of the obtained audit evidence [33]. Where humans might get 
tired and loose concentration, robots never do, they perform the tasks, from the first to 
the last one, all in exactly the same manner, making no mistakes [15,16]. 
Linking to the accuracy of the audit tasks performed by RPA, all audit tasks performed 
by RPA will automatically be documented, leaving reliable and trustable records of the 
audit tasks performed [28]. Where humans might forget or document audit tasks 
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without all the necessary detail, audit tasks performed by robots will always be 
documented with all the necessary detail, exactly as it were performed, as it happens 
automatically as the audit tasks are performed.  

Another benefit of audit RPA is the speed at which automated audit tasks can be 
performed. RPA can perform automated tasks much quicker than their human 
counterpart, resulting in a reduction in hours spend and the cost to perform the 
automated audit tasks [6,16,20,22,26,28,32,33,39] resulting in cost savings to audit 
practice. Confirmation requests are one example of such an automated task which 
resulted in a reduction in time spent [16]. It was reported than an average of 27 minutes 
per confirmation were saved when confirmations were performed via RPA, which 
performed it in less than three minutes, compared to humans, which on average took 
30 minutes per confirmation [16]. Using audit RPA has the potential to increase 
auditors’ capacity and productivity because of the time saved as a result of the 
automated audit tasks [15,25]. As a result of the time saved, auditors will have time 
available to focus on audit tasks requiring higher order thinking skills and professional 
judgement instead of performing the mundane tasks [6,15,16,20,22,28,29,32,38,39]. In 
addition intelligent audit RPA can develop and facilitate the possibility of continuous 
auditing, increasing the frequency and timeliness at which audits are performed [39].   

The scalability of audit RPA is a major benefit  in the auditing domain. Prior to the 
use of RPA for audit tasks, auditors would perform audit procedures on samples of 
auditees’ documents and transactions, as it is humanly impossible to audit the full 
population [11]. This approach has the inherent risk that the documents and transactions 
not selected as part of the sample, and as a result not audited, could be incorrect or 
fraudulent, which is referred to as sampling risk [16]. Audit RPA enables auditors to 
perform audit procedures on auditees’ full population of documents and transactions 
[28,32,39], thereby eliminating sampling risk and enhancing the sufficiency of the audit 
evidence obtained [11,16,26]. 

The improvement in audit quality was mentioned several times in the literature. It 
was however not mentioned as a stand-alone benefit and was indicated as an outcome 
of other benefits. The improvement in audit quality was amongst others linked to the 
benefit of using RPA to audit auditees’ full population of documents and transactions, 
increasing the scale of audits, which would have a subsequent positive effect on audit 
quality [16,28]. In this instance, audit quality would improve as all the errors in 
auditees’ documents and transactions would be detected, accordingly a higher level of 
assurance will be obtained by auditors as a result of the use of RPA. Improvement in 
audit quality were also linked to auditors that would have more time to focus on higher 
order thinking skills such as investigating the exceptions, focusing on more complex 
areas and applying professional judgement instead of performing mundane tasks 
[10,16,28,32]. This would add value to audits and increase audit quality because it is 
not the mundane finding of the exceptions that improves audit quality but the 
investigation and clarification of these exceptions. , Other benefits that could be linked 
to improved audit quality, is the reduction in errors [27], increased compliance and 
reduced risk [15].  

With reference to improved audit effectiveness and efficiency, it was mentioned that 
intelligent automation of audit tasks would lead to improved audit effectiveness [16,39] 
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and efficiency [11,16,25,29,39]. Efficiency would improve as mundane tasks such as 
the auditing of large quantities of auditees’ data would be performed by means of RPA 
[6,29]. Similarly, as a result of the use of audit RPA, auditors could use the time saved 
to focus on value-adding activities and errors, exceptions and risk areas which would 
improve audit efficiency [27,33]. It was further mentioned that audit efficiency will 
improve because of robots’ ability to work 24 hours a day, seven days a week [10]. 

From a technical perspective, the potential of intelligent RPA to perform a variety 
of audit tasks on various unrelated systems was alluded to [16,39]. In the past, before 
using RPA, auditors still had to coordinate and integrate the different audit tasks across 
various unrelated systems, resulting in the audit staying labour-intensive instead of 
becoming more efficient, which is a benefit originating from the nature of RPA [16]. 
Furthermore, when compared to high-level IT systems, RPA is quite simple and easy 
to code [16], which is a benefit in the auditing domain, as auditors’ lack of high-level 
programming skills will not necessarily be an obstacle preventing them from using 
audit RPA. 

5 Discussion 

This research contributes to our understanding of the broad benefits of implementing 
audit RPA capabilities. When analysing the potential benefits of the use of audit RPA 
in the literature, it is evident that the various benefits which could result from the use 
of audit RPA are well established, however, the outcomes of the potential benefits to 
the organization as well as the various stakeholders who are affected, are not addressed. 
As suggested by the benefits management literature, the benefits and outcomes of these 
benefits when implementing audit RPA for multiple stakeholders should be identified 
[4,13,30]. Although the benefits have been identified, the outcomes of the identified 
benefits were only addressed in limited instances, but the beneficiaries, which together 
with the benefits as a starting point when developing and implementing audit RPA, 
have not been addressed in the literature. This lack of knowing who the stakeholders in 
audit RPA are, could result in inadequate realization of the identified potential 
intelligent audit RPA benefits [4,13,30]. If the IT function in audit practice embarks on 
the audit RPA journey, based on the identified benefits, but the stakeholders such as the 
audit partners, audit team members and the auditees do not buy into these benefits, very 
little, if any, of the identified benefits will materialize [4,13,30]. In order to realize the 
potential benefits of audit RPA, it is therefore important that all the relevant 
stakeholders should be identified when starting the audit RPA process, which will assist 
in managing stakeholders’ expectations as part of the change management process and 
in obtaining the relevant stakeholders’ buy-in.  

 Furthermore, it is apparent that the vast majority of the identified audit RPA 
benefits deal with the technical benefits originating from the use of audit RPA, with 
little, to no consideration of audit RPA benefits to stakeholders. From a ST perspective 
linking to benefits management, it is important to identify the relevant stakeholders and 
consider the interests of multiple stakeholders, as opposed to solely focusing on the 
interests of shareholders, when implementing audit RPA [35,36]. Adding to this from 
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a ST viewpoint, all the stakeholders, at all levels, in audit practice should be involved 
and committed to a planned audit RPA initiative, otherwise there is a risk that the 
planned RPA initiative with its accompanying benefits will not materialize [35].  

Building on our multi-level and multi-stakeholder perspective shown in Figure 1, 
the potential benefits of intelligent audit RPA to different stakeholders, resulted in our 
multi-stakeholder benefits framework presented in Figure 4. 
 
   

Fig. 4. Multi-stakeholder benefits framework for intelligent audit RPA 

This framework extends the literature by providing a first attempt in the development 
of a multi-stakeholder benefits framework for intelligent audit RPA at three different 
organizational levels (strategic, tactical and operational). Our multi-stakeholder bene-
fits framework addresses the lack of clarity about the business benefits of intelligent 
audit RPA pertaining to the different interest groups, at all levels, in organizations. This 
provides a balance to the discussion on the potential audit RPA benefits, by not only 
focusing on these benefits from a technical perspective but adding a stakeholder per-
spective [4,13,30]. In summary, this paper makes the following contributions to exist-
ing research. First, this paper provides a multi-stakeholder view of the potential benefits 
of the use of intelligent RPA in auditing. Second, we categorize the potential benefits 
of the use of intelligent audit RPA at multi-levels in organizations. Lastly, as can be 
seen from the potential RPA benefits allocated to the different levels and stakeholders, 
that intangible benefits can be associated with the higher levels in organizations whilst 
at the lower levels the benefits are more tangible. As a result this can slow down the 
implementation of intelligent audit RPA as management at the higher levels of organi-
zations might struggle to understand and see the benefits as it cannot be measured 
and/or quantified.     
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From a practical perspective, auditing and IT practitioners can use this paper to gain 
insight into the interests of different stakeholder groups and identify the specific bene-
fits applicable at the multi organizational level and to various stakeholders, which will 
contribute to the materialization of the benefits of audit RPA. The multi-level stake-
holders benefit framework will also provide guidance and a better understanding and 
clarity of the potential benefits of audit RPA to the various stakeholders, at the different 
levels within organizations. This will contribute to senior management, middle man-
agement and cross-functional teams involved in intelligent audit RPA transformation 
initiatives, buy-in and commitment to these initiatives with a positive effect on the re-
alization of the potential benefits.  

From a theoretical perspective, the study utilized a benefits management and ST 
perspective. From a benefits management perspective the potential benefits of intelli-
gent audit RPA were aligned to the various stakeholders that could benefit from the 
implementation of RPA in auditing. From a ST viewpoint, the potential use of intelli-
gent audit RPA were grouped into three broad benefit categories: strategic, tactical and 
operational.  

Finally, this paper and the suggested multi-stakeholder benefits framework for intel-
ligent audit provides opportunities for further research. We began the descriptive work 
of incorporating ST into the potential benefits of audit RPA but more theoretical work 
still needs to be done, especially on the normative ST and instrumental ST perspectives 
for intelligent audit RPA. In addition, empirical studies could be conducted to verify 
and extend our multi-stakeholder benefits framework in the auditing domain. 

6 Conclusion 

Our literature review posits a stakeholder orientation of intelligent RPA benefits in the 
domain of auditing. We draw on concepts from the theoretical perspectives of benefits 
management and stakeholder engagement in the information systems literature to de-
velop our approach. The results of our theory-guided review approach suggest three 
benefit categories – strategic, tactical and operational – that can guide researchers and 
practitioners in approaching the topic of intelligent audit RPA benefits for multiple 
stakeholders. One limitation of our study, as with literature reviews generally, is the 
possibility of prior publication bias in reporting potential intelligent audit RPA benefits. 
Future empirical research could provide insights into whether these potential benefits 
can be translated into actual benefits in auditing practices in organizations. Another 
interesting and related avenue of research is an investigation into the enabling organi-
zational capabilities that will be required to improve the realization of intelligent audit 
RPA benefits. We hope that our stakeholder orientation, which is inclusive of strategic, 
tactical and operational level organization members, as well as the broad and diverse 
benefits of intelligent process automation methods in auditing, provides insights for 
practitioners seeking stakeholder buy-in and commitment. 
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Abstract. Lower-and-middle income countries are faced with challenges
arising from a lack of data on cause of death (COD), which can limit de-
cisions on population health and disease management. A verbal autopsy
(VA) can provide information about a COD in areas without robust
death registration systems. A VA consists of structured data, combining
numeric and binary features, and unstructured data as part of an open-
ended narrative text. This study assesses the performance of various
machine learning approaches when analyzing both the structured and
unstructured components of the VA report. The algorithms were trained
and tested via cross-validation in the three settings of binary features,
text features and a combination of binary and text features derived from
VA reports from rural South Africa. The results obtained indicate narra-
tive text features contain valuable information for determining COD and
that a combination of binary and text features improves the automated
COD classification task.

Keywords: Diabetes Mellitus · Verbal Autopsy · Cause of Death · Ma-
chine Learning · Natural Language Processing

1 Introduction

In 2014, the International Diabetes Federation (IDF) [1] estimated 175 million
undiagnosed cases of diabetes. This lack of diagnosis is compounded by the ab-
sence of statistics on diabetes-related deaths in many lower-and-middle-income
countries (LMIC). The mortality data that is available is frequently derived
from hospital records, and it possibly understates mortality from fatalities that

SACAIR’21 Proceedings Volume II Manaka et al.

90



occurring outside of hospital [2]. People with diabetes may develop chronic com-
plications such as neuropathy, nephropathy and retinopathy, uncontrolled hy-
perglycaemia, and can also develop acute potentially fatal complications such as
diabetic ketoacidosis (DKA) and hyperosmolar hyperglycaemic syndrome (HHS)
[3, 4].

A verbal autopsy (VA) is a technique, endorsed by the World Health Or-
ganization (WHO), to determine a likely cause of death (COD) in countries
without robust death registration systems [5]. It is a record of an interview be-
tween a non-clinician field worker and a care taker of the deceased about events
around an uncertified death. A VA report consists of two kinds of standardized
questions: the closed-ended questions where the interviewee responds to a ’yes’
or ’no’ question and the open-ended section where the interviewee narrates the
events around the period of death [6]. Like much electronic data, an analysis of
VA reports may benefit from the application of machine learning techniques and
while some studies suggest the narrative section of the VA report is unnecessary
and of limited use due to its high dimensionality and sparsity, we hypothesized
that this narrative text would improve the ability of verbal autopsy reports to
predict a cause of death. We compared the binary features, text features and a
combination of binary and text features in VA reports from Agincourt, South
Africa, for their accuracy in classifying COD from uncontrolled hyperglycaemia.
The machine learning techniques of logistic regression, random forest, XGBoost
and neural networks were employed to automate COD classification in the three
feature settings. We relied on data labeled by physician experts [2] as our gold
standard for determining whether a death had been caused by uncontrolled hy-
perglycaemia (positive; coded as 1) or not (negative; coded as 0).

2 Background

Two-thirds of the 60 million annual deaths in lower-and-middle-income countries
occur outside of health facilities, often in countries with weak death registration
systems and therefore do not have a recorded cause [7]. Information about cause
of death (COD) is, however, vital for public health researchers and policy makers
and verbal autopsy technology was developed to address this need.

Verbal autopsy, a tool in which the caretaker of the decedent is interviewed
about their health preceding their death, can be formulated as a semi-supervised
learning problem where binary or continuous questionnaire responses form fea-
tures of the disease and the label of the disease is the categorical response [8].
VAs have proved to be highly specific (98%) for various types of CODs [9].

Several machine learning approaches have been utilized in a number of re-
search, including Nave Bayes, neural networks, support vector machines, random
forests, InterVA4, InsilicoVA, AdaBoost, XGBoost, and Tariff [10, 11, 12, 13] and
have demonstrated the ability to automate the coding of COD from binary fea-
tures of VA reports. While some studies suggest the narrative section of the
VA report is unnecessary and of limited use in COD determination [14], oth-
ers argue that the narrative section is more convenient as it does not require
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a specific questionnaire format and takes less time to collect compared to the
closed-ended questions [15]. Information in free-text narrative, such as the his-
tory of the disease symptoms and treatment, may often be essential to making
a correct diagnosis.

Boag et al. [16] evaluated common representations of clinical text in a variety
of clinical tasks and demonstrated that the best method of representing narra-
tives from clinical text for prediction remains debatable. This is due to the fact
that word embeddings do not apprehend medical knowledge but describe the
meaning of a word based on its context. Grnarova et al. [17] also showed that
no text representation performs better than all others and that simple represen-
tations outscore advanced representations on tasks like age prediction, hospital
admission while complex models perform best on diagnosis and length of stay
tasks.

Clinical text representation models, ClinicalBERT [18], MeDAL [19], Publicly
Available Clinical BERT Embeddings [20], BioBERT [21], BioELMo [22] and
SciBERT [23] have been created to improve natural language processing tasks
of predicting mortality and hospital readmission from clinical notes. Datasets on
which these state-of-the-art narrative text representations are trained include
a collection of clinical and electronic health records from hospitals, MIMIC-II
(Medical Information Mart for Intensive Care) [24], MIMIC-III, PubMed ab-
stracts and PMC full text articles and Wikipedia. The training tasks are disease
diagnosis, hospital readmission and mortality prediction.

Other work has focused on natural language processing in VA narratives and
numerous methods have been used to classify CoD from VA narratives includ-
ing term frequency and TF-IDF (term frequency–inverse document frequency)
[25], the Tariff method [26], the neural network classifier [15] and random for-
est [27]. Danso et al. [13] demonstrated improved performances of classification
algorithms when using linguistic features of part-of-speech tags, noun phrases
and word pairs for COD diagnosis from VA reports in addition to frequency-
based features. Yan et al. [28] showed that using models with key phrases as
additional features outperforms topic models which depend on features present
in the corpus when using a multi-task learning model to learn COD categories.
Addition of character information appears to improve model classification for
smaller datasets (500 to 1000 records) calling for character-based convolutional
neural networks (CNNs) and is a promising technique for automated VA coding
[29].

While the bag of words model excels at tasks that require it to predict cat-
egories that are directly represented by single words in their notes, such as the
frequency with which the words ’diabetes’ and ’sugar’ might appear in a VA
report. This may make it a good model to predict diabetes as the cause of death
for a VA case, however, this approach ignores the order of words inside a doc-
ument and so fails to reveal all of the underlying conditions behind a patient’s
death.

Doc2vec has successfully been used to classify documents in various fields
including health care [30, 16]. Its variants, the continuous distributed bag of
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words paragraph vector (PV-DBOW) and the distributed memory paragraph
vector (DM-PV) work on the idea that the element values of a word are influ-
enced by the values of other words in its vicinity, and this idea is embodied as a
neural network structure as with word2vec. On sentiment analysis and text clas-
sification tasks, the model surpass the bag of words model and advanced models
based on recursive and recurrent neural networks, which is why it was chosen
for this study. While both the binary and VA text representation techniques for
COD automation outlined above used raw VA reports, we used the traditional
approach of physician evaluation of VA forms to incorporate clinical knowledge
of diabetes and uncontrolled hyperglycemia into our embeddings.

The outcomes of this work will aid the public health sector in areas lacking
adequate death registration systems by improving automation of COD from bi-
nary and text features of VA reports for research, surveillance, and diagnosis of
diabetes. Improved VA text representations will provide accurate information re-
garding diabetes as a cause of mortality, an early detection of which will prevent
the lethal complication hyperglycemia.

3 Methodology and Research Instruments

3.1 Algorithms

Natural Language Processing Algorithms: Doc2vec [30] with both its vari-
ants, the continuous distributed bag-of-words paragraph vector (PV-DBOW)
and the distributed memory paragraph vector (PV-DM).

Classification Algorithms: Logistic regression, artificial neural network, ran-
dom forest and XGBoost.

Hardware and Software: All experiments were run with Python v3.6 using
Sci-kit Learn [31] for random forest, XGBoost and logistic regression clas-
sifiers and Keras [32] with Theano [33] backend for neural networks. Text
preprocessing was done with the Natural Language Tool Kit NLTK [34].

3.2 Dataset

The MRC/Wits Rural Public Health and Health Transitions Research Unit (Ag-
incourt) [35], a population health and demographic surveillance system located
in rural South Africa, that supports research into the origins and effects of dis-
eases on social transitions and populations, provided the verbal autopsy (VA)
dataset for this study. Initial coding of the data was done by a paediatrician
with expertise in diabetes who reviewed VAs to identify features suggestive of
diabetes or uncontrolled hyperglycaemia. Cases where the reviewing physician
was uncertain were reviewed with colleagues with experience in adult internal
medicine, diabetes, and endocrinology until an agreement was reached (Table 1).
Positive instances (79) were those in which uncontrolled hyperglycemia was a
likely cause of death and negative (8619) cases were those in which it was not.

We classified binary features as symptoms to which responses were ’yes’ or
’no’. These included excessive thirst, urination, mental confusion and the rest
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Table 1: Features of the Agincourt verbal autopsy dataset.

Feature Type Description

Female Binary The deceased’s gender
Tuber Binary The dead had been diagnosed with tuberculosis by a medical facility
Diabetes Binary The dead had been diagnosed with diabetes by a medical facility
Men-con Binary The dead had signs of mental confusion and memory loss
Cough Binary The dead had a cough
Ch-Cough Binary The dead had a chronic cough
Diarr Binary Diarrhoea was present in the deceased
Exc-Urine Binary The dead urinated excessively
Exc-Drink Binary The dead drank water excessively
Age Numeric The dead’s age
Description Text Narration of signs and symptoms of the deceased by relative
Class Binary Cause of death classification by diabetes

listed in (Table 1). The narration describing symptoms and events around the
death of the deceased was classified as a text feature.

’Yes’ and ’no’ responses were code to ’1s’ and ’0s’ as well as ’Female’ and
’Male,’ were converted to ’1s’ and ’0s’. To leverage clinical knowledge and incor-
porate domain knowledge of uncontrolled hyperglycaemia into VA embeddings,
we used a physician-annotated dataset. The words ’diabetes, ’sugar’ and their
misspelled forms were removed from the VA text to uncover symptoms that
distinguish cases with diabetes from those without. Text processing included re-
moving punctuation, special characters, short words and stop words as well as
lower casing the text. Each VA case includes a paragraph of 4 to 6 sentences of
variable length of narratives of instances surrounding death. We tokenized the
final text and tagged each case to its respective class as its unique ID and fed it
as input to the doc2vec model.

Taking from the Word2vec [36] model, given a sequence of words w1, w2, ..., wT

the doc2vec model is trained to predict one of the word’s vector wt given the
other T − k words’ vectors.

The model maximizes the average log probability

1

T

T−k∑

t=k

log p(wt|wt−k, ..., wt+k) (1)

and the task of prediction is

p(wt|wt−k, ..., wt+k) =
eywt∑
i e

yi
(2)

In addition the model also takes a paragraph vector pi with i identifying which
body of text w1, w2, ..., wT comes from.

Each paragraph and word inside a paragraph were mapped to a unique vector
and the vectors were next concatenated for prediction of the next word forming
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a continuous distributed vector representations for VA texts. The contexts were
drawn from a sliding window of a defined length. Stochastic gradient descent
and back propagation were used to train both word and paragraph vectors. The
size of embedding dimension and the length of the context window (the number
of words around the target word), were the top parameters for training Doc2vec
embeddings and were both tuned experimentally. The link to the code is available
at [37].

Table 2: Random forest performance on cause of death classification with feature
vectors dimensions from PV-DBOW, PV-DM and their combinations.

Method Dims Recall Precision F1-Score AUC-ROC Accuracy

PV-DM

50 0.3702 0.0601 0.0831 0.6468 0.9186
100 0.1226 0.0147 0.0261 0.5297 0.9302
200 0.2226 0.0282 0.0494 0.5853 0.9420
300 0.1619 0.0422 0.0667 0.5674 0.9663
400 0.1952 0.0528 0.0802 0.5846 0.9675
500 0.1333 0.0384 0.0582 0.5540 0.9678

PV-DBOW

50 0.8464 0.8166 0.8243 0.9224 0.9971
100 0.7964 0.6731 0.7219 0.8964 0.9948
200 0.8048 0.7606 0.7794 0.9012 0.9962
300 0.7964 0.8024 0.7980 0.8974 0.9969
400 0.7774 0.8322 0.7930 0.8879 0.9969
500 0.8607 0.8196 0.8320 0.9296 0.9974

PV-DM +
PV-DBOW

50 0.8298 0.8571 0.8324 0.9141 0.9972
100 0.7548 0.5726 0.6192 0.8746 0.9926
200 0.8405 0.7526 0.7879 0.9189 0.9960
300 0.8298 0.6504 0.7231 0.9129 0.9946
400 0.8131 0.7738 0.7781 0.9053 0.9962
500 0.7798 0.7528 0.7578 08889 0.9963

Le and Mikolov [38] show that combining the two variations of a paragraph
vector, namely the distributed memory paragraph vector (PV-DM) and the dis-
tributed bag of words paragraph (PV-DBOW) improves performance. We sought
to test these predictions and experimented with a number of dimensions for fea-
ture vectors on both models and their combination. From Table 2 the optimal
vector dimension is 50 on each model. We next cross-validated the window size
using the validation set and the optimal context window size was 9 words, with
the 10th one as the one to be predicted.

Preprocessing To address the imbalanced dataset, a technique that combines
the synthetic minority oversampling technique (SMOTE) [39] and the Tomek
Links (T-Links) [40] undersampling was used.
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By first defining the minority class vector and then determining the number
of nearest numbers (k), SMOTE synthesizes new examples in the minority class
from existing examples along the boundary joining all k-nearest neighbors in the
minority class. A line is generated and a synthetic point is placed between the
minority data points and any of their neighbors. This process is performed for
each minority data point and its k neighbors until the data is balanced.

The Tomek Links (T-Links) undersampling approach identifies all the pairs
of data points that are nearest to each other but belong to different classes. Two
points a and b are termed Tomek Links points if for a as an instance of class A
and b an instance of class B, the distance d(a, b) between a and b d(a, b) < d(a, c)
or d(a, b) < d(b, c) for any instance c.

In the preprocessing of the VA data, we combined Tomek-Link undersampling
with SMOTE oversampling. On classification tasks, the combination of SMOTE
and undersampling approaches (ENN and Tomek Links) has been shown to be
beneficial, with better area under a receiver operating characteristic AUC-ROC
[41]. A 5-fold cross validation step was included in the training process to evaluate
the classifiers’ performance. The SMOTETomek approach was used to sample
VA data in each fold, and the classifier was trained on the training folds and
validated on the remaining folds. The ideal hyperparameters of each classifier
were found using a grid search technique.

The performance of the classifiers on the COD classification task with respect
to physician expert diagnosis was evaluated using accuracy which is defined
as the number of correct predictions from all predictions made and precision,
which is defined as the number of deaths correctly identified as deaths due to
uncontrolled hyperglycaemia out of all the of positive predictions made. We
also used recall, defined as the number of deaths correctly identified as due to
uncontrolled hyperglycaemia for all deaths due to uncontrolled hyperglycaemia.

Both recall and precision capture pertinent cases. A model’s precision tells us
which cases to ignore, even though they were predicted by our models as deaths
due to uncontrolled hyperglycemia. Recall tells us what fraction of deaths due
to uncontrolled hyperglycaemia to focus on even through they were predicted
by our models as deaths not due to hyperglycaemia. To account for the balance
of recall and precision, we used the F1-score, which is a weighted average of
precision and recall. We were interested in how well our classifiers predict neg-
ative cases and positive cases across different thresholds for labeling a death as
due to uncontrolled hyperglycaemia. This was determined by a receiver oper-
ating characteristic (ROC) curve. We also used the area under the ROC curve
(AUC-ROC) which measures the overall performance of an algorithm.

To understand the relationships captured by the vector representations in
the text setting, we trained the principal components analysis (PCA) algorithm
[42] to reduce the dimensions of the feature vectors (100-D to 2-D vector space)
by integrating feature variances and visualized the results on a plot.

We performed an error analysis where two endocrinologists independently
reviewed the false positive (188) and false negative (10) cases predicted by the
best classifier in the text features setting. Where there was disagreement between
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the two reviewers, consensus was reached through discussion. To uncover pre-
dictors of uncontrolled hyperglycaemia, we examined the positive class and false
positive predictions word embeddings to determine if they captured the same
relationships between words by visualizing their alignments. The positive class
was made of a vocabulary of 849 unique words. To allow for better visualiza-
tions, we looked at the top 150 words which included those of words describing
symptoms of uncontrolled hypeglycaemia. The false positive cases vocabulary
was 283 words, all of which were used.

4 Results

Table 3: Performance comparison of logistic regression, random forest, xgboost
and neural network classifiers on cause of death classification in the binary,
narrative text and combined features settings.

Features Classifier Recall Precision F1-Score Accuracy

Binary

Logistic Regression 0.8471 0.2110 0.3199 0.9636
Random Forest 0.8000 0.2772 0.3885 0.9741
XGBoost 0.7529 0.0921 0.1637 0.9384
Neural Network 0.7882 0.1069 0.1873 0.9449

Text

Logistic Regression 0.7529 0.2801 0.4067 0.9824
Random Forest 0.7412 0.2197 0.3377 0.9770
XGBoost 0.6000 0.6437 0.6166 0.9942
Neural Network 0.5294 0.4976 0.5001 0.9914

Combined

Logistic Regression 0.7294 0.3783 0.4962 0.9882
Random Forest 0.8117 0.3281 0.4601 0.9844
XGBoost 0.8588 0.7170 0.7807 0.9962
Neural Network 0.5647 0.6107 0.5786 0.9935

The results show that the accuracy of the models is higher than precision,
recall and F1-score values across all settings. For the binary features setting,
Table 3 shows that the logistic regression classifier achieved the best performance
in terms of recall (0.8471), i.e out of all of the cases for which uncontrolled
hyperglycaemia was a likely cause of death, the model was able to classify 85% as
deaths due to uncontrolled hyperglycaemia. The random forest classifier followed
next in terms of performance for the metrics of precision and F1-score. In the text
features setting, the logistic regression performed best in terms of recall (0.7529)
while the XGBoost classifier performed best in terms of precision, F1-score and
accuracy. In the setting of combined binary and text features, the XGBoost
classifier performs across all metrics, followed by the random forest classifier
in terms of recall and the neural network in terms of precision, F1-score and
accuracy.
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Fig. 1: ROC curves and AUC-ROC of Random Forest and Logistic Regression
classifiers in the binary features, text features and combined binary and text
features setting.

0.0 0.2 0.4 0.6 0.8 1.0
False Positive Rate

0.0

0.2

0.4

0.6

0.8

1.0

Tr
ue
 P
os
it
iv
e 
R
at
e

Binary Feartures (AUC = 0.93)
Combined Features (AUC = 0.99)
Text Features (AUC = 0.96)

XGBoost Classifier ROC Curves

0.0 0.2 0.4 0.6 0.8 1.0
False Positive Rate

0.0

0.2

0.4

0.6

0.8

1.0

Tr
ue
 P
os
it
iv
e 
R
at
e

Binary Feartures (AUC = 0.97)
Combined Features (AUC = 0.97)
Text Features (AUC = 0.91)

Neural Network Classifier ROC Curves

Fig. 2: ROC curves and AUC-ROC of XGBoost and Neural Network classifiers in
the binary features, text features and combined binary and text features setting.

Of interest were high recall scores for all classifiers, but they came at the
cost of precision across all the settings except the XGBoost in the text features
setting. The best model was then selected by taking the balance between pre-
cision and recall (F1-Score) into consideration. In the binary features setting,
the best classifier was the random forest while the XGBoost performed best in
the text and combined binary and text features settings. The receiver operating
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Fig. 3: PCA plot: The distribution of keywords indicative of death due to uncon-
trolled hyperglycaemia.

characteristic (ROC) curve plots of the random forest and logistic regression
classifiers across the three settings are given by Fig. 1 and those of the XGBoost
and Neural Network classifiers by Fig. 2. In the three settings, all the classifier
ROC curves climbed toward the top left, meaning the models correctly predict
positive and negative cases. We aimed to discover a large number of deaths ow-
ing to uncontrolled hyperglycemia from the data, thus we were looking for a
threshold with the best sensitivity (recall). In the binary features setting, the
logistic regression and the random forest classifier had the best performance at a
threshold that gave a true positive rate (TPR) of around 90%; i.e where 90% of
all deaths due to uncontrolled hyperglycaemia were being identified and a false
positive rate (FPR) of around 30%. Since more than 90% of deaths from the VA
report were not due to uncontrolled hyperglycaemia, operating at this threshold
for both classifiers would be ideal. In the text setting the logistic regression and
the XGBoost gave the best area under the ROC curve (AUC-ROC) with the
best cut-off point at around (TPR 98%, FPR 24%) and (TPR 96%, FPR 30%)
for the two classifiers. For the combined features setting the same classifiers had
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the best AUC-ROC scores with ideal threshold values for logistic regression at
(TPR 96%, FPR 18%) and the XGBoost classifier at (TPR 98%, FPR 10%).

The PCA projections to the 2-D vector space are visualized in Fig. 3 showing
that words with similar part of speech (POS) tags are next to each other (i.e
spatially correlated in the embedding space) and that the paragraph2vec model
learned words by identifying the neighbouring words.

Error Analysis After the review of the false positive cases (i.e those identified
by the best classifier as deaths likely due to uncontrollable hyperglycaemia, but
not by the physician-coders) and the false negative cases (cases identified by the
best classifier as deaths not likely due to uncontrolled hyperglycaemia, but by
the physician-coders as deaths due to uncontrolled hyperglycaemia), a consensus
was reached that of the hundred and eighty eight false positive cases, six were
indeed likely to be due to uncontrolled hyperglycaemia and of the ten false
negative cases, three were as identified as deaths not likely due to uncontrolled
hyperglycaemia.

Overall, the six correctly classified false positive cases are an 8% increase in
the positive cases and the improved scores from the text features setting over
the combined features setting prove the importance of information available in
the free text of VA reports, further highlighting the need for both parts of the
VA report in identifying a COD. The results further illustrate that the removal
of the keywords, ’sugar’ and ’diabetes’ from the corpus aided in the classifiers
learning the underlying symptoms indicative of hyperglycaemia.

5 Discussion

The random forest classifier achieved the best performance for the binary fea-
tures setting and the XGBoost performed best in the text and combined features
settings. While both techniques use ensemble learning, the XGBoost algorithm
uses gradient boosting to better capture patterns of high-dimensional features
in text and combined text and binary data than the random forest classifier,
which depends on making prediction by random chance. In comparison to the
binary features and text features settings, the combined features setting had
higher scores across all metric because the narrative text provides more depth
and context on events around death than the binary features alone.

Our results are in agreement with existing literature. Sakr et al. [43], Knuiman
et al. [44] did a comparative study of the same techniques trained with the Syn-
thetic Minority Over-Sampling Technique (SMOTETomek technique) to predict
mortality from medical reports using binary features. The results of their study
indicated that neural networks perform worse than the other techniques. This
is further supported by Knuiman et al. [44], who compared artificial neural net-
works, Naive Bayes, logistic regression, decision trees, and Bayesian network
classifiers on myocardial infarction, with logistic regression outperforming the
others (AUC-ROC = 0.82).
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The additional features in the combined binary and text setting increase the
dimensionality of the feature space, which in turn increases the search space
and limits the amount of extraction of valuable information from data [45, 46].
However, Pes [46] has shown the effectiveness of ensemble techniques in handling
high-dimensional data which was the case with XGBoost and random forest in
the text features and combined features settings in our work. Clermont et al.
[47] demonstrated how the non-parametric techniques of neural networks, ran-
dom forests and XGBoost performed better than logistic regression in predicting
hospital mortality from clinical notes in ICU patients and Pirracchio et al. [48]
added that this was because the linear and additive relationship of the logistic
regression technique cannot constrain the complex processes surrounding a cause
of death and its predictors or variables.

Word embeddings from the positive class and those from the false positive
predictions did capture the same relationships between symptoms of uncontrolled
hyperglycaemia as depicted by their vector alignments. This explains the false
positive predictions by the best classifier predicts false positives which corrobo-
rate the ’distributional hypothesis’ [49], which states that words with comparable
or related meanings exist in the same context, and embeddings for semantically
and syntactically related keywords from the VA corpus were closer together, as
expected.

Limitations of the study This study has three main limitations, the first
of which is the dataset size and its class distribution. With 79 positive and
8619 negative cases, the VA dataset from Agincourt has the extremely imbal-
anced and small minority (EISM) problem. Oversampling and undersampling
techniques for redressing this imbalance are not as effective when the absolute
number of minority examples is this small [50], and for this reason we believe
significant relationships from the data could have been missed. Additionally, the
paragraph2vec model is benchmarked on two very large datasets, the IMDB
dataset [51] (100 000 movie reviews) and Standford Sentiment Treebank dataset
[52], vector dimensions of which were 400. Tuning this parameter on our data,
we were below the optimal dimension of 100.

The second limitation was the way in which we extrapolated medical/ disease
knowledge concepts into our embeddings. While there is prior research on domain
adaptation techniques to health and clinical text for natural language processing,
the VA dataset by nature of its collection, transcription and language cannot be
described as a clinical document. Due to lack of publicly available VA word
embeddings, our analysis was also not validated against any VA data outside of
our institution.

The last limitation of this study is interpretability of VA embeddings. It
was not straight forward to provide an explanation for our classifier’s judg-
ments based on paragraph and word embeddings because like most embeddings,
the paragraph2vec encodes but does not distinguish notions of relatedness and
similarity [53]. While some symptoms like ”excessive drinking” and ”excessive
urination” are related, they are not similar. For analysis of cause of death by
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uncontrolled hyperglycaemia, we would be interested in all symptoms of un-
controlled hyperglycaemia and their combinations and not similar words and
synonyms.

6 Conclusion

The four machine learning techniques may be useful in the automation of cause
of death (COD) classification from verbal autopsy (VA) reports. In this study,
they could accurately identify COD from uncontrolled hyperglycaemia, a compli-
cation of diabetes. Ensemble learning techniques of random forest and XGBoost
are highly accurate, sensitive and specific to this task in all settings of binary,
text and combined binary and text features. Our results further suggest that the
narrative text of the VA report may contain vital information for determining
COD and we therefore encourage further studies to incorporate both binary and
text features, separately or in combination. In future work, we will use the trans-
fer learning adaptation techniques of feature extraction, variable selection and
fine tuning to make use of broader language representations from the general
health and English language domain to improve and refine representations of
text from VA reports.
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Abstract. In this paper, the application of a topic modelling algorithm (Latent 
Dirichlet Allocation) is used to discover latent topics in Airbnb listing descrip-
tions (marketer generated content) and reviews (user generated content). These 
topics represented the key customer experience attributes referred to by hosts and 
guests. The results from the topic modelling were compared to understand the 
alignment between host and guest perspectives. It was shown that hosts go into 
more detail around specifics of the property (amenities, features, and surrounds) 
while guests speak more about the general experience of staying at the property 
(additional touches from the host, home-like experience). Hosts who want list-
ings that are attractive to potential guests could incorporate important key expe-
rience attributes discussed by guests in their listing descriptions. Hosts can fur-
ther differentiate their offering by ensuring there are enhanced experience ele-
ments mentioned in their listings. This paper demonstrates how topic modelling 
can be used to derive customer experience attributes from both listing descrip-
tions and guest reviews. From a practical perspective, this study allows hosts to 
determine whether they communicate customer experience attributes that are im-
portant and relatable to guests. The results of this study can empower peer-to-
peer platform role-players as it can assist hosts to market themselves more effec-
tively, and assist guests to make better booking decisions. 

Keywords: Topic Modelling, Latent Dirichlet Allocation, Digital Economy, 
Peer-to-Peer Platforms, Airbnb. 

1 Introduction 

Peer-to-peer (P2P) platforms are digital marketplaces where people can exchange 
goods or services. P2P platforms have expanded and disrupted traditional industries 
such as transport, finance, and tourism [1]. P2P platforms enable buyers and sellers to 
connect with each other, facilitates the exchange of goods and services, and supports 
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the fulfilment of payments. An important component in the success of these platforms 
is ensuring that buyers and sellers are able to share relevant information about them-
selves and the services offered. Sellers, or marketers, typically present information 
about themselves or their services in the form of text, photographs, or videos – this is 
known as marketer-generated content (MGC). Buyers, or users, generally have personal 
profiles, and more commonly, write reviews on the services they have used – this is 
known as user-generated content (UGC). Buyers use a combination of MGC and UGC 
to infer trust and inform purchase decisions [2, 3].  

The P2P platform of focus in this study is Airbnb, one of the largest accommodation 
platforms. Airbnb allows travellers to book accommodation or experiences offered by 
a community of local hosts across the world [4]. Accommodation on Airbnb is offered 
by hosts (service providers) who do not necessarily have vast knowledge or skills in the 
tourism and hospitality industry. These hosts need to compete with one another for 
guests (customers) [5]. Hosts primarily rely on the Airbnb platform to advertise their 
accommodation [6]. Hosts promote their listings by outlining attributes of their proper-
ties, providing photographs, and writing text descriptions of the space, location, and 
host. This gives the guest a better understanding of the property and host. After staying 
at the host’s property, guests can share a review of their accommodation and experience 
with the host. These reviews (UGC) provide other potential guests with additional in-
formation about the property to support their decision-making process. The reviews 
also provide a lens to understand the key customer experience attributes from a guest 
perspective. Thus, MGC and UGC are crucial components of the overall experience for 
both the host and guests who use the digital service offered on Airbnb. For researchers, 
this content can be a valuable source of information to study pricing, demand, and cus-
tomer experience. Accordingly, several researchers have investigated how textual con-
tent relates to price [5, 7-9], or booking demand [10-14]. However, these studies tend 
to focus on using only one type of content - mainly UGC - to study the impact of content 
on price or demand. While previous findings allude to Airbnb guests being sensitive to 
both MGC and UGC when selecting their accommodation, none of the mentioned stud-
ies have studied the intended customer experience from a host perspective. Thus, the 
primary aim of this project is to fill this research gap by studying the perspectives of 
both the guest and host through UGC and MGC, respectively. Considering the joint 
datasets can empower hosts by providing knowledge on how to describe their listings 
in a way that is more appealing to guests, and it can empower guests to make bookings 
that better suit their preferences. 

MGC and UGC that exists on P2P platforms is essentially big data, which is defined 
as data with high volume, velocity and variety [15]. On P2P platforms, there is a variety 
of data, some of which is unstructured (e.g. textual reviews, photographs). Additionally, 
a high quantity (volume) of data is generated at a high a speed (velocity) due to the 
growth of users and activity on these platforms. Because of the complexity of big data, 
appropriate techniques need to be adopted when analysing this type of data. Due to the 
unstructured nature of UGC and MGC, the textual data needs to be transformed into a 
format suitable for analysis. A review of related literature showed that researchers uti-
lise a variety of techniques to accomplish this. For example, MGC and UGC has been 
used to derive lexical features [3, 12] or semantic features [7, 16] from the text. 
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Semantic features allow for the understanding of the meaning of text and is hence pre-
ferred for the study of customer experience attributes. A common approach is to iden-
tify themes in the text using a machine learning process known as topic modelling. 
Some authors have used topic modelling as the technique for analysis of UGC for 
Airbnb [6, 16, 17], however there has not been significant focus on studying how these 
attributes differ across various listing dimensions such as regions (neighbourhoods) and 
property features. By analysing how the host and guest perspectives relate to listing 
features, hosts can identify gaps and opportunities for improving their listing to suit 
guest preferences.  

The purpose of this study is to apply topic modelling on UGC and MGC to study 
customer experience attributes from the perspectives of both the host and the guest, 
which will allow for comparison between the two. The main research question for this 
study is: 

 
What are the differences between MGC and UGC for P2P accommodation platforms?  

 
It will be shown how topic modelling is applied to study complex, unstructured MGC 
and UGC on P2P platforms in a way that can benefit the multiple platform role-players.  

The structure of this paper is as follows: Section 2 presents the literature review. In 
Section 3, an overview of topic modelling is provided, and an appropriate algorithm is 
proposed. A robust methodology that covers topic modelling as well as topic analysis 
and visualisation is provided. Section 4 discusses how topic modelling is applied to 
Airbnb MGC and UGC to extract customer experience attributes from the host and 
guest perspective. Section 5 discusses the topic modelling outputs while Section 6 pre-
sents concluding remarks. 

2 Literature review 

The literature review assesses recent studies performing text based MGC and UGC 
analysis on Airbnb and other P2P accommodation booking platforms, specifically 
Booking.com and HomeAway (owned by Expedia). These three providers were se-
lected because Airbnb, Booking.com and HomeAway are the top three P2P accommo-
dation platforms based on their number of listings and geographic spread [18]. A struc-
tured literature search was performed on Google Scholar, considering papers published 
since 2015 where MGC or UGC from Airbnb, Booking.com and HomeAway was ana-
lysed, and 24 relevant papers were found. In terms of the number of papers per platform, 
22 papers focused on Airbnb, while only 2 were based on Booking.com. There were no 
relevant papers for HomeAway, nor was there any literature that studied more than one 
platform. While this possibly points to the prominence of Airbnb being used in litera-
ture, this trend could be a result of the Airbnb data being easily accessibly on platforms 
such as Inside Airbnb [19]. Further, while the database search was based on the period 
2015 to March 2020, relevant papers were only identified from 2017 onwards, demon-
strating that the study of MGC and UGC on P2P accommodation platforms is an emerg-
ing research topic. In terms of regional coverage, North America dominated the scene 
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with 12 of the 24 studies performed in this region. Small numbers of studies were done 
in Asia, Europe and Australia while none of the identified studies were located in Africa 
or South America. 

Considering the textual content used in the studies, most research focused on UGC 
only (16 papers). Some researchers looked at MGC (five papers) while three papers 
considered both UGC and MGC. Textual content was analysed by either using lexical 
features (e.g. length, use of pronouns), looking at the sentiment of the content, or by 
identifying semantic features (e.g. through word clustering or topic modelling). Topic 
modelling, a relatively sophisticated approach for identifying themes, was used in sev-
eral papers [3, 6, 14, 17, 20-22]. Using this approach, researchers were able to identify 
key themes in Airbnb listings and reviews in order to automatically define detailed se-
mantics of the text (i.e. themes referred to in the text). 

The application of textual content analysis included the study of price prediction, 
purchase intention and guest experience. While most research used either UGC or MGC 
to study purchase intention, an exception was Zhang, Yan and Zhang [3] who used the 
host description to study guest’s trust perception, and the associated impact on purchase 
behaviour. The research found that readability of the description, including the guest 
viewpoint, and mention of personal aspects such as family or the love of travel can 
positively affect trust and demand for an Airbnb listing. These findings allude to the 
fact that Airbnb guests are sensitive to both MGC and UGC when selecting their ac-
commodation. There is therefore an opportunity to expand research in this field by lev-
eraging the themes identified in both MGC and UGC. 

3 Topic Modelling as a Method for Textual Content Analysis 

In this section, we provide the theoretical foundations of topic modelling and describe 
the algorithms and applications of the technique. An appropriate topic modelling algo-
rithm for the present study is selected. Finally, an overview of methodology employed 
for this research project is provided. 
 
3.1 Theoretical Foundations of Topic Modelling 

Topic modelling is a Natural Language Processing (NLP) technique which was devel-
oped with the purpose of grouping documents into clusters that contain similar themes 
[23]. The technique enables humans to understand large collections of documents 
quickly [24].  

Topic modelling was initiated with the work of Deerwester, Dumais, Furnas, 
Landauer and Harshman [25], who developed a method called Latent Semantic Index-
ing (LSI) which is based on a mathematical technique known as Singular Value De-
composition. LSI helps identify relationships between concepts found in a collection of 
documents, and can be used for tasks such as automatic document search and retrieval, 
classification, and filtering [26]. LSI is a dimensionality reduction technique, and while 
it achieves significant compression of data, more direct methods were developed over 
time using probabilistic models [27]. Early probabilistic topic models include Latent 
Semantic Analysis (pLSA) [28] and Latent Dirichlet Allocation (LDA) [29]. These 
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algorithms are generative probabilistic approaches to topic modelling in which docu-
ments are represented as a random composition of topics, and a topic is a distribution 
over words [30]. Probabilistic topic models are commonly used for unsupervised topic 
discovery in large collections of documents (Liu et al., 2016), but they also have broader 
applications such as the identification of patterns in genetic data, images and social 
networks [31]. LDA has become one of the most popular topic modelling algorithms, 
and is often the algorithm of choice for many researchers [27]. Practical examples of 
applications of LDA include the organisation of digital news archives [32], the analysis 
of theme park online reviews for Disneyland to determine visitor behaviour and expe-
riences [33] and the study of media publications related to the European refugee crisis 
in order to track how the debate around the crisis were framed in different regions [34]. 
These examples highlight how topic modelling with LDA can be used for insights gen-
eration. 

 
3.2 Algorithm Selection  

Although numerous algorithms for topic modelling exists, LDA is considered the most 
common algorithm for topic modelling and has also become the foundational algorithm 
for new modelling techniques [24]. While the algorithm is very popular, it is associated 
with some limitations: it can suffer with sparsity with large vocabulary sizes, it assumes 
that the number of topics is known, which is not inherently true, and it assumes that 
topics are independent of each other, thus not accounting for correlations between top-
ics [27]. However, LDA is considered a highly efficient probability inference algo-
rithm, and its ability to yield interpretable resultant topics has been demonstrated in 
various studies [23]. Furthermore, some of its limitations can be addressed through ap-
propriate accommodation in the modelling process (e.g. the use of an iterative model-
ling processes to select the number of topics based on a metric such as topic coherence). 
Thus, despite the limitations of LDA, due to the various advantages of the algorithm, it 
is the technique selected for the topic analysis in this study.  

To understand LDA from a mathematical perspective, consider the following terms 
defined by [29]: 

• A word (or token) (w) is the basic unit of discrete data, defined from a set vocabu-
lary; 

• A document (d) is a sequence of words; 
• A corpus is a collection of D documents; and 
• A topic is the probability distribution over a fixed vocabulary and can be generally 

interpreted as a theme or subject.  

Conceptually, the algorithm is based on a generative process: it mimics an imaginary 
random process that represents how the documents were created [31]. Furthermore, it 
assumes that topics are defined before the documents have been generated. According 
to LDA, the generation of a document occurs by randomly choosing a distribution over 
topics. Then, when creating a word in the document, a topic is randomly chosen from 
the distribution over topics. Next, a word is randomly chosen from the topic’s corre-
sponding distribution over vocabulary. The key feature of this algorithm is that all 
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documents in a collection share the same set of topics, but each document encompasses 
the topics in different proportions [31].  
 
3.3 Method Overview 

Through the application of the selected topic modelling algorithm we are able to study 
customer experience attributes for Airbnb. This involved the development of two topic 
models: one for Airbnb listing descriptions, and another for Airbnb reviews. The pur-
pose of the models is to identify customer experience attributes from the host perspec-
tive (using listing descriptions) and the guest perspective (using reviews).  
The method followed in this study involves the application of topic modelling to derive 
customer experience attributes from Airbnb listings and reviews and  Error! Reference 
source not found. highlights the key steps of the process. The process was derived 
using the work of Metaxas [35] and [36]. Metaxas [35], outlined an overall workflow 
for the application of topic modelling (from data collection to analysis. Prabhakaran 
[36] provided a step-by-step guideline on the process of developing a topic model in 
Python. The topic modelling process includes three steps: 1) Data Extraction and load-
ing, 2) Pre-processing and Tokenisation, and 3) Topic Modelling.  

 

 
Fig. 1. Topic Modelling Process 

In Step 1, data extraction and loading, we identify and collect the data to be used for 
topic modelling. Included in this step is the screening of data field attributes for the 
extracted dataset (e.g. identifying the data type and meaning of each field) and deter-
mining the size of the data (i.e. the number of rows and columns). One can also check 
the validity of the data to identify anomalies or incorrect data points.  

Data pre-processing (Step 2) involves preparing the data so that it is in a format that 
is suitable to be fed to the topic modelling algorithm. There is an array of techniques 
which may be adopted in this step including data tokenisation, removal of stop words, 
lemmatisation, and the creation of bigrams. The modeller should select the pre-pro-
cessing methods based on what is most suitable for the text that will be analysed.  

The modelling process (Step 3) entails creating the model inputs (e.g. creating a 
dictionary and corpus), selecting the parameters (e.g. the number of topics) and running 
the topic model algorithm. Tuning the model is required – this is an iterative process in 
which the model output is evaluated against selected metrics (such as topic coherence), 
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in order to settle on the final model. Once the final model is derived, unique names 
should be allocated to each topic, to give the topic contextual meaning before it is fur-
ther analysed. 

4 Application of Topic Modelling  

The topic modelling process as outlined in Section 3 above (Fig. 1), was applied to 
Airbnb MGC and UGC in order to obtain customer experience attributes from the host 
and guest perspective.  
 
4.1 Data Extraction and Loading 

In Step 1 of the process, data required for topic modelling was extracted and loaded. 
This process included the screening of data field attributes for the extracted dataset (e.g. 
identifying the data type and meaning of each field) and determining the size of the data 
(i.e. the number of rows and columns). The data was also reviewed to verify that it was 
correct for further processing and analysis (e.g. ensuring only listings with the correct 
locations were included and checking for missing data for the fields used as model 
input). 

Data for this study was collected from InsideAirbnb.com [19]. Inside Airbnb is an 
independent organisation that extracts publicly available Airbnb listings for various cit-
ies and provides this data on their website for non-commercial use. Inside Airbnb has 
been used as a source of data by various researchers in previous studies, e.g. [37, 38]. 
The data was extracted on 17 July 2019 and contained two datasets (one with Cape 
Town listings and another with their associated reviews) as of 23 May 2019. The list-
ings dataset contained various text-based fields which the host used to provide infor-
mation on aspects such as the property, neighbourhood, and transit options. In this 
study, the ‘description’ field in the listing dataset was used for the MGC topic model 
that represented the host perspective. The reviews dataset contains a field named ‘com-
ments’; the UGC topic model, which represented the guest perspective, was developed 
using this data field. A total of 22,486 properties were included in the listings dataset 
however, three listings were incorrectly allocated (i.e. these listings were located in 
other cities), and an additional 253 listings had a null ‘description’ (i.e. the variable 
used for the listing description topic modelling had no text). Thus, 256 listings were 
removed, and a final set of 22,230 listings were used in the study. For the review da-
taset, a total of 117,522 reviews were available in the data; these reviews were related 
to 4,477 listings only. While the data is not considered private since all information is 
publicly available on the Airbnb website, the personal details within the data (such as 
the host’s name, picture and location) was removed to meet the ethical clearance re-
quirement of excluding personal information. 
 
4.2 Pre-processing and Tokenisation 

Once the data was loaded, it needed to be converted to the format required for the topic 
modelling algorithm. This constitutes Step 2 of the topic modelling. The discussion 
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below describes the data fields used for modelling and provides details of each step 
required for data pre-processing.  

To derive the host perspective, topic modelling was applied to the listing ‘descrip-
tion’ field (MGC). Airbnb hosts use the ‘description’ field to give a detailed description 
of the property, facilities, and surrounding area. An example of a description from the 
listing dataset is provided below:  

“Imagine sitting on the wooden deck of Harbour Place, sipping good Nespresso or 
a glass of wine (your welcome gift) while watching the boats in the harbour bring in 
their bounty. Every window in this special apartment offers breath-taking ocean views. 
A 4-star designer apartment in a lovingly restored historic building, directly across the 
Kalk Bay Harbour, with spectacular ocean views...” 

For the second topic model, the guest perspective was derived by applying topic 
modelling to the ‘comments’ field in the reviews dataset (UGC). These comments rep-
resent the reviews posted by Airbnb guests post their stay at a property. An example of 
a review from the dataset is provided below:  

“This was the perfect guest home for me to stay in whilst I was searching for a per-
manent home following a job transfer to Cape Town. Brigitte was warm and welcoming 
and made me feel at home. If you are looking for a nice play to explore Cape Town and 
the surrounding areas then I would definitely recommend this place!.” 

The abovementioned fields underwent data pre-processing. Preparing data for mod-
elling is important since the quality of the pre-processing can impact the output of the 
topic model - better pre-processing can yield better topics. Thus, various data pre-pro-
cessing steps including simple pre-processing and tokenisation, removal of stop words, 
creation of N-grams, and lemmatisation were used. 

To illustrate the results from the pre-processing step, the output from the abovemen-
tioned example of the listing description is presented below:  

['imagine', 'sit', 'wooden', 'deck', 'harbour', 'place', 'sip', 'good', 'nespresso', 'glass', 
'wine', 'welcome', 'gift', 'watch', 'boat', 'harbour', 'bring', 'bounty', 'window', 'special', 'of-
fer', 'breath_tak', 'ocean', 'view', 'star', 'designer', 'lovingly_restor', 'historic', 'building', 
'directly', 'kalk', 'bay', 'harbour', 'spectacular', 'ocean', 'view'] 

The output from the abovementioned example of the guest review is presented be-
low:   

['perfect', 'home', 'search', 'permanent', 'home', 'following', 'job', 'transfer', 'warm', 
'welcome', 'make', 'feel', 'home', 'look', 'nice', 'play', 'explore', 'surround', 'would', 'defi-
nitely', 'recommend', 'place'] 

 
4.3 Topic Modelling and Analysis 

Following the data pre-processing and tokenisation, the next step involved the devel-
opment of the topic models. This involved creating the model inputs (i.e. a dictionary 
and corpus), selecting the parameters (e.g. the number of topics) and running the topic 
model algorithm. The initial model was evaluated, and selected parameters were then 
tuned to select a final model. The topic models in this study were used exclusively for 
analysis purposes, thus there was no model testing conducted to evaluate the model’s 
ability to generalise unseen data. 
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The model development process started with creating a dictionary and corpus using 
Gensim. The dictionary represented an ID-to-word mapping of the full vocabulary cre-
ated from the Airbnb listings description (i.e. each token was mapped to a unique ID). 
Using the dictionary and the tokenised descriptions, the term-document frequency ma-
trix (i.e. the corpus) was created. 

The dictionary and corpus were then used as input parameters into the LDA model. 
The model was initially built using the gensim.models.ldamodel method and all other 
parameters were set to their default values. The model was then evaluated using a co-
herence score (CV; computed using the CoherenceModel function in Gensim). Topic 
coherence measures the degree of semantic similarity of the high scoring terms associ-
ated with the topic [39]; the coherence score falls within a range of 0 to 1, with a higher 
score representing higher coherence.  

For the listing description topic model, using the default parameters, a coherence 
score of 0.46 was achieved. A selection of the LDA parameters were then tuned by 
running the model with various values for these parameters and comparing the resultant 
coherence score. The final model had 10 topics and a coherence score of 0.59. 

For the review topic model, using the default parameters, a coherence score of 0.50 
was achieved. A selection of the LDA parameters were then tuned by running the model 
with various values for these parameters and comparing the resultant coherence score. 
The final model had 7 topics and a coherence score of 0.65. 

5 Topic Modelling Outputs 

Once the topic model was developed and tuned, the resultant topics were analysed by 
studying the words associated with the topics and by graphically viewing the separation 
of the topics. The topics were then named to give them contextual meaning which 
would carry through the rest of the study. The names of each topic were then selected 
based on studying the topic-term distributions. 

5.1 Topic Model for Listing Descriptions (Host Perspective) 

The final topics derived from the listing descriptions is presented in Table 1. These 
topics represent the customer experience attributes which hosts include in their listing 
descriptions (the host perspective). Note that the name of each topic had to be selected 
by the user, as a name cannot be automatically derived by the model. For example, a 
topic was labelled ‘Commute’ since the top terms included words such as ‘walk’, ‘dis-
tance’ and ‘close’. 

The topics were also plotted on a distance map using pyLDAvis [40] to visualise the 
separation of the topics in two dimensions (Fig. 2). The bubbles reflect the topics, with 
the numeric labels aligning to the topic names in Table 1. The size of the bubble shows 
the prevalence of the topic in the collection of documents. The bubbles are spread out 
across all quadrants, and are generally of a fair size indicating that the topics are well 
defined [36]. The overlap between some bubbles (such as 2, 5 and 7) show topics that 

SACAIR’21 Proceedings Volume II Subroyen et al.

115



may share a common context (Property Rooms, Privacy and Autonomy, and Facilities 
and Amenities).  

Table 1. Topics in Airbnb Listings 

Commute 
(1) 

Property 
Rooms (2) 

Outdoor 
Features (3) 

Surrounding 
Views (4) 

Privacy and Au-
tonomy (5) 

walk 
restaurant 
city 
minute 
shop 
distance 
close 
access 
bus 
centre 

bedroom 
kitchen 
bathroom 
open 
lounge 
large 
bedroom 
dining 
spacious 
fully 

garden 
pool 
home 
cottage 
family 
beach 
village 
private 
quiet 
swimming 

view 
mountain 
bay 
beach 
table 
ocean 
sea 
beautiful 
balcony 
sunset 

room 
private 
bed 
suite 
guest 
entrance 
shower 
bathroom 
shower 
studio 

Comfort (6) Facilities and 
Amenities (7) 

Lifestyle and 
Activities (8) 

Décor and De-
sign (9) Attractions (10) 

home 
space 
enjoy 
make 
feel 
place 
welcome 
relax 
warm 
experience 

security 
fully 
parking 
pool 
secure 
gym 
access 
wifi 
equip 
free 

beach 
mall 
min 
shopping 
close 
drive 
wine 
route 
stellenbosch 
airport 

design 
art 
style 
décor 
feature 
interior 
contemporary 
luxury 
modern 
stylish 

point 
sea 
green 
promenade 
waterfront 
stadium 
signal_hill 
greenpoint 
clifton 
urban 

 

 
Fig. 2. Distance Map of Topics in Airbnb Listing Descriptions 
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5.2 Topic Model for Reviews (Guest Perspective) 

The final topics derived from the reviews is presented in Table 2. These topics repre-
sent the customer experience attributes which guests discuss in their reviews (the guest 
perspective). The names of each topic were selected by the user, and not by the model, 
for example, a topic was labelled ‘Home-Like Experience’ since the top terms included 
words such as ‘home’, ‘feel’ and ‘welcome’. 

Some of the review topics identified in this study (Home-Like Experience, General 
Positive Experience, Distance to Points of Interest and Property & Features) aligns with 
that found in previous studies [6, 14, 17]. However, the topics previously identified 
were sometimes more granular, with as many as 35 topics defined in one study [17]. 
This can be due to the nature of LDA which is an unsupervised learning technique, thus 
results can vary greatly with different data and model parameters. 

Table 2. Topics in Airbnb Reviews 

General Positive Ex-
perience (1) 

Additional Touches 
(2) Miscellaneous (3) Home-Like 

Experience (4) 
great 
place 
location 
host 
good 
recommend 
clean 
perfect 
lovely 
beautiful 

even 
also 
arrival 
coffee 
meet 
local 
experience 
time 
breakfast 
wine 

weekend 
con 
mike 
description 
garth 
personal 
nature 
tout 
rise 
sometime 

home 
feel 
welcome 
make 
family 
warm 
peaceful 
truly 
holiday 
homely 

 
Distance to Points 

of Interest (5) 
Property and 
Features (6) Non-English (7) 

city 
walk 
easy 
mountain 
walking distance 
waterfront 
street 
short 
drive 
minute 

room 
kitchen 
bed 
use 
big 
small 
bathroom 
pool 
space 
private 

die 
ist 
wir 
war 
das 
man 
fur 
den 
nous 
pour 

 
5.3 Discussion of Topic Model Outputs 

The listing description topic model yielded ten topics, while the review topic model 
produced seven topics. Most of the topics identified can be seen as experience attributes 
which are relevant to guests who choose to use Airbnb accommodation. The main ex-
ception to this was the topic ‘Miscellaneous’ which was seen in the review topic model. 
This topic is a mixed bucket of words that form a topic, due to how the algorithm logic 
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works with randomly assigning topics and iterating until a convergence point is 
reached. The ‘Non-English’ topic for the reviews is a topic that contained a mixture of 
non-English words, and while not a conventional experience attribute, it does allude to 
listings which have been selected by international, non-English speaking guests.  

There were a limited number of similar topics that were common across both the 
host and guest perspective. Commute (host) is similar to Distance to Points of Interest 
(guest), Property Rooms (host) is similar to Property and Features (guest), and Comfort 
(host) is similar to Home-like Experience (guest). The experience attributes identified 
from the listing description topic model highlights that hosts go into more detail around 
specifics of the property (seen by the distinction between Property Rooms, Outdoor 
Features, Surrounding Views, Privacy and Autonomy, Comfort, Facilities and Ameni-
ties, and, Décor and Design). On the other hand, the model indicates that guests tend to 
refer to general experiences which focus on the rooms themselves (Property and Fea-
tures), personal touches from the host (Additional Touches), and hospitality provided 
through a Home-Like Experience. This indicates that there are differences in the host 
perspective of customer experience attributes, and the guest perspective. Hosts could 
potentially incorporate important key experience attributes discussed by guests in their 
descriptions in order to enhance their listing and make it more appealing for guests.  

6 Conclusion 

This project looked at leveraging MGC and UGC to develop insights into Airbnb, a 
well-known peer-to-peer platform. MGC and UGC are important sources of infor-
mation for both hosts and guests of Airbnb. Hosts promote their property through the 
use of MGC on the Airbnb platform, while guests use a combination of MGC (i.e. list-
ing content) and UGC (i.e. reviews) to make a purchase decision on Airbnb. Although 
content on P2P platforms has been used to study aspects such as pricing, demand, and 
customer experience on Airbnb, most studies have focused on UGC, especially when 
studying customer experience attributes, and have not looked at the intended customer 
experience described by hosts in their Airbnb listings, or how these may relate to each 
other. This research gap was the primary focus in this study. This project focused on 
studying customer experience attributes from a guest and host perspective, in Cape 
Town, South Africa. 

The literature review showed that most previous studies have focused on UGC, with 
very few authors considering MGC, or a combination of both content types. It was 
concluded that there was opportunity to expand research in these applications by lever-
aging the themes identified in both MGC and UGC in these applications.  

A topic modelling methodology was presented for the discovery of latent customer 
experience attributes from host listing descriptions and guest reviews. LDA was applied 
to identify themes in Airbnb textual data. Ten themes were defined for Airbnb listings, 
and seven themes were identified for Airbnb reviews. Most of the topics identified 
could be considered experience attributes which are relevant to Airbnb accommodation. 
The results of the models showed that hosts go into more detail around specifics of the 
property (seen by the distinction between Property Rooms, Outdoor Features, 
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Surrounding Views, Privacy and Autonomy, Comfort, Facilities and Amenities, and, 
Décor and Design), compared to guests, who speak broadly about Property and Fea-
tures, but would also mention personal touches from the host (Additional Touches), and 
hospitality provided through a Home-Like Experience. By indicating the differences 
between the host perspective and the guest perspective of customer experience attrib-
utes, hosts as well as guests are empowered. Hosts who would like to have listings that 
are relatable to potential guests could incorporate important key experience attributes 
discussed by guests in their listing descriptions. Guests are assisted by awareness of 
this difference as well as listing descriptions that better relate to their preferences. 

This study contributed by employing both MGC and UGC to study customer expe-
rience attributes, since previous researchers have tended to look at guest reviews (UGC) 
to uncover customer experience attributes and neglected to study attributes which were 
focused on by hosts. For studies that have used MGC, the generation of features have 
generally been simple (e.g. limited to deriving attributes using keywords in a title). By 
employing topic modelling, this study has demonstrated how machine learning tech-
niques can be employed to study MGC and UGC textual content in a P2P platform, and 
as such highlight the differences between MGC and UGC. 

Limitations of the study includes its focus on one city namely Cape Town. The pro-
ject only looked at data from a specific point in time and assumed that the host perspec-
tive is constant over time, therefore ignoring seasonal trends. The MGC considered in 
this study was that of the listing description only.  

There are opportunities to expand this research in terms of the methodology and 
analytical approach. We used LDA as algorithm for the topic modelling process. While 
LDA has been a popular algorithm for topic modelling in various applications, it is 
sometimes considered to work best on long documents (e.g. articles or books) [41]. The 
listing descriptions and reviews analysed in this study are shorter in length, and hence 
other topic modelling algorithms may be considered and compared to the results in this 
study.  
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Abstract. The Discrete Pulse Transform (DPT) has only been applied
to signals in 1D and 2D on regular lattices. The theory leaves scope for
the application on irregular spatial lattice data in 2D, also referred to as
areal data in spatial literature. In this paper, we extend the DPT theory
for irregular lattice data as well as consider its efficient implementation,
the Roadmaker’s Pavage, and visualisation. The DPT was derived con-
sidering all possible connectivities satisfying the morphological definition
of connection. Our implementation allows for any connectivity applica-
ble for regular and irregular lattices. We present the implementation of
the Roadmaker’s Pavage algorithm on spatial images as well as irregular
lattice data with a toy example and illustrate this with two applications.
The theory is applied to brain imagery (regular lattice) as well as crime
counts (irregular lattice data) for feature detection. Using the multiscale
Ht-index as a measure of saliency on the extracted DPT pulses, impor-
tant features from both the regular and irregular lattice data can be
detected.

Keywords: Discrete Pulse Transform · spatial lattice data · multiscale
decomposition · feature detection · Ht-index · crime · brain tumor.

1 Introduction

Analysing spatial lattice data is gaining popularity in many disciplines [6]. Spa-
tial lattice data involve the aggregation of individual location data points into
predefined subregions that make up the spatial domain in which the location
data is observed. The spatial domain can be divided into a regular grid (regular
lattice) or irregularly shaped subregions (irregular lattice).

The well-known image array is a spatial lattice data set on a regular grid, we
also refer to it as a regular lattice. The main difference between a regular and
an irregular lattice is the arrangement and shape of the individual subregions.
Tobler [25] defined the First Law of Geography to be that everything is related to

? This work is based on research supported in part by the National Research Founda-
tion of South Africa (South Africa DST-NRF-SAMRC SARChI Research Chair in
Biostatistics, Grant Number 114613). Opinions expressed and conclusions arrived at
are those of the author and are not necessarily to be attributed to the NRF.

SACAIR’21 Proceedings Volume II Stander et al.

123



everything else, but near things are more related than distant things. Therefore
in spatial analysis, the dependence of the spatial locations (subregions in the
case of lattice data) is not ignored and taken into account. Different methods of
defining the connection between subregions in an irregular lattice are discussed
in [4]. These connectivity definitions are referred to as neighbourhood structures.

Applications of spatial lattice models include disease mapping [15] and crime
rate per subregion [20]. Adding a space component to a model comes at the price
of increased complexity and computation [16]. Detecting the salient features
before modelling has the potential to improve the complexity of such models.

A method used to detect salient features in two dimensional data is the
Discrete Pulse Transform (DPT). The DPT involves the sequential application
of the LULU operators and was first developed for one dimensional arrays [21].
Later it was generalised in [1] for multidimesional arrays. Since then, it has been
mostly applied to regular lattices, that is two dimensional arrays. The DPT
algorithm is a multiscale decomposition which extracts pulses, types of level-
sets, from the data at different scales [9]. The extracted pulses reconstruct the
data either fully or partially. The partial reconstruction using certain pulses
extracts salient features in the data [8, 9]. With the application of the LULU
operators, all connected sets of a certain size (scale) are considered, providing a
multiscale representation.

The contribution of this paper is to apply the DPT on an irregular lattice
for the first time. We provide an implementation of the Roadmaker’s Pavage
algorithm (RMPA), a graph-based application of the DPT, on both regular and
irregular lattices in R3, also for the first time. The detection of salient features
is achieved utilising the multiscale Ht-index [9], an extension of the Ht-index
developed by Jiang [14]. The multiscale Ht-index has been shown to be a measure
of saliency in images in [9].

In the next section, the theory for lattice data, connectivity and the DPT
is discussed followed by an explanation of the implementation. Thereafter, the
RMPA is applied to brain images for the detection of a tumor, and to crime
locations in the City of Tshwane, South Africa for the year 2001 to detect crime
hotspot areas.

2 Methodology

2.1 Spatial Lattice Data

Spatial data is the outcome of a spatial process {Z(s) : s ∈ D ⊂ Rp} [5], [22]
where Z is the attribute observed at a location, s. We consider p = 2 here.
The spatial domain D, the area in which spatial data is observed, is determined
appropriately. The boundary of D consists of multiple connected straight lines
that do not cross each other, and is either rectangular or irregularly shaped
forming a convex or a non-convex polygon [2].

3 R Core Team (2021). R: A language and environment for statistical computing.
R Foundation for Statistical Computing, Vienna, Austria. URL https://www.R-
project.org/.
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With spatial lattice data, the domain is divided into predefined subregions
and the spatial process, Z(s), is observed for each individual subregion rather
than individual points. The observed Z(s) can either be continuous or discrete
and is typically the average or the sum of a measured attribute across each
subregion [3]. We use Ai to denote the ith spatial location instead of si. This
is to avoid confusion as we are working with areas instead of points. Spatial
lattice data is represented as Z(D) = {Z(A1), . . . , Z(An)} where D =

⋃n
i=1Ai.

As with the spatial domain D, the subregions, Ai, i = 1, . . . , n can also be either
rectangular or irregularly shaped. Many sources refer to spatial lattice data with
rectangular regions (regular lattice) as gridded data [12], [19] while it is more
popularly known as an image array. Sources refer to spatial lattice data with
irregularly shaped subregions as areal data [3], [6], [12] while others stick to the
term spatial lattice data [5], [13], [22]. We refer to such data as irregular lattices,
since both types of data we are dealing with in this paper fall under the group
spatial lattice data.

2.2 Connectivity

The Discrete Pulse Transform is defined for a morphological connection.

Definition 1. Morphological Connection [23]. Let B be an arbitrary nonempty
set. A family C of subsets of B is called a connected class or a connection on B
if: (1) ∅ ∈ C; (2) {x} ∈ C for all x ∈ B; and (3) Ci ∈ C for i ∈ I, ⋂i∈I Ci 6=
∅ =⇒ ⋃

i∈I Ci ∈ C.
For an irregular lattice, we require a definition of a neighbour (the connec-

tivity) for a spatial region Ai. This provides a proxy for the Euclidean distance
between points in R2. For the purposes of this paper we focus on continguity
neighbours for the connectivity, namely the Rook continguity and Queen con-
tinguity. For Queen continguity neighbours are identified if they share either a
polygon vertex or an edge, whereas for Rook continguity neighbours are iden-
tified if they share a polygon edge. In regular lattices (image arrays), the Rook
continguity neighbour classification is better known as 4-connectivity and the
Queen continguity neighbour classification is better known as 8-connectivity.
These connectivities on lattices satisfy Definition 1 [11].

2.3 LULU Operators and the Discrete Pulse Transform

The LULU operators [1] are non-linear and fully trend preserving. They operate
on f ∈ A(Z2) where A is a vector lattice with N data points. These operators
have been traditionally applied on regular lattices with N regions (pixels). The
operators are defined as

Ln(f)(x) = max
V ∈Nn(x)

min
y∈V

f(y), x ∈ Z2 (1)

Un(f)(x) = min
V ∈Nn(x)

max
y∈V

f(y), x ∈ Z2 (2)

where Nn(x) is the set of all connected sets of size n + 1 containing point x,
Nn = {V ∈ C : x ∈ V, card(V ) = n+ 1} where C is a morphological connection.
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A local minimum set and local maximum set are defined in Definition 3. The
The Ln operator removes local maximum sets of size n while the Un operator
removes local minimum sets of size n [1]. First we define the adjacent set of
V ∈ C.

Definition 2. Adjacent [1]. Let V ∈ C. A point x /∈ V is adjacent to V if
V ∪ {x} ∈ C. The set of all points adjacent to V is adj(V ) = {x ∈ Z2 : x /∈
V, V ∪ {x} ∈ C}.

Definition 3. Local maximum set and local minimum set [1]. A connected sub-
set V of Z2 is called a local maximum set of f ∈ A(Z2) if supy∈adj(V ) f(y) <
infx∈V f(x). Similarly V is a local minimum set if infy∈adj(V ) f(y) > supx∈V f(x).

A local maximum (minimum) set is thus a connected set with an adjacent
set strictly less (more) than the value of the set. It has been shown in [1] that
Ln and Un act on only these sets resulting in a simpler implementation than
Equations 1 and 2 from first principles.

The Discrete Pulse Transform (DPT) is a hierarchical decomposition al-
gorithm obtained by recursively applying the Ln and Un operators. The pro-
cess starts by applying L1 and U1 and increases n from 1 up to N , obtaining
DPT (f) = (D1(f), D2(f), . . . , DN (f)) where D1(f) = (I − P1)(f), Dn(f) =
(I −Pn) ◦Qn−1(f), Pn = Ln ◦Un or Pn = Un ◦Ln and Qn = P1 ◦ · · · ◦Pn, n ∈ N
and where I is the identity operator. The last term QN (f) is a constant function,
the completely smoothed signal.

At each iteration of the DPT algorithm, the smoothed signal Pn(f) is sub-
tracted from the identity operator resulting in the f filtered by applying Pn [8].
The filtered parts removed contain pulses, φns, s = 1, . . . , γ(n) [1], [9]. For a

connected set V ⊂ Z2 3 card(V ) = n, a pulse is defined as φns =

{
c if x ∈ V
0 otherwise

.

The original signal can be reconstructed as, f =
∑N
n=1Dn(f) =

∑N
n=1

∑γ(n)
s=1 φns

which is referred to as the Discrete Pulse Transform decomposition. The decom-
position is multiscale since it extracts pulses at multiple scales n = 1, . . . , N .

2.4 Implementation of the Discrete Pulse Transform

All possible connected sets, Nn(x), are considered when implementing the DPT.
It was established that this algorithm has a complexity of O(N3) where N is the
size of the image [17]. From this it is clear that the complexity increases quickly
when N increases. To ease the complexity, the Roadmaker’s algorithm [17, 18]
as well as the Roadmaker’s Pavage algorithm [24] were developed.

In [18], it is proven there is no need to apply the DPT from first principles
(Equations 1 and 2) and the Roadmaker’s algorithm is proven as an alternative.
This algorithm first scans the data and creates a list of all the local minimum
sets and local maximum sets. The local minimum sets are referred to as pits
while the local maximum sets are referred to as bumps. These pits and bumps
are also called features. This algorithm works then by flattening all the pits and
bumps of size n sequentially for n = 1, 2, . . . , N , equivalent to the Pn operation.
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At each step, the list of sets is updated. This algorithm has a complexity of
O(N).

Later on, the implementation was extended to a graph-based algorithm [17].
Each region in the regular lattice is represented by a node in the graph. The set
of neighbours is represented by connecting the nodes that are neighbours with
an edge. For example, if nodes i and j represent two spatial locations that are
neighbours, they are connected by an edge denoted by E(i, j) [17].

The Roadmaker’s Pavage algorithm [24] further utilises a graph-based method
and is based on the Roadmaker’s algorithm. This algorithm works on two graphs
simultaneously, the working graph and the pulse graph. Similarly to the graph
for the Roadmaker’s algorithm, the working graph contains a node for each data
location and the set of neighbours are represented by edges that connects these
nodes. The pulse graph is initialised by adding a node for each lattice area with
the value of the node equal to zero and the scale equal to the unique index of the
representing data point. The working graph and the pulse graph are connected
with virtual edges. These concepts will become clearer with an example in a bit.

A graph-based method such as the Roadmaker’s Pavage algorithm eases the
extension of the use of this algorithm on other types of spatial data. Since the
algorithm uses nodes for the lattice areas in the data and edges to represent the
connections, the application on an irregular lattice is the same as for a regular
lattice. As long as the defined connectivity satisfies Definition 1, the algorithm
holds.

A common way of storing the neighbourhood object is a connectivity matrix
where the entry, usually a 1, in position (i, j) indicates that Ai is a neighbour
of Aj [5]. A list can also be used where the ith entry contains the neighbour
information (or indices) of Ai [4], [27]. The neighbourhood object is used to
determine the connections the algorithm operates on.

Previous implementations of the DPT algorithm have been done in MATLAB

[10] and Python [26]. Here, the first ever implementation in R is presented. Pack-
ages such as spatstat, sf, sp, igraph and dplyr were used. As R is a popular
coding language used in spatial statistics, with numerous packages available for
spatial modelling. The implementation herein thus provides compatibility as well
as accessibility for the DPT for further spatial modelling in R. The code for the
implementation in R is available on GitHub4.

Illustration The theoretical concepts are demonstrated with a toy example
that shows the implementation of the Roadmaker’s Pavage algorithm in R on a
regular lattice as well as on an irregular lattice with the goal of indicating the
similarity between the application of the method on different types of spatial
data. Figure 1(a) illustrates the regular lattice used in the example and Figure
1(b) illustrates the irregular lattice used in the example.

The first important step is to create connectivity structures according to the
chosen neighbourhood criteria. These indicate which data locations are neigh-
bours according to the specific neighbourhood criteria used. If the lattice consists

4 See the Github repository at: https://github.com/ReneStander/DPT in R
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(a) (b)

(c) (d)

Fig. 1. Example data sets: (a) regular lattice and (b) irregular lattice. The red numbers
are the assigned (arbitrary) index. The construction of connectivity matrices for (c) a
regular lattice and (d) and irregular lattice. When region i is a neighbour of region j,
then entry (i, j) of the matrix is equal to one.

of N regions, the connectivity matrix is of size N ×N . As N has the potential
to become large, the use of sparse matrices are recommended. Figure 1(c) and
(d) show the connectivity matrix for the regular lattice and the irregular lattice
respectively. As both lattices have six pixels, the connectivity matrices have six
rows and six columns. In this illustration, the index numbers are indicated in
red for each row and column.

The next step is to initialise the working graph and the pulse graph for the
RMPA. Figure 2(a) and Figure 2(b) show the respective initial graphs for the
regular lattice and the irregular lattice. The working graphs consist of six nodes.
Each region in the lattice is represented by a node with scale one in the working
graph. The scale of the node is representative of the number of regions in the
connected set that is represented by the specific node.

(a) (b)

Fig. 2. The initialised working graph and pulse graph for (a) the regular lattice and
(b) the irregular lattice.
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The initial pulse graph consists of the same number of nodes as the working
graph. Each node has a value equal to zero and a label equal to the unique index
of the representing region. From here, the process of applying the RMPA is the
same for both the regular lattice and the irregular lattice .

Fig. 3. The working graph and the pulse graph for the example of the regular lattice
after the merging of two nodes.

Next, if nodes connected with edges are equal in value, they are merged. All
of the nodes, except one is removed and the edges of the removed nodes are
carried over to the remaining node. The scales of the merged nodes are summed
together to obtain the scale of the remaining node. In the example, the regular
lattice has two nodes (which represent pixels that are neighbours) that have the
same value. This can be seen in Figure 2(a). Figure 3 shows the working graph
and the pulse graph with the two nodes of equal value merged. The scale of the
merged node is now two (one plus one) and the edges are carried over so that
the neighbours of the remaining node are all the neighbours from both merged
nodes. The virtual edges between the working graph and the pulse graph are
also carried over to the single remaining node. This is a way of keeping track
which regions are represented by the specific node in the working graph.

The example of the irregular lattice does not have any nodes in the working
graph that are of equal value. Therefore, the application of the RMPA can be
applied from here.

Only the first step of the RMPA is explained in detail. This involves the
application of the L1 and U1 operators onto the data. Applying Ln and Un for
n = 2, . . . , N thereafter follows the same procedure as n = 1.

For this example, we use Pn = Un ◦Ln as the filter. This means that at each
iteration, Ln is applied first to smooth all the local maximum sets of size n. Then
Un is applied to smooth all the local minimum sets of size n. We first create a
feature table, as in Table 1. This feature table consists of the features currently
present in the data. The feature table for the regular lattice example is shown
on the left of Table 1 and the feature table for the irregular lattice example is
shown on the right of Table 1.

Table 1. Intial feature tables for the regular and irregular lattice examples.

Regular lattice Irregular lattice

Value Scale Type Value Scale Type

1 1 Pit 9 1 Bump
5 1 Bump 1 1 Pit
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The feature tables eases the process of searching for local maximum sets
and local minimum sets of the desired size at each step of the algorithm. As
n is increased for each step, only features that exist with n = 1 are affected
in the algorithm. They change or get removed as the algorithm proceeds, but
new features are never created by the algorithm [1]. The value and the scale of
a feature may change as the connected set may be merged. A feature may be
removed from the feature table when it is no longer a feature. The process of
the RMPA is complete once the feature table is completely empty i.e. there are
no features left and the lattice is completely smoothed.

When applying L1, we focus on bumps of size one in the feature table.
The regular lattice and irregular lattice each consist of one bump of scale one.
These bumps are smoothed to the nearest value of the neighbour, L1(f(x)) =
max{f(y) : y ∈ adj(V ), x ∈ V }, and the corresponding pulse value, L1(x)−x, is
added to the pulse graph.

(a) (b)

Fig. 4. Application of the L1 operator on (a) the regular lattice and (b) the irregular
lattice.

Figure 4(a) shows the working graph with the bump of scale 1 now smoothed
to a value of 4. The pulse is added as a node in the pulse graph which can also
be seen in Figure 4(a). From Figure 4(b), it can be seen in the working graph
that the bump of size one is smoothed to a value of 8. Again, the nodes that are
neighbours with the same value are merged. The updated graphs are not shown
here explicitly as the merging follows the same process as in Figure 3.

Next, U1 is applied to smooth out the pits of scale one. In some scenarios it
may happen that after the application of L1, a pit of size one may have changed
to have a larger scale. Therefore we first check the remaining pits of scale one to
ensure that those are still features of scale one. For our example, all the pits of
size one in both the regular and irregular lattice are still features.

Table 2. Feature Tables for the example of the regular lattice and the irregular after
the application of P1 = U1 ◦ L1.

Regular lattice Irregular lattice

Value Scale Type Value Scale Type

2 2 Pit 8 2 Bump
4 2 Bump 3 2 Pit
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(a) (b)

Fig. 5. Application of the U1 operator on (a) the regular lattice and (b) the irregular
lattice.

Figure 5(a) shows the working graph with a pit of scale 1 now smoothed to a
value of 2. The pulse is added as a node in the pulse graph, seen in Figure 5(a).
From Figure 5(b), it can be seen in the working graph that the pit of size 1 is
smoothed to a value of 3. The nodes that are neighbours with the same value
are merged.

Before L2 and U2 are applied, the feature tables are updated. The updated
feature tables are in Table 2. After applying Pn up to n = N , the feature table
is empty and the RMPA is completed. The resulting working graph and pulse
graph are in Figure 6(a) and Figure 6(b). The pulse graph provides the multiscale
decomposition of the signal f .

(a) (b)

Fig. 6. Final working graph and pulse graph after the implementation of the Road-
maker’s Pavage algorithm. (a) The regular lattice and (b) the irregular lattice.
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2.5 Feature Selection

The extracted pulses of the multiscale DPT decomposition, in the pulse graph,
can be used to partially reconstruct in order to extract salient features present
in the data. Different measures can be used to determine which pulses are im-
portant. For the purposes of this paper, the recent multiscale Ht-index is used
as a measure of saliency [9].

The Ht-index starts by calculating the mean of the scales of all pulses [14]. If
the number of scales smaller than the mean is less than 60% of the scales, then the
process is repeated with only the scales larger than the mean. When the number
of scales smaller that is mean is greater than or equal to 60% of the remaining
scales, the process is stopped. For example, after the DPT decomposition, we
have pulses with the following scales 1, 1, 1, 1, 2, 2, 5, 7 respectively. The mean
of these scales is 2.5. The values 1, 1, 1, 1, 2, 2 are less than the mean. This is
75% of the total number of scales. The values 5 and 7 are larger than the mean.
Now working only with the two values larger than 2.5, the mean is then 6 which
results in one value being less than the mean and one value being greater than
the mean. Then less than 60% of the number of scales are smaller than the mean
which means that the process can end. The Ht-index is then 2.

The multiscale version [9] follows the same procedure, but the Ht-index is
also calculated recursively for the scales smaller than the mean at each iter-
ation of the procedure. We introduce a multiscale Ht-index visualisation here
as a tree structure (see Figure 8). This visualisation eases the selection of the
pulses to reconstruct, and also provides a summary of the multiscale complexity
of f . The application of the multiscale Ht-index is based on the scales of the
extracted pulses, thus the implementation on a regular lattice is the same as the
implementation on an irregular lattice.

The partial reconstruction is done from the multiscale Ht-index visualisation
by identifying the salient nodes in the pulse graph. These are present in the
longest branches of the graph (a tree graph structure). Pulse graph nodes that
trace back consistently to a certain spatial location are deemed salient. The
values of these nodes can be summed together to result in a partial reconstruction
only at that the spatial location. If the salient scales are identified to be [el; eu],
for example, then the partial reconstruction is, fr =

∑eu
n=el

Dn(f).

3 Application

(a) (b) (c)
Regular lattice 1 Regular lattice 2 Regular lattice 3

Fig. 7. Images from the brain MRI data set. (a) large tumor with a weaker skull edge,
(b) large tumor with a stronger skull edge and (c) a small tumor.
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The application of the RMPA is considered on a regular lattice and an ir-
regular lattice, utilising the algorithm and the multiscale Ht-index for feature
detection. The multiscale Ht-index is used as a measure of saliency to aid with
the choice of which pulses to partially reconstruct.

For the application on a regular lattice, we consider a brain MRI image data
set5. Three images are selected from this data set with a tumor present, see
Figure 7(a)-(c). In Figure 7(a) there is a big tumor present but the edge of the
skull is a weaker feature whereas in Figure 7(b) the edge of the skull is bright.
In Figure 7(c) the tumor is small.

Fig. 8. Example of the visualisation of the multiscale Ht-index, specifically for regular
lattice 1.

The visualisation of the multiscale Ht-index after the application of the
RMPA on regular lattice 1 in Figure 7 is shown in Figure 8. The choice of
the scales to use for the reconstruction is application specific. Here we choose to
partially reconstruct the intervals of scales from the first and second level in the
longest path within each visualisation, indicating saliency.

Figure 9 shows the partially reconstructed pulses for RMPA applied on
the regular lattices in Figure 7. In Figure 9(a)-(d) regular lattice 1, scales of
[319;7393] and [319;2030] are reconstructed. In Figure 9(e)-(h), regular lattice
2, scales of [461;6982] and [461;2341] are reconstructed. In Figure 9(i)-(k), regu-
lar lattice 3, scales of [885;41399] and [885;4210] are reconstructed. The partial
reconstructions are shown together with a binary regular lattice showing the
positions of the pulses with values greater than the 90th percentile of the pulse
values included in the partial reconstruction.

It is visible in Figure 9 that the tumor, the feature to extract, does get
extracted in all three cases. The edge of the skull is also extracted with the tumor
although it is not the desired feature. In regular lattice 2, the edge is extracted
fully while the tumor is only partially extracted. To eliminate the edge extracted

5 https://www.kaggle.com/navoneel/brain-mri-images-for-brain-tumor-detection
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Fig. 9. Partially reconstructed pulses after the RMPA was applied on the regular
lattices. (a), (c), (e), (g), (i) and (k) are the partially reconstructed lattice where (b),
(d), (f), (h), (j), (l) only show the pulses with values greater than the 90th percentile
of the pulse values included in the partial reconstruction.

as a feature, the regular lattice is reconstructed fully but the regions where the
edge is present, are replaced with a value of zero in the reconstruction, removing
the skull edge from the lattice. The result of this is shown in Figure 10(a). The
RMPA is then applied to this lattice whereafter pulses of scales [380;8745] are
reconstructed to result in Figure 10(b). Figure 10(c) shows the binary regular
lattice indicating the positions of the pulses with values greater than the 90th

percentile of the pulse values. It can be seen that the feature is detected when
the edge is eliminated. This being said, it is clear that the RMPA can be used
for feature detection in regular lattices.

For the irregular lattice, crime data was obtained from the South African
Police Services (SAPS) for the years 2001-2007. The crime locations are aggre-
gated into small area layer (SAL) regions and used as a count of the number of
crimes occurring within the region for the specific year. These counts are then
standarised by dividing them by the area of the SAL it occurred in. The small
area layer regions are Enumeration Areas with populations greater than 500. If
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(a) (b) (c)

Fig. 10. (a) Regular lattice 2 reconstructed fully without the skull edge before the
re-application of the RMPA. (b) and (c) represents the partial reconstruction after the
RMPA is applied on (a).

an Enumeration Area consists of a population less than 500, the area is merged
with an adjacent area. For our application, we only consider the crimes occurring
in the year 2001 as the data and results are similar for the rest of the years. This
is the first application of the DPT to an irregular lattice. Figure 11 shows the
crime counts per SAL for the year 2001 standardised by the area of the SAL.
We apply the RMPA on this irregular lattice.

Fig. 11. Crime occurrence counts for the year 2001 standardised by the area of the
SAL the crime occurred in. (NA represents no crimes/values.)

After the application of the RMPA, some of the pulses are partially recon-
structed. For this application, only the pulses greater than zero, namely the local
maximum sets, are considered for the reconstruction. The reason for this is that
with the analysis of crime occurrences, the research question might consider
hotspots or coldspots separately. This means that they should be considered
separately as features instead of simultaneously.

Figure 12 shows the partial reconstruction of the positive pulses shown in
Figure 11. The pulses of scales [1;26], [27;62], [63;85] and [110;227] are recon-
structed respectively. In contrast to the regular lattices, the salient scales in the
irregular lattice are smaller. The reason for this is because the number of re-
gions in the irregular lattice (370) is much less than the number of regions in
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(a) [1;26] (b) [27;62]

(c) [63;85] (d) [110;227]

Fig. 12. Partial reconstruction of the pulses with values greater than zero for the
irregular lattice.

the regular lattice (39240, 95654 and 854518 respectively for the lattices used in
the application).

Comparing Figure 11 with the partial reconstructed irregular lattices in Fig-
ure 12, it is evident that the features (hotspots) in the data are extracted. There-
fore, the DPT along with the Ht-index has the ability to extract features for an
irregular spatial lattice data set before modelling to ease complexity and com-
putation. There is evidence for use in feature detection.

4 Discussion and Conclusion

This paper has shown that the DPT implementation via the graph-based RMPA
is successful in detecting features present in spatial lattice data. Our contribution
is the implementation of the algorithm on irregular spatial lattice data for the
first time. This implementation was done in R and is also a first as the previous
known implementations are in Python and MATLAB. In addition the visualisation
of the recently developed multiscale Ht-index is developed as a tree structure.
This aids the process of identifying the salient scales.

The contribution in this paper mainly focuses on the implementation of the
Discrete Pulse Transform in R as well as the application of the algorithm on
irregular spatial lattice data. Although with this application, it has been picked
up that the algorithm has potential to be used for feature detection. In future
research, the feature extraction can be compared to other existing methods in
literature to evaluate the feature detection.

For future applications, different neighbourhood structures can be used for
irregular lattices, such as graph-based and distance methods [4], although the
implementation is already set up to handle this. Different measures of saliency
can also be considered such as Discrete Pulse Vectors [7]. A graph scanning
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mechanism to automate the salient scales detection from the Ht-index tree should
also be investigated. The filter Pn in the algorithm can either be used as Ln ◦Un
or Un ◦Ln. There does exist a difference between the two filters when there is a
local maximum and local minimum adjacent to each other in the lattice. With
a sufficient number of lattice regions present, the difference between the use of
the filters become insignificant. However, the influence of the filter choice on an
irregular lattice (with fewer regions) can be investigated in future research.
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Abstract. Visual explainability pertaining to the predictions of deep
learning object detection is crucial for the adoption and trustworthiness
of practical implementation. Detector Randomized Input Sampling for
Explanation (D-RISE) is a newly developed model agnostic procedure
with a primary focus of adding explainability to deep learning models,
in particular object detection. A key component of D-RISE is the gen-
eration of randomly sampled binary masks. Alternative mask sampling
procedures are explored, in particular Simple Linear Iterative Cluster-
ing (SLIC), as well as proportional level-set sampling. It is shown that
the original D-RISE methodology is greatly enhanced by modification of
the underlying mask generation procedure. A practical application illus-
trates that proportional level-set sampling improves the convergence of
attribution by at least 30%.

Keywords: Object detection · Deep learning · Saliency maps · Binary
masks · Level-set · Simple Linear Iterative Clustering

1 Introduction

Deep neural networks (DNNs) are becoming ever-present in a multitude of sci-
entific and practical applications due to their versatility and profound success
across various domains [15],[36],[10],[33],[6]. In particular, object detection and
the performance thereof has benefited significantly from the adoption of DNNs
[5]. That being said, the complexity of DNN architecture and interaction of
model parameters make inference extremely difficult and unintuitive [4].

Object detectors can largely be classified into two main categories. The first,
referred to as two-stage detectors, extracts objects or regions of interest (ROI)
followed by the classification of each object and prediction of the accompanying

? Work completed whilst an employee of Bayerische Motoren Werke AG
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bounding-box spatial position. Examples of two-stage detectors include Region-
based Convolutional Neural Networks (R-CNN) [12], Fast R-CNN [13], Feature
Pyramid Network (FPN) [17], Mask R-CNN [14] and Grid R-CNN [20]. The
second, namely single-stage detectors, skip the ROI proposal stage and predict
bounding boxes as well as the classification predictions in a single-step. Examples
of single-stage detectors include Single Shot Detector (SSD) [19], RetinaNet [16],
You Only Look Once (YOLO) [27], RetinaMask [9] and YOLOX [11], to name
a few. Single-stage detectors enjoy, in general, faster inference at the potential
cost of performance.

The current body of knowledge contains several explanation techniques to ad-
dress the aforementioned drawbacks of DNNs. In particular, a popular approach
to add visual explainability within computer vision involves attribution tech-
niques (each pixel in the input image is attributed according to how it changes
the outcome of a single prediction) to produce saliency maps [21], [34]. Albeit
majority of these techniques focus on image classification [38], video captioning
[26] and video activity recognition [2]; saliency maps for object detection have
recently surfaced [24]. The latter approach, namely Detector Randomized Input
Sampling for Explanation (D-RISE) extends RISE’s [25] attribution technique
for image classification to object detection.

Saliency-based explainability within image classification aims to highlight the
influence of pixel composition on model class predictions by means of heatmap
representation [29]. Within object detection, attribution must take into consid-
eration object class and bounding box predictions.

The appeal and success of D-RISE is owed to its independence of the un-
derlying object detector’s architecture and simplistic saliency map generation
technique. A key component of D-RISE is the generation of randomly sampled
binary masks. Each mask representing the original input image with random
clusters or regions of pixels removed. Every masked image is passed through
the object detector to obtain a pairwise similarity score. The pairwise similarity
score measures the error in spatial proximity of the bounding boxes, as well as the
classification of the object. Finally, the saliency map is obtained as the weighted
sum of all generated masks where the weights are given by the respective mask
similarity scores. The intent of the mask generation is to measure the effect of
removing random contextual information of the input image on the predicted
output. The approach is rooted in the fact that contextual information has a
profound contribution in object detection [22,23].

The random mask generation component of D-RISE aims to exhaustively
explore how manipulation of pixel composition regions within the input image
affects the prediction outputs. A rigorous explanation of this process is given in
Section 2. Given the uninformative nature of random sampling, an alternative
sampling technique can be employed to extend the inferential pipeline of D-RISE.

The main contributions of this paper extend the notion of explainability
within D-RISE via supplementing the mask generation procedure. Namely, pro-
portional level-set sampling (PLS) for binary mask generation is introduced fol-
lowed by structured clustered sampling using SLIC clustering [1]. The level-set

SACAIR’21 Proceedings Volume II Stander et al.

140



sampling procedure systematically samples regions within the input image pro-
portional to the amount of information contained therein. The SLIC sampling
mechanism allows for a more structured removal of pixel clusters in the binary
masks compared to the random sampler.

The rest of the paper is organised as follows. In the Section 2 current visual
attribution techniques are discussed, followed by an in depth review of D-RISE.
The extension of D-RISE, namely, AD-RISE is introduced in Section 3. A syn-
thetic study, based on the PASCAL VOC [7] and MS-COCO [18] datasets, is
presented in Section 4, followed by an application on quality control within a
vehicle manufacturing framework in Section 5. Concluding remarks are provided
in Section 6.

2 Related Work

Recall that saliency-based explainability within image classification aims to high-
light the influence of pixel composition on model class predictions by means of
heatmap representation [29]. The last decade has welcomed a plethora of saliency
map techniques within image classification and, more recently, object detection.
These methods range from a gradient-based approach to visual occlusion. A
noteworthy underlying trend, however, is that majority of these methods re-
quire tailoring to the object detector’s architecture.

Image-Specific Class Saliency Visualisation (IS-CSV) for image classification
models [34] calculates the gradient of the predicted class score with respect to the
input pixels. The gradients of each pixel is visualised to highlight its contribution
to the predicted class probability. To address the saturated gradient drawback,
[32], relating to the zero gradients associated with the ReLu activation func-
tions of IS-CSV, [37] propose the Deconvolutional Network methodology. The
final gradient-based approach discussed here, namely, Grad-CAM [29] generates
saliency maps for specified classes. In particular, the gradients of the final convo-
lutional layer pertaining the target class are used to produce said saliency map
which highlights regions in the input image that influence the model prediction.
Several extensions of Grad-CAM have recently surfaced, namely SmoothGrad
[35] and Guided Grad-CAM [29]. The former aims to visually sharpen saliency
maps by applying a stochastic approximation of Gaussian smoothing to a sample
of the same input image, where each image in the sample has minimal stochas-
tic noise added, and finally averaging over the sample of corresponding saliency
maps. The latter approach weighs the saliency map generated by Grad-CAM
using a saliency map from a different methodology, e.g. SmoothGrad, by means
of element-wise multiplication.

Visual occlusion techniques aim to asses the influence of contextual infor-
mation in image classification and object detection. RISE [25] aims to visually
accentuate regions in the input image that influence the model prediction within
image classification. The method creates a set of binary masks, where each mask
indicates the clusters or regions of pixels that should be excluded from the input
image, see Figure 1. Next, the masked image is created by removing the pixels
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from the input image according to the mask’s instructions. Each masked image
is passed through the image classifier to obtain a classification score. Finally, the
saliency map is generated as the weighted sum of the binary masks using the
predicted classification score of each masked image as the corresponding weight.

D-RISE [24] extends the methodology of RISE to object detection. In par-
ticular, a true detection vector is constructed which contains the true class of
the object, as well as the corresponding bounding box coordinates. The form of
the true detection vector is given by,

dt = [Lt, Ct] = [(x1, y1, x2, y2), (c1, c2, . . . , ck)], (1)

where (x1, y1, x2, y2) represents the coordinates of the bounding box and
(c1, c2, . . . , ck) represents the class of the object where ci = 1 if the object is
in class i and 0 otherwise.

Given an input image of size H×W (dimensions in pixels), a random binary
mask of size h × w (where h < H and w < W ) is generated. Each element of
the mask has a probability p of being 1 and probability 1 − p of being 0, see
Figure 1b. A value of 0 in the mask corresponds to the removal of pixel regions
and p is treated as a hyper-parameter. The mask is then upsampled to a size of
(h+ 1)H

h × (w+ 1)W
w using bilinear interpolation, see Figure 1c. The upsampled

mask is slightly larger than the original image, however, an area of size H ×W
is cropped from this mask with a random offset between (0,0) and (H

h ,Ww ), see
Figure 1d. The masked image in Figure 1e is obtained by performing element-
wise multiplication between the cropped mask and the original input image. The
masked image (Figure 1e) is passed through the object detector resulting in a
detection vector of the form,

dp = [Lp, Cp] = [(x̂1, ŷ1, x̂2, ŷ2), (ĉ1, ĉ2, . . . , ĉk)], (2)

where the bounding box coordinate estimates are (x̂1, ŷ1, x̂2, ŷ2) and
(ĉ1, ĉ2, . . . , ĉk) are the estimated class probabilities, respectively. It should be
noted that the work presented in Section 3 only considers two classes.

The similarity between the true and predicted detection vectors is calculated
as the product of two similarity measures, namely the similarity of the bounding
box coordinates and the similarity of the class probabilities, see (5). The sim-
ilarity of the true and predicted bounding box coordinates, sL(dt, dp), is given
by the intersection over union (IoU is the ratio of the area of intersection and
union between the true and predicted bounding boxes), whereas, the similarity
of the true and predicted class probabilities, sC(dt, dp), is given by the cosine
distance,

sL(dt, dp) = IoU(Lt, Lp), (3)

sC(dt, dp) =
Ct · Cp

‖Ct‖ · ‖Cp‖
, (4)

s(dt, dp) = sL(dt, dp)× sC(dt, dp). (5)
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(a) The input image. (b) The binary mask. (c) The upscaled mask.

(d) The cropped mask. (e) The masked image.

Fig. 1. The sequential mask generation procedure for RISE and D-RISE.

This process is repeated for a number of masks, say N , where the similarity
in (5) is calculated for each mask. The saliency map is calculated as the weighted
sum of all generated masks where similarity score of each masked image is used
as the corresponding weight.

D-RISE utilises simple random sampling to create the binary structure of
the initial smaller (h × w) masks. Notably, as with any sampling procedure,
larger samples more closely approximate the true underlying population. In other
words, the greater N becomes the better the resultant saliency map will be.
That is, as the number masks increase so too does the proportion of images that
contain contextual pixel regions which influence model predictions. This leads
to the question whether a more structured or informative sampling procedure
may reduce the number of masks required in order to converge to an accurate
saliency map.

Level-sets can be used to enhance the sampling mechanism at a pixel level
by utilising the homogeneity or heterogeneity of regions or neighbourhoods of
pixel values. In a gray-scale image, level-sets are sets of pixels of constant value
where the pixels are connected based on some connection criteria, see Definition
1 below.

Definition 1. Connectivity [30],[8]
Let B be a non-empty set. A family C of subsets of B is a connection if:

1. ∅ ∈ C,
2. {x} ∈ C for each x ∈ B and
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3. for any family {Ci} ⊆ C we have

⋂

i∈I
Ci 6= ∅ =⇒

⋃

i∈I
Ci ∈ C.

Then any Ci ∈ C is called a connected set.

The work presented here focuses on 4-connectivity, that is, each pixel has
four neighbours, the neighbours directly above, below and beside the pixel in
question. A pixel needs to be the neighbour of at least one pixel in the level-set
and have the exact same pixel value of said neighbour to be included in the
level-set.

Definition 2. Level-set [3]
Consider an image defined by f(Z2) and a non-empty set C ∈ C where C is

a connection. If,

1. C is a connected set as defined in Definition 1.
2. f(x) = k ∀ x ∈ C for some constant k,

then C is a level-set.

Level-sets provide a measure of complexity in an image. The larger the num-
ber of level-sets, the larger the variety of pixel intensities in the image and,
arguably, more information in the image. In Figure 2 the number of level-sets
in 100 randomly selected images from the MS COCO dataset were determined
and compared to the amount of information (measured by Shannon’s entropy
[31]) therein. The images were converted to grey-scale and resized to 200×200
pixels. There is a clear positive correlation between entropy and the number of
level-sets. Shannon’s measure of entropy for an image P is defined as,

I(P ) = −
K∑

k=1

pk log(pk), (6)

where pk is the frequency of the pixel intensity k.

3 AD-RISE

The adaptive D-RISE (AD-RISE) approach proposed here serves as an extension
of D-RISE, in that an adaptive approach to the sampling of binary masks is
implemented. Replacing the random sampling procedure with a more informative
sampling method reduces the number of masks required to produce adequate
saliency maps. In this paper two alternative sampling methods are explored.
The first alternative is proportional level-set sampling (PLS), which indicates
how the number of level sets in distinct pixel regions within the input image
influences the composition of the binary masks. The second alternative is the
Simple Linear Iterative Clustering (SLIC) algorithm. SLIC is used to create
structured homogeneous pixel regions from which the binary masks are created.
Both PLS and SLIC constitute the AD-RISE framework.
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Fig. 2. Shannon’s measure of entropy against the number of level-sets for a random
set of images.

3.1 Proportional level-set sampling

AD-RISE simply enhances the binary mask generation procedure of D-RISE.
Without loss of generality, assume the input image has dimensions H×W which
is a scalar multiple of the dimensions of the matrix, Ah×w = {aij} where i =
1, · · · , h and j = 1, · · · , w, that will generate the binary mask. That is H×W =
M(h×w) for some scalar M . The PLS mask generating procedure is summarised
in Algorithm 1.

Algorithm 1 PLS mask generation

Recall from Definition 2 that the input image of dimensions H ×W can be defined as
fH×W .

1: For each element aij in the matrix A, determine the number of level-sets in the
corresponding M ×M pixel region in fH×W .

2: Replace each element aij in the matrix A with its corresponding level-set count
obtained in Step 1.

3: Divide the updated matrix A by the sum of its values to obtain the proportional
level-set weights for each element aij .

4: Generate the binary mask of size h × w (where h < H and w < W ) as before,
however, the probability, p, of being 1 is given by the proportional level-set weights
obtained in Step 3.

5: Proceed further with the standard D-RISE methodology.

3.2 Simple Linear Iterative Clustering

The SLIC clustering algorithm clusters pixels based on their colour as well as
their proximity to one another in an image. The proximity is calculated as the
sum of the Euclidean distance between the colour values and the normalised
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Euclidean distance of the x and y coordinates between the pixels and the cluster
centres.

In addition to PLS, a structured sampling approach can be followed in the
generation of binary masks using the SLIC algorithm. Without loss of generality,
again assume the input image has dimensions H ×W . Unlike the PLS and D-
RISE random sampler, this approach does not require an initial h × w (where
h < H and w < W ) binary mask. Instead a binary mask with dimensions
equal to those of the input image will be generated directly. The approach is
summarised in Algorithm 2.

Algorithm 2 SLIC mask generation

Recall from Definition 2 that the input image of dimensions H ×W can be defined as
fH×W .

1: Cluster fH×W into a partitioned set of image segments or superpixels using the
SLIC algorithm. The size of the superpixels is determined by means of hyper-
parameter tuning.

2: Generate a binary mask by randomly selecting the superpixels in Step 1 until
a pre-specified (hyper-parameter) proportion of pixels, say ρ, of fH×W has been
sampled. Each element of the binary mask is encoded as a 1 if it belongs to a
sampled superpixel and zero otherwise.

3: Generate the masked image and proceed further using standard D-RISE method-
ology.

Fig. 3. The superpixels of an image created by SLIC.

Unlike the random clusters generated in binary masks by D-RISE, the SLIC
approach partitions the input image into segments, each of which containing
pixels that share certain characteristics. In other words, the SLIC mask gener-
ation procedure utilises contextual information to further extend the notion of
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explainability. Figure 3 illustrates the superpixels created by the SLIC algorithm
on a PASCAL VOC [7] image.

4 Synthetic data analysis

The synthetic experiment is designed to test and compare the performance of
D-RISE and AD-RISE. A pretained YOLOV3 [28] object detector is used on im-
ages from both the PASCAL VOC [7] and MS COCO datasets. The YOLOV3 is
selected based on its usage in [24]. The saliency map results using both D-RISE’s
and AD-RISE’s binary mask generation for N ∈ {1000, 2000, 5000} masks are
compared. The results for all binary mask generation techniques are summarised
in Figures 4 and 5. Three things are worth noting from the aforementioned fig-
ures. First, D-RISE has the worst performing saliency map at 2000 masks. Sec-
ond, the saliency maps for AD-RISE at 2000 masks are arguably better than
those of D-RISE at 5000 masks. Lastly, both D-RISE and AD-RISE have ade-
quate saliency map performance at 5000 masks.

Method D-RISE AD-RISE: PLS AD-RISE: SLIC

1000 masks

2000 masks

5000 masks

Fig. 4. Saliency map performance using D-RISE’s random binary mask generation and
AD-RISE’s proportional Level-sets and SLIC binary mask generation. The saliency
map result are based on N ∈ {1000, 2000, 5000} masks. Image source: PASCAL VOC
[7].
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Method D-RISE AD-RISE: PLS AD-RISE: SLIC

1000 masks

2000 masks

5000 masks

Fig. 5. Saliency map performance using D-RISE’s random binary mask generation and
AD-RISE’s proportional Level-sets and SLIC binary mask generation. The saliency
map result are based on N ∈ {1000, 2000, 5000} masks. Image source: MS-COCO.

5 Automotive manufacturing application

The highly competitive nature of the automotive industry requires manufactur-
ers and organisations to remain on the the precipice of technological innovation
and adoption thereof. A particular area of importance is quality control as it
may directly impact the brand image. The usage of DNNs (in particular object
detection) within vehicle manufacturing plants can greatly improve the speed,
quality, latency and costs of inspection compared to human inspectors.

The quality control use case of interest here aims to detect the presence of
a particular plug in the engine bay of a vehicle during the production process.
In addition, the model predicts whether the plug is closed (label: verblockung)
or open (label: ohne verblockung). A RetinaNet with a ResNet-50 backbone is
used as the object detector of choice due to its accuracy and speed with dense
and small scale object detection [16]. A typical example of an engine bay with an
open plug is given in Figure 6. To allow for explainability of the object detector’s
performance, saliency maps are incorporated. In particular, both D-RISE and
AD-RISE are used to generate saliency maps for the aforementioned use case.
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OhneVerblockung

Fig. 6. An example of an engine bay with a correctly predicted bounding box and class
label for an open (ohne verblocking) plug.

The results in Section 3 allude to the fact that AD-RISE’s mask generation
techniques are more efficient than those of D-RISE. In other words, the number
of masks required to obtain adequate performing saliency maps is significantly
less when using AD-RISE. In addition to visual comparisons, the goal here is
to assess the proportion of masks required by AD-RISE to achieve equivalent
D-RISE saliency map performance. This is achieved as follows: a random set of
five engine bay images are selected and passed through the RetinaNet for model
predictions. Next, D-RISE is used to calculate the saliency maps for each image
using N ∈ {50, 100} masks, followed by the calculation of the area of converged
high attention. The area of converged high attention, is given by the ratio of
the total area of high attention (normalised saliency pixel values above 0.8) and
the area of the bounding box; a ratio closer to 1 indicates better converged
attention. The saliency maps are recalculated using the proportional level-set
mask generation techniques of AD-RISE. The number of masks used within the
AD-RISE saliency map computation is increased incrementally until the area of
converged high attention equals that of D-RISE. The results are summarised in
Table 1 for AD-RISE PLS and in Table 2 for AD-RISE SLIC. On average, AD-
RISE requires at least 30% fewer masks to achieve the saliency map performance
of D-RISE. This is beneficial given that each masked image is passed through
the object detector and fewer masks imply lower computation cost and time.

The results in Figure 7 follow the same trend as those in Section 4. First,
AD-RISE requires significantly fewer masks to achieve adequate saliency map
performance when compared to D-RISE. Second, both AD-RISE and D-RISE
converge to adequate saliency map performance as the number of masks in-
crease. Third, both AD-RISE and D-RISE display sub par performance when
the mask count is low. Lastly, AD-RISE’s mask generation procedure is intuitive
and explainable given its use of contextual pixel information.
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Table 1. The proportion of masked required by AD-RISE PLS to converge to the same
area of high attention than D-RISE.

Image D-RISE: Number AD-RISE(PLS): Number Proportion of
of masks of masks required masks required

1 50 23 0.46
2 50 39 0.78
3 50 49 0.98
4 50 23 0.46
5 50 36 0.72
1 100 47 0.47
2 100 46 0.46
3 100 49 0.49
4 100 46 0.46
5 100 46 0.46

Table 2. The proportion of masked required by AD-RISE SLIC to converge to the
same area of high attention than D-RISE.

Image D-RISE: Number AD-RISE(SLIC): Number Proportion of
of masks of masks required masks required

1 50 28 0.56
2 50 21 0.42
3 50 28 0.56
4 50 49 0.98
5 50 45 0.90
1 100 58 0.58
2 100 74 0.74
3 100 37 0.37
4 100 48 0.48
5 100 57 0.57

6 Discussion and Conclusion

This paper enhances D-RISE’s saliency map attribution technique by replacing
its simple random sampling binary mask generation with informative sampling
techniques. The enhanced D-RISE methodology, namely AD-RISE, retains the
desirable model agnostic architecture of D-RISE, however, utilises PLS or struc-
tured SLIC clustering for binary mask generation. The applications in Sections 3
and 5 highlight the efficiency of AD-RISE, in that at least 30% fewer masks, on
average, are required for acceptable saliency map performance when compared
to D-RISE. In addition, AD-RISE extends the notion of explainability within
its mask generation process by sampling regions of pixels proportional to the
amount of information contained therein or by using contextual similarity.

Extending AD-RISE to generate saliency maps for multiple objects is cur-
rently underway. In addition, a mask generation technique that initially makes
use of SLIC clustering followed by the calculation of the number level-sets in
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Method D-RISE AD-RISE: PLS AD-RISE: SLIC

10 masks

50 masks

100 masks

Fig. 7. Saliency maps of a premium German automotive engine bay using D-RISE’s
random binary mask generation and AD-RISE’s proportional Level-sets, as well as
SLIC binary mask generation. The saliency map result are based on N ∈ {10, 50, 100}
masks.

each superpixel as the sampling probability is being investigated. An analytic
study of the various hyper-parameters used by this method will be investigated
in future work. A quantitative performance evaluation to compare the various
saliency map techniques will also be investigated in future work. Testing on more
use cases and datasets will be done in future work including synthetic and real
life datasets.
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Abstract. Compressed air systems are inefficient and, as a result, con-
sume considerable amounts of energy. The present control philosophy of
the compressors supplying the vast compressed air networks in deep-level
mines, for example, involves time-based set-points. Such a philosophy
does not consider the demand or activity levels throughout the different
mining shifts or levels. This lack of dynamic control within the mining
industry presents opportunity for more sustainable energy management
strategies using Industry 4.0 technologies, such as artificial intelligence.
An Artificial Neural Network (ANN) was developed and used to im-
plement predictive control on a deep-level mine’s dynamic compressed
air network. The use of an ANN is the first appearance in literature to
control compressed air systems in the deep-level mining industry. The
algorithm reduced energy wastage by eliminating the unnecessary pres-
surisation during low demand periods. The predictive control philosophy
was verified using a thermohydraulic simulation model, with an error be-
low 4.5%. The predictive control was implemented as the primary control
and provided two mining levels with pressures within 2.8% absolute error
of the pressure set-point. A sustainable financial benefit for the mine of
R20-million ($1.33-million1) per annum, equivalent to 24 GWh, is achiev-
able by eliminating energy wastages in the compressed air network.

Keywords: energy management · neural network · deep learning · com-
pressed air network · energy sustainability · predictive control · thermo-
hydraulic simulation · deep-level mining

1 Introduction

1.1 Background

The South African deep-level mining industry is experiencing a decline in pro-
duction due to increased operating costs [1, 2]. The gold reserves are becom-
ing increasingly difficult to extract, resulting in larger operating costs and slim
profit margins. By implementing more sustainable energy management strate-
gies, marginally profitable mines can continue to operate.

1$1=R15.04 on 7 November 2021
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Deep-level mines predominantly make use of compressed air for the drilling
process, as well as other mining-related activities. The mining space and com-
pressed air networks span up 7 km by 5 km and are up to 4 km deep. Large
centrifugal compressors are used to generate the compressed air, and account for
approximately 20% of the mine’s total electricity usage [3, 4]. As a result, optimi-
sation of the compressed air network and compressors will result in a significant
reduction in electricity costs.

The compressor load is pressure-controlled, and the pressure supply set-point
is based on personnel shift times. Different activities require different pressures
throughout the day. The result is that energy is used to unnecessarily pressurise
the vast network to accommodate possible drilling activity [5]. Figure 1 indicates
the typical gauge pressure supply set-point against the practical requirements
(demand) for a given drilling shift (07:30 – 12:00).

Fig. 1. Pressure set-point against actual pressure requirements for typical drilling shift
in a mine

Present compressor infrastructure was designed in large step-responses. This
means that a large machine would be started in order to supply the drilling
shift’s pressure demand. Such a large machine, however, often overcompensates
for the demand, resulting in the compressors not operating optimally [6, 7]. The
control of the compressors is done manually, resulting in untimely and inefficient
switching between compressors. This leads to either production delays or blow-
off events.

The present supply-side of the compressed air control consists of pressure
control valves installed on the stations of each of the production levels with
time-dependent pressure set-points for the compressors. Time-based control of
the supply results in inefficiencies due to premature system pressurisation and
tardy depressurisation [8], indicated in Figure 1. The demand-side for compressed
air, as opposed to the supply-side, is not fixed to a schedule as transportation
systems are inconsistent and the time needed to complete the work is erratic.
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Dynamic control is required to adequately match the demand and supply.
However, dynamic control requires a level of prediction and optimisation [9].
This often results in large computational requirements which can be reduced
through the use of Artificial Intelligence (AI) [10, 11].

1.2 Literature Review

Compressed air energy usage has been reduced in the mining industry through
two main methods, namely; identification of wastage in the demand-side, and
optimisation of the supply-side. Wastages were reduced mainly through isolation
valves before the mining areas [12–14], and the supply of the network is opti-
mised through compressor selection [8, 15]. However, dynamic control has not
been considered in reducing compressed air energy usage, due to infrastructure
limitations. The need exists for a system that satisfies the demand in a more
dynamic and responsive manner to reduce energy wastage. Feedback is neglected
in the current control process and, as a result, set-points cannot be adjusted to
accommodate for the changing requirements. Other mining systems involve a
level of dynamic control but no feedback is provided as the control is based only
on the inputs to the system [16].

This also comments on the mining industry’s lack of Industry 4.0 ideologies,
which could make the operation more profitable and sustainable [17–19]. Re-
cent developments in the deep-level mining industry involve in-stope (demand
side) instrumentation as well as missing person locator data [20]. Neither of the
two developments have been used to control any deep-level mining systems. Dy-
namic control has been implemented on various gas systems, outside the mining
industry, but not on compressed air systems [21].

The demand instrumentation logs instantaneous flow- and pressure measure-
ments to a Supervisory Control and Data Acquisition (SCADA) system. The flow
indicates the current demand for compressed air and the pressure indicates the
pressure drops throughout the vast compressed air network. This provides the
feedback information needed for a dynamic control system. The data obtained
from the instrumentation can also be used for real-time efficiency tracking and
improvement analysis [22].

Dynamic control of the compressed air network also requires a prediction
mechanism to identify the required surface-pressure based on the flow- and
pressure underground. Various mechanisms can be used to predict the surface-
pressure or control the pressure, such as a neural network [23] or simple Propor-
tional, Integral and Derivative (PID) controller with feedback [24, 25]. Neural
networks are typically used in predictive control [26, 27], but are not found on
large systems due to the lack of sensory equipment. The deep-level mining indus-
try also does not make use of predictive control due to infrastructure restraints,
however, demand instrumentation can relieve these restraints and allow predic-
tive control to be implemented.

Demand instrumentation data can be used to train an Artificial Neural Net-
work (ANN) which could be used to implement predictive control. An ANN
does not require massive amounts of data to be trained according to the model.
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The compressed air network changes and develops constantly [28] and, as a re-
sult, the predictive control model will need to be updated constantly making
an ANN an ideal methodology [29]. Similar applications for ANNs show that
an ANN outperforms semi-empirical methods, statistical methods and Response
Surface Methodology [30, 31]. Utilising an ANN can provide results similar to
FEM analysis results [32]

1.3 Problem Statement and Objectives

The mining industry controls compressors using static set-points and a dynamic
demand is not considered. This results in oversupply and energy wastage.

This study will implement an ANN prediction control mechanism on a mine’s
compressed air network, to identify the required surface pressure, based on the
flow and pressure underground. The demand instrumentation is limited to three
levels of a mine. The predictive control is calibrated and verified using simulation
software.

The novel contributions of this study include the use of an ANN to dynam-
ically control a mine’s vast compressed air system in order to reduce electricity
use. Based on literature, no reference could be found of dynamic control imple-
mented on a mine’s compressed air network for the purposes of energy manage-
ment. The use of neural networks to characterise systems are also not found in
the mining industry, or on any large industrial networks in general. Implementing
predictive control on such a network offers unique energy-savings opportunities.

2 Methodology

The present SCADA system can effectively control the surface-pressure of the
compressed air network to specified set-points [25]. The solution needs to incor-
porate the demand measurements and compute a required set-point. The set-
point will also take into account the pressure necessary for drilling and cleaning.

An ANN was designed to predict the surface required pressure (the top pres-
sure sensor next to the compressors in Figure 3) based on the flow and pressure
of each working area underground. The demand is characterised by a flow and
pressure correlation [33, 34]. Both pressure and flow measurements were used to
develop the ANN. Figure 2 depicts the case study methodology application as
validation of the ANN as a predictive control method in the mining industry
[35].

Fig. 2. Overview of method developing and testing the ANN
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2.1 Data Acquisition

The present SCADA system logs historical data for the system. The surface
pressure, level flows and level pressures are the key parameters that are logged
and can be used to train the ANN. Figure 3 depicts the holistic overview of
the key parameters in the system. Figure 2 also depicts a simplified view of the
compressed air network layout.

Fig. 3. Compressed air system holistic overview layout

Historical data is necessary to train the ANN. The ANN then needs to de-
termine a relationship between the compressed air usage, flow and the pressure-
drop to that specific level, based on the usage. Thus, all time-based data (various
shifts, weekdays and weekends) was applicable. Weekend and weekday data were
obtained and separated for training the ANN as the schedules differ. The ob-
tained data covers operating conditions with ideal and non-ideal states. All the
data is applicable but not all of it is reliable due to network errors and sen-
sor failures. For this reason, the data was filtered and validated, through mass
flow balances, to ensure that the dataset was an accurate representation of the
system.

2.2 Control Philosophy

The present control philosophy consists of valve control on each level and a
constant surface set-point for the compressors. The surface pressure is, as a re-
sult, higher than the pressure after the control valve, resulting in energy wastage.
Implementing surface control will reduce energy wastage without impacting pro-
duction. Figure 4 shows the control flow diagram.
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Fig. 4. Control flow diagram for mine compressed air networks2

The ANN predicts the surface-pressure that is required for the present opera-
tion and demand. The compressors, based on this prediction, supply the required
pressure to the compressed air network to satisfy the demand. A pressure change
across the compressed air network exists and the instrumentation measures the
resultant pressure that the working area receives as well as the flow demand.
This information is then fed back into the ANN, and the process is repeated
continuously.
The set-point received by the ANN is dependent on the activity. Various activ-
ity levels pertaining to compressed air exist in a mine, namely drilling, cleaning,
tramming and no activity [36]. The different activities have different pressure
requirements. Table 1 lists the various activities and their respective pressure
requirements [36].

Table 1. Pressure set-points for various mining activities

Activity Set-point [kPa]

Drilling 600
Cleaning 600

Tramming 480
No activity 150

The drilling- and cleaning shifts require the highest pressure to allow for opti-
mal productivity. The drills and cleaning equipment provide higher productivity
rates at higher pressures with the minimum requirement being 450 kPa [36]. The
tramming shift requires adequate pressure for pneumatic loaders that are used

26 - Mining Technology — Mining News and Views
Updated Daily.” [Online]. Available: https://www.mining-
technology.com/contractors/drilling/canun/attachment/canun6/.
L. Mackay, S. Bluhm, and J. van Rensburg, “Refrigeration and cooling concepts for
ultra-deep platinum mining,” in The 4th International Platinum Conference, Platinum
in transition ‘Boom or Bust.’
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to load ore in the ore transportation system. During no activity, a pressure is
still required to maintain the life-sustaining support systems underground, e.g.
refuge bays.

2.3 Neural Network Development and Training

An ANN was developed using the programming language Python utilising the
TensorFlow machine learning platform. The network comprised of three layers
with the final layer determining the pressure set-point, visualised in Figure 5.

Fig. 5. Simplified ANN visualisation

The data consisted of three levels’ pressures and flows as well as the surface-
pressure. The training dataset makes use of the surface-pressure for the ANN to
correlate pressure drops based on different demands. The ANN will thus predict
the surface-pressure to be used as the set-point during implementation. Training
of the ANN uses Half-hourly data for two years of level flows and level pressures
as inputs and the target value, i.e. the output, is the corresponding surface
pressure, which surmounts to 250 000 data points. The pressure values range
between 200 kPa and 700 kPa while the flow values range between 1 kg/s and
32 kg/s Table 2 indicates the structure of the training dataset.

Table 2. Training dataset structure for the ANN

Inputs Outputs

Level 1 pressure [kPa]

Surface pressure [kPa]

Level 1 flow [kg/s]
Level 2 pressure [kPa]

Level 2 flow [kg/s]
Level 3 pressure [kPa]

Level 3 flow [kg/s]

The filtered data was used to train the ANN. The dataset was randomly
split into an 80% training dataset and a 20% validation dataset. The weights,
as seen in Figure 5, are adjusted during training so that the correlation between
the inputs and outputs of the ANN are characteristic of the physical system.
The hidden layer allows for a multivariable relationship between inputs and the
output.
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Additionally, an early stop approach was used to prevent overfitting the ANN
to the training data. Overfitting will result in the ANN being an accurate rep-
resentation of the dataset but not of the system. The early stop criterium was
the mean squared error of the training value. The final mean absolute error was
25 kPa, which is equivalent to an error of 4.5%, on the validation dataset. An
error below 5% is acceptable due to the tolerances of the sensory equipment and
lack of sensory equipment on some consumers. Figure 6 indicates the actual and
predicted pressures depicted across a 48-point day profile.

Fig. 6. Validation data comparison for trained ANN

The 4.5% error stems from the compressors affected by consumers that are
not measured, such as gold plants and workshops, and is thus neglected in this
study. Instrumentation is required to measure the rest of the consumers, i.e.
the gold plants and workshops, on the compressed air network to develop an
accurate predictive model. The resulting ANN was, in spite of the unmeasured
consumers, able to predict the surface pressure to within an accuracy of 4.5%.

2.4 Simulation calibration and verification

The compressed air network was simplified and modelled using Process Toolbox
(PTB). PTB is a transient thermal hydraulic system simulation and optimisa-
tion tool that can be used to model and optimise compressed air networks. PTB
is a simulation software package that has been used for verification and thermo-
hydraulic scenario simulation in the mining industry [37–39]. Figure 7 shows a
section of the PTB simulation of the compressed air system. This figure high-
lights the complex nature that a thermohydraulic simulation of a compressed air
network entails.

The thermohydraulic simulation model was then calibrated to obtain an av-
erage error on the pressure and flow of each level, to within an error of 1.8%.
Figure 8 indicates the flow (actual and simulated) and pressure (actual and
simulated). The calibration for Levels 2 and 3 showed similar results.
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Fig. 7. PTB simulation of the compressed air system highlighting the intricate layout
of typical underground compressed air networks

Fig. 8. Actual pressure and flow against the simulated pressure and flow for Level 1

2.5 Implementation and Validation

Once the thermohydraulic simulation model was verified, a new set of data was
entered into the simulation. The neural network used the data to predict surface
compressor set-points based on the demand and operation. The surface compres-
sor set-points were then used as inputs to the thermohydraulic simulation model
and the level pressures were determined. The level pressures were then compared
to the level pressure set-points. The results are discussed in the following section.

3 Results and Discussion

3.1 Simulation and Verification Results

From the solution development, it was determined that the ANN requires two
inputs; namely, pressure set-points, and flow- and pressure data. Using the vary-
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ing demand, illustrated in Figure 1, set-points were determined for the levels for
a typical operational day. The set-points are time-dependent and represent the
requirements of mining personnel. Figure 9 indicates the set-points that mimic
the mining activity during a day.

Fig. 9. Actual level pressure set-points

The pressure set-points were entered as inputs to the neural network and the
surface set-point is then determined. The surface set-point is then entered into
the thermohydraulic simulation model which, in turn, calculates the expected
level pressures based on the surface set-point. The comparisons for the level
pressure of Level 2, the limiting level, can be found in Figure 10. A summary of
the results is presented in Table 3.

Fig. 10. Level 2 simulation model’s predicted pressure compared to the set-point de-
termined by the ANN
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Table 3. Summary of simulation model predicted pressures compared to the set-point
of Level 1, 2 and 3

Level Average Absolute Error Lowest Pressure in Drilling Shift

Level 1 22% 700 kPa
Level 2 4% 550 kPa
Level 3 3% 575 kPa

The predicted pressure of Level 1 is higher than the set-point, as seen in Ta-
ble 3. Level 1 is the level closest to the surface compressors resulting in a lower
pressure drop. Consequently, higher pressures are available to drill with, improv-
ing productivity. Thus, there are no implications for the increased pressure on
the level.

The predicted pressures experienced by each level will not negatively affect
production as the lowest pressure during drilling shift is 550 kPa, which is suffi-
cient [40]. The result is that the ANN can correctly predict the surface pressure
based on the demand and activity. The delay between the surface pressure in-
crease and level pressure increase is approximately 2 minutes [41]. The delay is
negligible due to the operating pressure requirements being 100 kPa less than
the pressure set-points and the pressure cannot drop this far, due to normal
demand operation, in two minutes [12].

3.2 Implementation and Validation Results

The ANN was implemented on a mine case study in South Africa. The mine
continued to implement the secondary valve control on Level 2 and Level 3
which caused a large deviation between the set-point and actual pressure. The
set-point for the levels was kept constant (500 kPa) for most of the day to prevent
the influence of the secondary control. This way the ANN control method could
be validated and the pressure requirements of the gold plant maintained. The
level pressures and the stable set-points can be seen in Figure 11.

Level 1 was supplied with an average of 63 kPa higher than the set-point,
as seen in Figure 11. The average absolute error for the level was 13.61%. The
pressure on Level 1 will be higher than the set-point due to the lower two levels
being the determining factors. The increased pressure will result in improved
productivity due to the higher penetration rate of the pneumatic rockdrills [42].

As seen in Figure 11, the level pressure for Level 2 was close to the set-point,
with an average absolute error of 2.83%, excluding the shaded area. The shaded
area indicates the time during which the secondary control valves were used to
regulate the pressure on the level, as there is no activity during this time. The
secondary control valves were not affected by the ANN control method as they
function independently from the SCADA system with manual setpoints. The
lowest pressure experienced, excluding the secondary control valve intervention,
was 472 kPa.
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Fig. 11. Level 1, 2 and 3 practical implementation pressure comparison

Level 3 received a pressure within 1.19% average absolute error of the set-
point, excluding the secondary control valve intervention. As seen in Figure 11,
the lowest pressure experienced as a result of the ANN was 485 kPa.

3.3 Discussion

The ANN was able to accurately control the various level pressures to the re-
quired set-point. The control model is not able to isolate levels and provide
level-specific requirements due to the entire network being supplied by surface
compressors. Further control, including level-specific control and isolation, will
require the installation of level valves. Valves are not ideal for primary control as
they dissipate energy to maintain a set-point and, as a result, pressure control
should be the primary control before that of level valve control, which acts as
the secondary control.

A risk exists that the ANN predicts a pressure that results in a lower pres-
sure experienced on the levels. The effect of this is that drilling shift will take
longer than usual but no lives will be endangered as the procedures are in place
to ensure the safety of staff in such circumstances. An improvement would be
to implement a back propagating ANN to ensure that the pressure set-point
is adjusted according to present demand and infrastructure opposed to being
adjusted according to training infrastructure.

The possible financial impact of implementing predictive control on the three
levels amounts to a total savings of R20-million ($1.33-million3) per annum,
equivalent to 24 GWh. There was no cost for implementation as the existing
infrastructure can control the set-points to this schedule. The cost saving is
achievable by eliminating wastage caused by oversupply of the compressed air
network when it is not required. Implementing level isolation predictive control

3$1=R15.04 on 7 November 2021
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on the secondary control valves will further reduce the operating cost of the
compressed air system.

4 Conclusion

The South African mining industry has numerous mines that are marginally prof-
itable and are at risk of closing down. The rising electricity costs have resulted
in increased operating costs requiring intervention through energy management
strategies. Compressed air systems are amongst the largest energy consumers in
the mining industry.

From literature, it was noted that a lack of energy management technologies
is evident within the industry. This accounts for the lack of dynamic control
philosophies on large energy-consuming systems. Consequently, a solution was
developed using a thermohydraulic simulation model and ANN to control the
pressure of a mine case study’s compressed air network.

The ANN was trained to predict the required surface-pressure, using historic
flow- and pressure data for three levels in a mine case study. The ANN predicts a
pressure set-point, which is then fed into the thermohydraulic simulation model.
The thermohydraulic model was used to predict the pressures of the three differ-
ent levels within the mine and verified within an accuracy of 4.5% of measured
data.

The developed ANN was then implemented on a mine and was able to provide
a pressure to each level within 2.83% absolute error of the set-point for two
levels. The level closest to the surface compressors received a pressure within
an absolute error of 13.61% of the set-point. The level received a pressure of
approximately 60 kPa higher than the set-point. This is not a concern as it is
not the determining level for the set-point control.

The predictive control can potentially decrease the electricity cost of the com-
pressed air system by approximately R20-million ($1.33-million4) per annum,
equivalent to 24 GWh. The potential benefit is a result of the predictive con-
trol eliminating wastage caused by premature system pressurisation and tardy
depressurisation. Further wastage reduction can be achieved by level-isolation
predictive control on the secondary control valves.

The predictive control on the surface pressure provides primary control and
secondary control will need to be implemented using control valves to further
isolate and control each level independent of the rest of the mine. This will also
solve the oversupply issue of some of the levels that are nearer to the surface
compressors. Further research is required to develop an encompassing control
system that considers the demand and activity for each level separately to satisfy
the demand optimally.
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“Implementing a DIKW model on a deep mine cooling system,” International
Journal of Mining Science and Technology, vol. 29, no. 2, pp. 319–326, 2019.

23. Y. Zhang, Q. Li, W. Zhang, Y. Liu, and Z. Xue, “Weighted Multiple Neural Net-
work Boundary Control for a Flexible Manipulator with Uncertain Parameters,”
IEEE Access, vol. 7, pp. 57 633–57 641, 2019.

24. Y. Asai, K. Hirata, and T. Ota, “PID feedback control method for linear resonant
actuator using an estimated external load from the back-EMF as a target voltage,”
SPEEDAM 2012 - 21st International Symposium on Power Electronics, Electrical
Drives, Automation and Motion, pp. 1547–1551, 2012.

25. X. Z. Meng, H. L. Liu, W. Song, W. C. Wang, and Z. S. Hou, “Application of
Fuzzy-PID Control in the Air Supply System with Constant Pressure for Mine
Compressor,” Applied Mechanics and Materials, vol. 433-435, pp. 183–187, 2013.

26. F. Chu, F. Wang, X. Wang, and S. Zhang, “A hybrid artificial neural network-
mechanistic model for centrifugal compressor,” Neural Computing and Applica-
tions, vol. 24, no. 6, pp. 1259–1268, 2014.

27. E. Martinez and J. Wilson, “A hybrid neural network-first principles approach to
batch unit optimisation,” Computers & Chemical Engineering, vol. 22, no. 98, pp.
S893–S896, 1998.

28. F. C. Barnard and L. J. Grobler, “Baseline service level adjustment methodologies
for energy efficiency projects on compressed air systems in the mining industry,”
Proceedings of the 9th Conference on the Industrial and Commercial Use of Energy,
ICUE 2012, pp. 61–68, 2012.

29. R. A. Patel and B. R. Bhalja, “Induction motor rotor fault detection using Artifi-
cial Neural Network,” in International Conference on Energy Systems and Appli-
cations, ICESA 2015, no. Icesa. IEEE, 2016, pp. 45–50.

SACAIR’21 Proceedings Volume II Harmse ar al.

169



30. V. Nedic, D. Despotovic, S. Cvetanovic, M. Despotovic, and S. Babic, “Compar-
ison of classical statistical methods and artificial neural network in traffic noise
prediction,” Environmental Impact Assessment Review, vol. 49, pp. 24–30, 2014.

31. S. Youssefi, Z. Emam-Djomeh, and S. M. Mousavi, “Comparison of artificial neural
network (ANN) and response surface methodology (RSM) in the prediction of
quality parameters of spray-dried pomegranate juice,” Drying Technology, vol. 27,
no. 7, pp. 910–917, 2009.

32. Z. J. Lyu, J. Zhang, N. Zhao, Q. Xiang, Y. M. Song, and J. Li, “A
Comparative Study on the Performance of FEM, RA and ANN Methods
in Strength Prediction of Pallet-Rack Stub Columns,” International Journal
of Steel Structures, vol. 20, no. 5, pp. 1509–1526, 2020. [Online]. Available:
https://doi.org/10.1007/s13296-020-00386-6

33. K. W. Bong, S. C. Chapin, D. C. Pregibon, D. Baah, T. M. Floyd-Smith, and P. S.
Doyle, “Compressed-air flow control system,” Lab on a Chip, vol. 11, no. 4, pp.
743–747, 2011.

34. A. M. Kostygov and A. V. Kychkin, “A monitoring and proactive control system
of a group of compressors,” Russian Electrical Engineering, vol. 88, no. 11, pp.
720–724, 2017.

35. S. Teegavarapu, J. D. Summers, and G. M. Mocko, “Case study method for design
research: A justification,” Proceedings of the ASME Design Engineering Technical
Conference, vol. 4, no. May, pp. 495–503, 2008.

36. W. Shaw, M. Mathews, and J. Marais, “Using specific energy as a metric to
characterise compressor system performance,” Sustainable Energy Technologies
and Assessments, vol. 31, no. November 2018, pp. 329–338, 2019. [Online].
Available: https://doi.org/10.1016/j.seta.2018.12.017
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Abstract. Language models are the foundation of current neural network-
based models for natural language understanding and generation. How-
ever, research on the intrinsic performance of language models on African
languages has been extremely limited, and is made more challenging by
the lack of large or standardised training and evaluation sets that exist
for English and other high-resource languages. In this paper, we evaluate
the performance of open-vocabulary language models on low-resource
South African languages, using byte-pair encoding to handle the rich
morphology of these languages. We evaluate different variants of n-gram
models, feedforward neural networks, recurrent neural networks (RNNs),
and Transformers on small-scale datasets. Overall, well-regularized RNNs
give the best performance across two isiZulu and one Sepedi datasets.
Multilingual training further improves performance on these datasets.
We hope that this work will open new avenues for research into multi-
lingual and low-resource language modelling for African languages.

Keywords: natural language processing · language modelling · South
African languages · multilingual models · recurrent neural networks ·
transformers

1 Introduction

Language modelling has applications in many areas of NLP including machine
translation [33], information retrieval [4], speech recognition [10] and question
answering [17]. Improvements in language modelling have resulted in improved
model performance in the above tasks, making language modelling a valuable
area of study. High-resource languages have enjoyed substantial improvements
in language modelling performance in recent years due to large neural models
such as GPT-2 [26], BERT [8] and XLNet [34]. However, most African languages
are low-resource, and the limited availability of high-quality training data makes
training large language models challenging.

In this paper we focus on South African Benue-Congo languages, which are
better resourced than most other Benue-Congo languages, but still clearly low-
resource.1 The two groups of South African languages with the largest number

1 The Benue-Congo languages are a subdivision of the Niger-Congo language family.
Most Benue-Congo languages are part of what linguists refer to as the Bantu sub-
family.
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Ubusuku obuhle namaphupho amamnandi!
Ubu _suku obu _hle nama _phupho ama _mnandi !

Robalang gabotse
R _o _ba _la _ng gabotse

Fig. 1. Example sentences and their BPE tokenizations in isiZulu (top) and Sepedi
(bottom). The tokenizers use BPE vocabulary sizes of 8000 and 2000 respectively.

of total speakers are the Nguni and Sotho-Tswana groups of closely-related lan-
guages. In South Africa these languages represent 43.3% and 24.7% of speakers
respectively [18]. In our data sources, the isiZulu and Sepedi languages had the
largest amounts of text available, respectively, within these language groups.

In addition to the lack of large amounts of high quality data, Benue-Congo
languages are typologically2 very different from the Indo-European languages
most widely studied for language modelling. Even in large multilingual studies,
African languages are usually underrepresented if included at all. Benue-Congo
languages are agglutinative and morphologically rich [25]: Most words are formed
out of a combination of smaller morphological units; grammatical relations (such
as subject or object) are indicated by changes in the words rather than the
relative position of words in the sentence; and all nouns belong to one of a large
number of noun classes which governs the choice of many morphemes. This
leads to potentially very large and sparse word-level vocabulary, even though
individual morphemes or sub-words may be more frequent in a corpus (as they
are used in many different words).

This paper examines the application of n-gram models [5], feed-forward neu-
ral networks (FFNNs) [2], recurrent neural networks including Long Short Term
Memory (LSTMs) [14] and Transformer [31] models on isiZulu and Sepedi. We
use byte pair encoding (BPE) [27] to control the vocabulary size and to en-
able open-vocabulary language modelling (see Figure 1), making the choice of
vocabulary size a hyperparameter.

Our results show that the relative performance of the different model classes
is similar to what have been found in previous work on small-scale language
modelling in English and other languages. Well-regularized RNNs, the AWD-
LSTM [22] and QRNN [3], have the best overall performance, outperforming
the Transformer. The n-gram, FFNN and baseline LSTM models performed
worse across all datasets. We also perform an evaluation of multilingual train-
ing, showing that training on text from multiple related languages improves
performance without any modifications to the model architecture. The ben-
efits can be seen using text from either the same language group or a dif-
ferent but related language group, despite orthographic differences. The code,
data processing scripts, and trained versions of all our models can be found at
https://github.com/StuartMesham/low_resource_lm.

2 Typology refers to the linguistic properties and characterization of a language.
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2 Background

A language model assigns a probability P (Wn
1 ) to a sequence of n words Wn

1 =
w1, ..., wn. The probability is usually decomposed using the chain rule to predict
the words one at a time (from left to right) by assigning a probability to each
word for following the given context [15]:

P (Wn
1 ) =

n∏

k=2

P (wk|W k−1
1 ) . (1)

2.1 Sub-word Tokenization

Language models traditionally estimate the next word probability as a distri-
bution over a fixed vocabulary, where the input text has been tokenized into
words, and all words outside the vocabulary replaced with a special unknown
token. South African Benue-Congo languages are highly agglutinative, making
whole-word tokenization sub-optimal for language modelling due to potentially
large vocabulary sizes and subsequent data sparsity. In contrast, character-level
tokenization requires the model to learn to model very long sequences. To bet-
ter represent the structure of the languages, we use byte-pair encoding [11],
[27] to break words into sub-word units based on their frequency. Language
modelling with BPE has previously been shown to perform competitively for
open-vocabulary language modelling [23].

Byte-pair encoding is a compression algorithm which has been adapted for
sub-word tokenization. The algorithm starts with character-level tokens and finds
pairs of adjacent tokens which occur most frequently. These token pairs are
replaced with single tokens containing the concatenation of the characters in
each token. This process is repeated until a desired vocabulary size is reached
[27]. To ensure fair model evaluation, we train BPE tokenizers using only the
training sets. Example BPE tokenizations in isiZulu and Sepedi are shown in
Figure 1.

2.2 Evaluation

The quality of a language model can be evaluated either extrinsically or intrin-
sically. Extrinsic evaluation measures a model’s usefulness in some downstream
task such as speech recognition or machine translation whereas intrinsic evalua-
tion uses statistical measures to assess a model’s quality. In this paper we focus
on intrinsic evaluation metrics related to cross-entropy and perplexity.

In information theory, entropy represents the average number of units of in-
formation produced per observation [28]. The cross-entropy of a language model
on a given sample of text Wn

1 is estimated as

H(Wn
1 ) = − 1

n
log2 P (Wn

1 ) , (2)
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with the units of information being bits due to the log base 2 [15]. The more
accurately the model approximates the true distribution of the language, the
lower the cross-entropy. Language models with a fixed vocabulary are usually
evaluated based on perplexity, which is computed as 2H(Wn

1 ). However, closed-
vocabulary language models have to set the size of the vocabulary and treat all
other words as unknown. Consequently, perplexity cannot be compared directly
across models with different vocabularies.

In this paper we are studying open-vocabulary models, and we want the
choice of tokenization and vocabulary to be a modelling choice. This necessitates
an evaluation metric which is independent of the tokenization.

As evaluation metric we use bits per character (BPC), a measure of cross-
entropy which is normalised by the character length of the text and is therefore
independent of the tokenization. The BPC of a model on a test set Wn

1 is cal-
culated as

BPC(Wn
1 ) =

n

c
H(Wn

1 ) , (3)

where the text consists of c characters.

2.3 Models

n-gram Models n-gram language models make the Markov assumption of
restricting the conditioning context for predicting the next word to the last
n− 1 words [15]. Traditional n-grams are based on various smoothing methods,
of which modified Kneser-Ney smoothing [16] has been shown to lead to the best
performance in general [5]. Sparsity increases as the n-gram size increases, which
leads to practical limits on the size of n that is used.

Feedforward Neural Networks The first neural network-based language
models were based on feedforward neural networks (FFNNs), which also make
the Markov assumption, and are therefore effectively neuralized n-gram mod-
els [2]. One of the key advantages of neural language models over n-grams is
that word embeddings allow them to generalise better, as words with similar
meanings or grammatical functions will have similar embeddings [24].

The first layer of an FFNN takes the concatenation of the context word
embeddings as input. The embedding layer is learned jointly with the rest of
the model and weight-tied to the output layer, following standard practice in
RNN-based language modelling. We use a rectified linear unit as non-linearity.

LSTMs LSTMs [14] are a widely used variant of the standard recurrent neural
network (RNN) architecture allowing for longer term dependencies to be mod-
elled more effectively by using a number of gates along with a memory vector in
the recurrent cell. The gates and the memory vector enable information to pass
more effectively across time steps. LSTMs generally perform as well or better
than Gated Recurrent Units (GRUs) in language modelling, so we do not con-
sider GRUs or other gated RNN variants here. We use a Basic-LSTM model as
a baseline for the more complex AWD-LSTM and QRNN models (see below).
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This model is regularized using dropout, which temporarily hides a random
subset of neurons during each training step [29]. This adds noise and prevents the
model from being overly reliant on any particular neuron. However, dropout in
RNN models cannot be applied between time steps on the recurrent connection as
it inhibits the model’s ability to retain long term dependencies, so the standard
approach is to apply dropout only on the input and output connections [35].
The Basic-LSTM baseline does not use the more complex regularization and
optimization techniques used by the other models.

AWD-LSTM The AWD-LSTM model [21] is used widely for language mod-
elling and forms the basis of the current state-of-the-art language modelling on
small English datasets without dynamic evaluation [30]. In order to enable a fair
comparison across models we do not using a continuous cache pointer [13] or
dynamic evaluation.

The AWD-LSTM uses a number of improved regularization and optimiza-
tion techniques. Regularization is particularly important in low-resource settings.
DropConnect [32] is a form of dropout on the hidden-to-hidden weights.3 Vari-
ational dropout [12] generates a dropout mask once which is then used over the
entire forward and backward pass, rather than resampling at every timestep.
The AWD-LSTM model uses a combination of DropConnect for the hidden-to-
hidden transitions within the LSTM and variational dropout over the inputs
and outputs. Other techniques used include using variable length backpropaga-
tion sequences, word dropout (masking entire word embeddings), and L1 and
L2 regularisation.

Quasi-Recurrent Neural Networks The Quasi-Recurrent Neural Networks
(QRNN) [3] is a modification of RNNs that parallelizes parts of the RNN compu-
tation and obtained similar or even slightly better performance than the AWD-
LSTM on some English datasets [20]. The QRNN applies convolutional layers on
the input, followed by an recurrent pooling function resembling LSTM gating.
This significantly increases training speed compared to LSTMs of similar sizes.

Transformers The Transformer [31] presents another approach to speeding
up sequential processing over RNNs by relying entirely on attention mecha-
nisms [1] instead of recurrent connections for propagating information across
time steps. An attention mechanism can process all the input embeddings for
a (fixed-length) sequence simultaneously and selectively weight certain features
based on a learned function.

The original Transformer model was used for translation and has an encoder-
decoder structure [31]. For the task of language modelling, only the decoder

3 This method is particularly useful as it is applied once to the weight matrices before
the forward and backward pass, allowing the use of black box RNN implementations
such as NVIDIA’s cuDNN LSTM which can be many times faster due to hardware
optimisations [21].
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Table 1. Dataset sizes, reported in thousands of words, after preprocessing. The vali-
dation and test sets of each corpus are approximately equal in size.

Corpus Tokens (000s)
Training Valid/Test

NCHLT (isiZulu) 979 122
Isolezwe (isiZulu) 940 117
NCHLT (Sepedi) 1 357 170

architecture is used [19]. We follow the architecture used by GPT-2 [26]. A
learned positional embedding is added to each input token embedding. Multiple
layers, each including an attention and a feedforward sub-layer, are stacked to
create the larger model that can propagate information more efficiently across
time steps. In each attention sub-layer multiple attention mechanisms are used
to extract features; this strategy is termed multi-headed self-attention. Finally,
a residual connection and layer normalisation is applied over each sub-layer. To
regularise the Transformer models we use dropout on all weights of the model.

3 Experimental Setup

3.1 Datasets

We focus on language modelling for isiZulu and Sepedi, but we processed data
for all 11 non-European official South African languages, and use the other lan-
guages’ data for multilingual training (Section 5). We use two dataset sources:

NCHLT: We use the corpora from the National Centre for Human Language
Technology (NCHLT) Text project [9] made available by the South African Cen-
tre for Digital Language Resources (SADiLaR).4 Monolingual text corpora are
available for all 11 of South Africa’s official languages. We processed the cor-
pora for the Nguni languages (isiZulu, Siswati, isiNdebele and isiXhosa) and the
Sotho-Tswana languages (Sesotho, Sepedi, Setswana), as well as Xitsonga and
Tshivenda, the other two Benue-Congo languages. A significant proportion of
these texts were scraped from governmental websites. The corpora range in size
from 1 to 3 million tokens. Sepedi and isiZulu have the largest datasets in their
respective language groups.

Isolezwe: News articles from the isiZulu Isolezwe newspaper, one of the
largest daily African language newspapers in South Africa, have been scraped
and consolidated by the Newstools initiative.5 This is the largest publicly-available
newspaper corpus among the languages we are considering that we are aware of.
We use articles published between 2016 and 2020. The dataset has a similar size
to the NCHLT isiZulu corpus but provides a second evaluation domain.

4 Datasets are available at https://repo.sadilar.org/handle/20.500.12185/7
5 Available at https://github.com/newstools
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We performed a number of data preprocessing and normalization steps. We
removed instances of English, HTML and Javascript lines, and other repetitive
or erroneous data, as these would not naturally be found in general language.
Each dataset was split into a training, validation and test set using an 80% /
10% /10% split. The splits were done using sequential blocks to preserve the
order of the sentences. Table 1 compares the dataset sizes.

3.2 Model Implementation and Optimization

The BPE preprocessing for all models uses the HuggingFace tokenizers library.6

Due to computational constraints we were not able to train and evaluate models
across multiple random seeds.

n-gram Models We use an n-gram language model with modified Kneser-Ney
[5] smoothing, as implemented in KenLM.7 We tuned the models by testing BPE
vocabulary sizes ranging from 100 to 10000 and n-gram orders from 2 to 6. The
isiZulu and Sepedi models performed best with BPE vocabulary sizes of 500
and 2000 respectively. For all datasets, an n-gram order of 6 yielded the best
performance.

Feedforward Neural Networks We implemented a feed-forward neural net-
work (FFNN) language model in PyTorch so that it can be trained efficiently in
a similar manner to RNN and Transformer language models. The training data
is divided into chunks of 64 tokens and batched to enable parallel processing. We
follow the optimization and regularization setup of the FFNN baseline used by
[6]. We use a learning rate decay schedule where the learning rate is multiplied
by 0.25 after each epoch if the validation loss does not improve. The models
were trained for 50 epochs with a batch size of 32 and an AdamW weight decay
of 0.01. Both word embeddings and hidden layers had a size of 500.

Using grid search, we evaluated BPE vocabulary sizes 1000 and 2000 to 10
000 with an interval size of 2000, n-gram orders {2, 4, 6}, word embedding and
hidden layer sizes in the range {500, 2500} with an interval of 250, dropout rates
of {0.3, 0.5} and {2, 4, 6} hidden layers.

For both NCHLT isiZulu and NCHLT Sepedi a BPE vocabulary size of 8000
yielded the best performance, and on Isolezwe 10 000 performed best. For both
Isolezwe and NCHLT isiZulu, an n-gram order of 2 performed best and for
NCHLT Sepedi an order of 4. We were unable to find a fully satisfactory expla-
nation of why the FFNN did not perform better with higher n-gram orders.

LSTMs We use the PyTorch implementation of the AWD-LSTM [21].8 We
tuned its hyperparameters on the word-level WikiText-2 dataset as the starting

6 https://github.com/huggingface/tokenizers
7 Available at https://github.com/kpu/kenlm
8 Available at https://github.com/salesforce/awd-lstm-lm
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Fig. 2. The validation loss of the basic LSTM, AWD-LSTM and QRNN while training
on the NCHLT isiZulu dataset.

point for tuning our models, as the size of that dataset is comparable to ours.
We performed a partial grid search over the embedding size {400, 800}, hidden
layer size {1150, 1200, 1550}, number of layers {1, 2, 3, 4}, learning rate9 {5,
10, 30}, batch size {40, 80}, vocab size {2500, 5000, 7500, 10000} as well as
dropout rate {0 - 0.7} and weight drop {0 - 0.5} (both in increments of 0.1) and
L1/L2 regularisation values {0, 1, 2}. Model development was primarily done
on the isiZulu NCHLT corpus. Most improvement came from increasing the
total model size by either increasing the number of hidden layers or increasing
the input embedding size. Changing the BPE vocabulary size did not have a
significant effect on performance. The Basic LSTM was tuned similarly, aside
from excluding the regularization techniques it does not use.

QRNN The QRNN is also implemented in the AWD-LSTM packages. We tuned
the embedding size, vocabulary size, number of hidden layers and batch size,
using similar ranges as for the AWD-LSTM. The best QRNNs used an embedding
size of 800, hidden layer sizes of 1550, and 4 hidden layers.

Figure 2 shows how the validation loss changes while the RNN-based models
(Basic LSTM, AWD-LSTM, and QRNN) train on the NCHLT isiZulu corpus.
The plot shows how the QRNN’s loss decreases faster than that of the AWD-
LSTM time. The Basic LSTM initially trains faster, but then overfits drastically.

9 Following previous work we start with a large learning rate, which is then reduced
during training.
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Table 2. Language modelling results on the isiZulu and Sepedi corpora, reported as
bits-per-character (BPC). The BPE vocabulary size and number of parameters of each
model are also given.

NCHLT (isiZulu) Isolezwe (isiZulu) NCHLT (Sepedi)

Model Params Vocab BPC Params Vocab BPC Params Vocab BPC

n-gram 7.5M 500 1.588 6.9M 500 1.544 5.7M 2000 1.656
FFNN 4.7M 8000 1.572 5.7M 10000 1.532 5.1M 8000 1.723

Basic-LSTM 3.3M 5000 1.548 3.3M 5000 1.677 3.3M 5000 1.625
AWD-LSTM 29.8M 5000 1.325 29.8M 5000 1.259 29.8M 5000 1.421
QRNN 29.5M 10000 1.323 29.5M 10000 1.264 29.5M 5000 1.421

Transformer 8.6M 8000 1.391 8.6M 8000 1.320 7.1M 2000 1.495

Transformers We used the GPT-2 [26] PyTorch implementation provided by
the open-source HuggingFace transformers library.10 The training data was fed
to the model in blocks of 128 consecutive tokens with a batch size of 32, created
using a sliding window over the training data with a stride of 16 tokens. Model
evaluation was performed using an input block size of 128 with a stride of 64.

For hyperparameter tuning, models were trained for up to 200k steps, with
evaluation on a validation set every 5k steps. Training was stopped early if
the validation loss did not decrease after any four successive evaluations. The
model and vocabulary sizes were tuned first with little regularization to ensure
that the models had enough capacity to overfit the data. Increasing amounts of
regularization were then applied until the model no longer overfit the data.

We used 8 hidden layers and 8 attention heads. Preliminary experiments
showed that the model was relatively insensitive to the number of hidden layers
and the number of attention heads. We used an initial learning rate of 10−4

with a learning rate schedule that linearly decreases to 0 over the course of the
training. Across all 3 corpora, the best performing models had a hidden layer
size of 256, a dropout probability of 0.3 and a weight decay of 0.2. The isiZulu
and Sepedi models performed best with BPE vocabulary sizes of 8000 and 2000
respectively.

4 Results and Discussion

4.1 Results

All the test set results are given in Table 2. The n-gram and FFNN language
models performed fairly similarly to each other across the datasets and lan-
guages, even though the FFNNs used smaller n-gram orders. On the isiZulu
datasets, the FFNN performed slightly better than the n-gram models, while on
the Sepedi dataset the n-gram model performed better. On all datasets, we found

10 https://huggingface.co/transformers/
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Fig. 3. Test set results (as reported in Table 2), plotted to show the relative perfor-
mance of the models on each of the three datasets (lower is better). The AWD-LSTM
and QRNN consistently outperform the other models while within close margin of each
other, followed by the Transformer, while the n-gram, FFNN and Basic-LSTM perform
substantially worse.

that the n-gram models tended to perform better with smaller BPE vocabulary
sizes, whereas the FFNN models performed better with larger vocabulary sizes.

The performance of the AWD-LSTM and QRNN models was closely matched
(within 0.005 BPC) across all datasets with the QRNN slightly outperforming on
the two NCHLT datasets, and the AWD-LSTM ahead on the Isolezwe dataset.
The basic LSTM under-performed the others substantially, with performance
closer to, or even worse than, that of the n-gram and FFNN models.

The transformer models achieved competitive performance on all datasets,
but were outperformed by the QRNN and AWD-LSTM. We hypothesize that
the main reason is that these models used more sophisticated regularization
techniques that our Transformer implementation did not use. Additionally, the
RNNs had more parameters, but the Transformer’s performance did not improve
with more parameters in our experiments.

4.2 Discussion

The results show that the relative performance of the models is similar to lan-
guage modelling results previously reported on widely used PTB and WikiText2
English datasets [22], which are comparable in size to our corpora. While BPC
results cannot be compared directly across corpora and languages, [23] reported
1.468 for a BPE-based LSTM on WikiText2, and results in the range 1.31 to
1.85 across 7 European languages. Our BPC results are therefore in a similar
range to previous work.

Regarding the performance of the Transformer, it has been reported that
a modified Transformer architecture with segment-level recurrence can obtain
similar results on standard English datasets to the AWD-LSTM when using

SACAIR’21 Proceedings Volume II Mesham et al.

180



isiZulu Sepedi
1.25

1.3

1.35

1.4

1.45

1.5

1.391

1.495

1.334

1.447

1.331

1.477

1.298

1.416

B
P

C

Monolingual Same Group

Different Group All Languages

Fig. 4. Multilingual language modelling results, reported as bits-per-character (BPC),
evaluated on the isiZulu and Sepedi test sets. Models were trained on the target lan-
guage (Monolingual), and additionally also on multiple languages in the same language
group (Nguni and Sotho-Tswana, respectively), languages from the other language
group, or on text from all 9 non-European official South African languages.

the same sophisticated regularization techniques [7], but other researchers have
struggled to reproduce these results independently.11

We found that the relative performance of the language models was simi-
lar across the three datasets (Figure 3). This supports the hypothesis that the
same models would likely perform well across all the languages in the Nguni
and Sotho-Tswana language groups. The AWD-LSTM and QRNN models were
consistently close in performance, followed by the Transformer model across all
datasets. The remaining n-gram, FFNN and Basic-LSTM models had different
relative performances on the datasets with no consistent pattern, although the
n-gram and FFNN are closer to each other. The poor performance of the n-gram
and FFNN models represents a trade-off between training time and model per-
formance. If training time was a factor, reduced performance could be accepted
in order to produce models more quickly. The n-gram models are also much
faster when queried in downstream applications.
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5 Multilingual Models

As an additional experiment, we investigated the potential for multilingual lan-
guage modelling by concatenating training data from multiple languages and
evaluating on the same target languages as before. For practical reasons, we
only train Transformer models for this experiment. We use the NCHLT corpora
as they provide text in the same domain across all South African languages.

We train models in a number of different settings. In particular, we were
interested in comparing the effect of training on additional languages from the
same language group (all Nguni languages for isiZulu; all Sotho-Tswana lan-
guages for Sepedi) compared to training on languages from the other language
group (isiZulu: Sotho-Tswana languages; Sepedi: Nguni languages). Finally, we
also evaluated a model trained on all 9 Benue-Congo South African languages
in the NCHLT corpus. Model hyperparameters were tuned separately in each
instance using the same methodology as for the monolingual Transformers.

The results are shown in Figure 4. For both target languages, concatenating
training data from other Benue-Congo languages improves performance. In gen-
eral, training on more languages improves performance regardless of the language
group. In the case of Sepedi as target language, concatenating the other Sotho-
Tswana languages yields a greater performance improvement than concatenating
Nguni languages. On the other hand, for isiZulu the results of including addi-
tional data from the same or the other langauge family were similar. For both
isiZulu and Sepedi models, the best performance is obtained by concatenating
data from all languages. We hypothesize that transfer may be more effective
from disjunctively written languages (Sotho-Tswana) to conjunctively written
languages (Nguni) than the other way around, but this needs to be investigated
further. Our results suggest that the use of data from multiple languages is a
promising future direction for modelling South African languages.

6 Conclusions

The experiments conducted in this paper demonstrated that improved regular-
ization techniques and model architectures developed on relatively small English
datasets also improves language modelling performance when applied to African
languages such as isiZulu and Sepedi. The AWD-LSTM and QRNN performed
notably better than the other models. As expected, n-grams and FFNNs, as
well as the Basic LSTM, under-performed the more advanced models. However,
the stronger models are computationally more expensive. Our results suggest
that further improvements in RNN- and Transformer-based language modelling
would likely be directly applicable to low-resource African languages. Addition-
ally, we showed that BPE is an effective method for open vocabulary language
modelling across multiple models, effectively accounting for the large (word-
level) vocabulary sizes of agglutinative African Languages. Finally, we showed
that multilingual language modelling is a promising direction for future research,

11 https://twitter.com/srush_nlp/status/1245825437240102913
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as many African languages occur in groups of closely related languages which
might benefit from such an approach.
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Abstract. Soil erosion is a major threat to arable land and wildlife habitat, 
particularly in southern Africa, where a semiarid climate is paired with 
intensive stock grazing. The South African term “donga” is used for erosional 
features in semiarid areas that manifest as dry gullies formed by the action of 
ephemeral running water. These dongas are a major source of habitat 
degradation, but also represent areas that actively expose fossils, the primary 
source of information about Earth’s deep-time history. Classifying erosional 
features like dongas is a major challenge for remote sensing, with spectral 
classifiers being insufficiently accurate enough. However, automated means of 
classifying these features could greatly improve the efficiency of conservation 
efforts as well as palaeontological inquiry. To this end, we developed a spectral 
and topographic based convolutional neural network (CNN) deep learning 
model to classify land cover in parts of the Eastern Cape and Free State of 
South Africa. Aerial photography was used to create an orthomosaic drone map 
which was fused with a Digital Elevation Map (DEM) and then classified into 
five classes: donga, dried mudflats, sandstone, grass vegetation and shrub 
vegetation. The multi-layer level CNN model was trained with a dataset of 
20320 patches with each class having approximately +-4000 patches for each 
class. The model was hyper tuned on the attributes dropout rate, epoch size, 
batch size, momentum and learning rates and reported an average accuracy of 
0.910 +-0.108 and a F1 score of 0.910 +- 0.111. These results are within range 
of current state-of-the-art land classifiers and this resulting land classifier model 
will make an excellent tool for determining erosional areas within a drone-
based image map. 

Keywords: Deep learning • soil erosion • landscape classification • 
convolutional neural network • remote sensing • fused data 

1 Introduction 

Soil erosion is one of the major causes of land degradation particularly in arid and 
semi-arid areas [1]. Gully erosion, known in southern Africa as “donga” formation is 
the most severe type of soil erosion within arid and semiarid landscapes [2]. The 
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ability to detect dongas accurately, remotely, and automatically would be beneficial 
for determining high risk areas in the arid and semi-arid southern African landscape, 
as well as determining priority areas for palaeontological fieldwork. A land 
classification approach is needed to support a predictive model that is being 
developed to locate prospectable sites for fossils within a meter square patch using 
drone map imagery. 

Within the last decade, the use of drones to collect image data from remote areas 
has become an invaluable research tool [3, 4]. Drone surveys have many applications 
including geographical information systems (GIS), agricultural mapping, urban 
planning, land use and environmental monitoring [5–7]. Within supervised machine 
learning classification tasks, the high-resolution images available from drone imagery 
are ideal for training datasets [8]. To improve the accuracy of land cover 
classification, a combination of multi-source or multimodal data is recommended [9, 
10]. 

Based on previous research success [9, 11–13], this paper considers utilising 
feature fusion for the land cover classification task with the drone image survey data. 
Considering the needs of the land classifier, that is the ability to identify high erosion 
areas like dongas, the RGB map data was fused with a digital elevation map (DEM), 
with a map representing the slope of the area and finally a map representing the aspect 
of the survey area. Fused datasets are state-of-the-art approaches to urban land 
classification tasks. Our study uses a fused dataset with a deep learning model to 
determine the height that is necessary for identification of dongas in a rural setting. 
Our study employs a Convolutional Neural Network (CNN), which is a deep learning 
technique that automatically: learns representation from training data; regulates and 
shares the weights with respect to the training data; and generalizes, optimizes, and 
reduces the parameters with the higher ability to discriminate and extract 
features [14]. Since this is a multi-class classification problem, the labels were 
classified into five (5) land cover type labels: sandstone, donga, dried mudflat, shrub 
vegetation and grass vegetation. This manuscript discusses the related works and 
motivation for the study within section 2, followed by the materials and methods 
section 3 where the study area is outlined (3.1), the dataset is discussed in detail (3,2), 
limitations for this study are outlined (3.3) and the deep learning model used is 
explained (3.4). Section 4 reports the results, Section 5 discusses the results. An error 
analysis is performed within section 6 and conclusions reached are outlined within 
Section 7. 

2 Related Work 

2.1 Machine and Deep Learning  

Machine learning is an application of artificial intelligence (AI) that provides systems 
the ability to automatically learn and improve from experience without being 
explicitly programmed. machine learning approaches are generally categorised as 
utilising either unsupervised, semi-supervised or semi-supervised learning [15]. Every 
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instance within a dataset is represented by a feature that can be continuous, 
categorical, or binary.  

Supervised learning learns a dataset with many features, and each example is 
associated with a label, whereas in unsupervised learning the instances are unlabelled 
[16]. Labelling data refers to the process of adding tags to the data, such as describing 
a blue pixel as a river from a satellite map. With semi-supervised learning the 
algorithm has limited labelled data and, from this, must infer patterns for the 
unlabelled data.  

There are many approaches available within machine learning that encompass 
unsupervised, supervised, and semi-supervised learning. Supervised techniques 
include SVM, RF, SAM, Fuzzy ARTMAP,MD, radial basis function (RBF), decision 
tree (DT), multilayer perceptron (MLP), naive bayes (NB), maximum likelihood 
classifier (MLC) and fuzzy logic [17, 18]. The unsupervised classification approaches 
include Affinity Propagation (AP) cluster algorithm, fuzzy c-means algorithms, K-
means algorithm, ISODATA and similar clustering techniques [19, 20]. 

Deep learning based techniques, a subset of machine learning, allow for features to 
be learned automatically from training data without human assistance [14, 21]. Deep 
learning is an application of Artificial Neural Networks (ANNs), using modern 
hardware allowing for the development, training and use of neural networks. The 
three major architecture types are CNNs, MLPs and Recurrent Neural Networks 
(RNN). CNNs have proven to be good classifiers for image classification while RNN 
appear to be better suited for natural language processing (NLP). MLPs are a basic 
type of deep neural network and suited to tasks where available processing power is 
limited.   
 
2.2 Land Classification  

The need to classify land is an essential function and can be seen in early work such 
as Rowe [22] and is often used to support urban planning, conservation and many 
more tasks.. Within the 1980s classifying a landscape required much time and 
painstaking work by experts. Modern land classifier tasks that apply machine learning 
algorithms to remotely sensed imagery have attracted a great deal of research [19, 23]. 

One recent analysis determined that ANN, SVM and RF generally produce better 
accuracy results in classifying land [24]. This result is supported by Talukdar [25], 
and narrows down the best approaches to RF or an ANN. Several studies have 
revealed that LULC classification using low resolution images introduces spectral and 
spatial limitations that affect accuracy, which supports the argument that high-
resolution imagery should result in better accuracy [26]. 

However, it is worth noting that the classification tasks discussed here are normally 
based on spectral data only and usually from image sources with a low spatial density. 
 
Soil Erosion. Soil erosion is the loss of topsoil (upper layer of soil) through erosion 
by natural processes or otherwise. Soil erosion is one of the major causes of land 
degradation particularly in arid and semi-arid areas [1]. The Middle Atlas region 
within Morocco is vulnerable to soil erosion from human activities and severe 
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weather. Using satellite images, the Revised Universal Soil Loss Equation (RUSLE) 
was used within a GIS environment to quantify the soil loss and then map the erosion 
risk as an indicator of landslides and vulnerable landscapes [27]. RUSLE is limited as 
an indicator as it only accounts for soil loss through sheet and rill erosion ignoring the 
effects of gully erosion and dispersive soils. Gullies or dongas are particularly 
indicative of high erosion rates and in this study we sought to classify them remotely. 
It appears that the automatic detection of donga’s is a recent topic of interest to this 
research so efforts to classify dongas remotely was investigated. A study was 
undertaken to produce gully erosion susceptibility maps (GESMs) and quadratic 
discriminant analysis (QDA) models within the Shahroud Watershed, Semnan 
Province, Iran[28]. Results showed that under the curve (AUC) values for the LDA 
and QDA models are 0.875 and 0.862 respectively [28]. An ensemble machine 
learning model was developed to determine the susceptibility of an area within Iran to 
forming gullies from satellite imagery. A spatial model was developed to determine 
gullies using drone data with four ensemble classifiers within the Golestan Province, 
Iran. Bagging, random subspace (RS) [29] and rotation forests (RF) were the 
techniques used. Four machine-learning techniques were used for the study, BFTree, 
bag-BFTree, RS-BFTree and RF-BFTree. An accuracy reported of 0.936 for the 
BFTree and 0.735, respectively [30]. Arabameri [31] used RS with an evidential 
belief function (EBF), an LDA and a logistic model tree (LMT). The Cohen’s Kappa 
was reported as 0.676 for the RS-FLSA, 0.702 for the RS-LMT, and 0.748 for RS-
NBTree [31]. A similar study by Saha [32] within Eastern India with random forest 
(RF), Gradient Boosted Regression Tree (GBRT), naive Bayes Tree (NBT) and a 
Tree Ensemble (TE) method reported accuracy of 0.87 for RF. A deep learning 
approach was undertaken by Gafurov [33] where an automatic gully detection 
approach was attempted on the European part of Russia using ultra-high resolution 
satellite images using a CNN. The network was trained for 1000 epochs and resulted 
in a F1-score of 0.7. The authors reported that the lack of training data hampered 
model performance resulting in poor classification performance. 
 
Fused Data. Recently, the use of  fused data has been investigated for classification 
tasks which are a combination of multi-source or multimodal data [9,11–13,36,37]. 
[9] investigated improving the accuracy of land cover classification using CNN via 
drones using digital surface models (DSMs) and achieved an overall accuracy of 0.97. 
[36] demonstrated an approach to determine the nitrogen content in citrus-trees using 
the RF algorithm and spectral vegetation indices reporting a R2 of 0.90. Using a 
drone imagery based orthomosaic model fused with a digital surface model (DSM) 
urban landscapes were classified using three machine learning (ML) models [10] and 
RF was the best scorer with a kappa coefficient of 0.938. In each case, utilising fused 
datasets achieved better performance from the machine and deep learning approaches. 

For this study RGB drone orthomosaic map data has been fused with a digital 
elevation map (DEM), a map representing the slope of the area and a map 
representing the aspect of the drone survey area to improve model performance. 
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2.3 Convolutional Neural Networks (CNNs) 

CNN is a highly effective technique used commonly with computer vision 
applications [14]. A CNN consists of three neural layers: convolutional layers, 
pooling layers, and fully connected layers. Various CNN methods use different 
combinations of these layers to achieve distinct results [14]. The convolutional layer 
creates a two-dimensional representation of the image, known as an activation map. 
After each convolutional layer an activation function is called. Either Rectified Linear 
Unit (ReLU) or Tanh can be utilised as an activation function depending on the 
context. This network type utilises a mathematical operation called convolution, 
which is a specialised kind of linear operation. Convolution is used in place of a 
general matrix multiplication. Pooling layers take the output from a convolutional 
layer and derive a summary statistic to reduce the computational requirements. Fully 
connected layers help map the representation between inputs and outputs. There are 
several techniques that can be applied to a layer to help prevent overfitting via 
regularisation, underfitting and explosion of gradients. Information from an image can 
be extracted at different levels, including pixel-level, object-level, and patch-level. 
Additionally, other structures can be used to improve CNNs generalization such as 
nonlinear activations, regularization (dropout and batch normalization), stochastic 
pooling, and so on. 

Dropout involves the algorithm randomly omitting a percentage decided by the 
model designer of all feature detectors to prevent co-adaptations in the training data 
and enhance the generalisation ability [34–40]. 

Batch normalization as regularization is applied to each feature map (the output of 
previous activation function) to normalize the map within a batch to have zero mean 
and unit standard deviation [41]. Batch normalization uses Stochastic Gradient 
Descent (SGD) to improve training and minimizing loss before every convolutional 
layer [42]. 

3 Materials and Methods 

3.1 Study Area 

The location of the study is geographically positioned near an area called Qhemegha, 
Joe Qgabi District, Eastern Cape, South Africa. The site is known as the Qhemegha 
Bone Bed and is a rural area consisting of shales, red or purple mudstones and red to 
white sandstone. The area falls within the Lower Elliot Formation [43] and arguably 
contains fossils from the Late Triassic time period [44]. The RGB images were 
acquired July 31st, 2019 using a DJI Mavic Pro 2 drone (https://www.dji.com/mavic-
2) from an altitude of 80 meters above ground surface. The ground resolution of the 
resulting orthomosaic map is 2.86 cm/pix with a resolution of 52634 x 32383. The 
DEM extracted from the model has a ground resolution of 1.15m/pix and a resolution 
of 1858 x 1210. The DEM and orthomosaic model were calculated from within 
Agisoft PhotoScan Professional (https://www.agisoft.com/) version 1.4.4. Data pre-
processing was accomplished via scripting within Python using the Rasterio 
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(https://rasterio.readthedocs.io/en/latest/), and Keras [45] packages. For general GIS 
work QGIS Desktop 3.10.3 was utilised (https://www.qgis.org/en/site/). 
 
3.2 Dataset 

For this study, a total of 5080 ground truth (GT) patches were sampled from the drone 
orthomosaic map. Each patch is an 83x83 pix image that matches one of the land 
covers classes. The five land cover classes considered for this work were donga 
(steep-sided gully created by soil erosion), dried mudflat, grass vegetation, shrub 
vegetation and sandstone (Fig. 1). The patch size of 83 x 83 was chosen as it matches 
a area of one meter squared. This is the size of the area of interest for the fossil 
prospecting model that this LULC was intended to be utilised for. 

Data augmentation was applied on the dataset because the available dataset is 
limited and insufficient for training a CNN. The suitability of a transformation 
depends on the dataset being utilised. For this study each patch was rotated 90 degrees 
allowing for four times the amount of data to be used for training. As each patch 
consisted of multiple layers including slope and height data, colour augmentation was 
not utilised. This resulted in a balanced dataset of 20320 patches which was available 
for training, validation, and testing (Table 1). 

Table 1. Complete breakdown of dataset used for training, validation and testing 

Feature Patch Count Augmented Training Validation Test 
Sandstone 1016 4064 3252 406 406 
Donga 1022 4088 3266 409 409 
Dried Mudflat 1011 4044 3236 404 404 
Shrub Vegetation 1010 4040 3236 404 404 
Grass Vegetation 1021 4084 3266 409 409 
Totals 5080 20320 16256 2032 2032 
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Fig. 1. An example of the patches taken and a feature count. 

Training, Validation, and Testing Dataset. From the dataset 80% was allocated for 
training, 10% for testing and 10% for the validation dataset. The training dataset is 
used to train the CNN to make predictions. The validation dataset is utilised during 
the training process to validate the results. The test dataset is unseen by the model and 
is used to give a more accurate indication of the model's performance.  Within 
supervised learning, the training data set contains labelled instances known to the 
classifier. During each training iteration (known as an epoch) the model classifies all 
instances of the input based on the initial weights of the network. After the epoch, a 
loss value is produced which represents the error between the CNN’s predictions and 
the actual class labels. This loss value is accumulated across the batch samples with 
the weights updated after each batch. The final goal of the training is to produce a 
model that minimizes the loss error. 

Hyperparameter tuning is the process where settings are manipulated to ensure the 
best possible output [46]. Typical hyperparameters are learning rate, drop out settings, 
number of epochs, number of hidden layers, activation functions and batch size. The 
base settings are 50 epochs, 0.25 for the drop out setting, a batch size of 25 and a 
learning rate of 0.00001, a momentum of 0.9, an optimiser using mini-batch SGD and 
the loss function categorical crossentropy. The hyperparameter tuning was performed 
in batches according to the settings shown within Table 2.  

A final configuration of a batch size of 25, 50 epochs, a learning rate of 0.001, a 
momentum of 0.6, the two hidden layers dropouts with 0.25 then 0.5 and SGD as the 
optimizer was chosen. During training the validation loss and validation accuracy are 
closely monitored to determine the effect of hyperparameter tuning. 
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Table 2. All settings trained during hyperparameter tuning, best settings are denoted by *. 

Batch Size 12 25* 35 40 60 80 100 
 

Epochs 10 50* 100 150 200 
   

Dropout 
Rate 

0.1 0.25* 0.3 0.4 0.5* 0.6 0.7 0.8 

Learn Rate     0.001* 0.01 0.1 0.2 0.3 
   

Momentu
m 

0.2 0.4 0.6* 0.8 0.9 
   

 
Image Pre-Processing. Image pre-processing is used to prepare the image data for 
the CNN training process. The orthomosaic model was created using Agisoft 
PhotoScan Professional and the DEM was generated from this resulting drone 
orthomosaic map. Within QGIS, the orthomosaic map and DEM were used to 
generate the aspect map and the slope map using the raster-based functions GDAL 
Aspect and GDAL Slope (Fig. 2). These disparate rasters were all projected to CRS 
EPSG:32635 and then combined using the merge function. This resulted in a single 
raster containing 6 layers (Table 2) with a dimension of 29954 x 39238. 

Patch level processing is often used with CNNs to overcome challenges posted by 
speckle noise and segmentation optimization problems associated with pixel-level and 
object-level feature extraction [47]. With patch-level analysis (also known as tile-
based analysis) images are divided into a grid of tiles of m x m and then each patch is 
analysed. To accomplish this in the model presented here, a grid was overlaid using 
the QGIS Grid function with a size of 1 meter square. Each labelled class is a patch 
with a size of 83x83 pix that is mapped to one of the land cover classes (Fig. 1). 
Before each patch is loaded into the CNN for training, the data is normalised. The real 
valued numeric attributes are rescaled into a range value between 0 and 1 without 
distorting the value. The ranges of values contained within each layer is different, so 
normalization is required (Table 3). 

Table 3. All layers(bands) used within the training, validation, and testing dataset. 

Layers Description 
Red  Spectral value for red (0 - 255) 
Green Spectral value for green (0 - 255) 
Blue Spectral value for blue (0 - 255) 
DEM Height value in meters (1461.53 - 1485.75) 
Aspect Aspect value in degrees (0 - 360) 
Slope Slope value in degrees (0 - 90) 
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Fig. 2. The six layers are viewed from within QGIS, RGB layers combined top left, slope top 
right, DEM bottom left and aspect bottom right. 

3.3 Limitations 

All the imagery used for training the neural network was taken from July, a winter 
month. The spectral values during other seasons (especially summer) will differ due 
to the spectral differences of the patches and could reduce classification accuracy. 
Additionally, this study is limited to the Lower Elliot Formation within South Africa.  

 
3.4 Deep Learning Model 

For this study, the CNN network (Fig. 3) consisted of one 2D convolution layer that 
learned 64 kernels with a filter size of 3 × 3. A batch normalization layer is then run. 
The convolution results then went through a rectified linear unit (ReLU) layer before 
being down sampled via maxpooling with a filter size of 2 × 2. A dense layer with 
128 neurons then followed with a batch normalization and another ReLU activation, 
followed by a final SoftMax dense layer with seven neurons indicating the number of 
classes. Note that dropout was implemented to avoid overfitting. A dropout of 0.25 
was performed after the maxpooling layer, and another dropout of 0.25 was 
performed after the dense ReLU layer (Fig. 5). This simplistic single layer model was 
chosen because of the increased performance compared to CNN models with five 
convolutional layers and less. 
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Fig. 3. CNN model visualised  

4 Results 

This study aimed to determine the optimal CNN to delineate and extract rural LULC 
classes that share similar spectral and shape characteristics while allowing for 
variance in structure, size, and surrounding contrast. Macro-averaging was used on all 
result evaluation to ensure the reliability of the metrics (Table 3) because the classifier 
is a multi-class classifier. Macro-averaging computes all metrics independently for 
each class treating each class equally. Micro-averaging is preferred when class 
imbalance is suspected, which is not the case for this dataset [50]. 

Table 2. Detailed test results available from the best CNN model. 
 

Precision Recall F1-Score Patch Count 

donga 0.949 0.914 0.931 406 
dried_mudlfat 0.958 0.977 0.967 395 
grass_vegetation 0.966 0.993 0.979 430 

sandstone 0.913 0.848 0.879 407 

shrub_vegetation 0.915 0.918 0.942 387 
Accuracy 0.941 0.941 0.941 0.941 

Macro Avg 0.940 0.941 0.940 2025 

*Macro averaging was utilised 

Considering the confusion matrix for the model (Fig. 5); the classifier has the 
greatest trouble classifying between a donga and a sandstone. This is because 
spectrally, the donga and sandstone are the same. A donga is a formation of eroded 
sandstone. Without the height and slope data, a CNN cannot effectively differentiate 
between a donga and sandstone (Fig. 1). For the 42 miss-classifications it is likely that 
most of the patch was sandstone with a small erosion area, resulting in an incorrect 
label. However, these areas could be indicative of future erosion. The next major 
misclassification is between sandstone and dried mudflats, again it is likely the 
misclassifications are based on similar spectral attributes between the two classes 
(Fig. 1). The recall for sandstone is only 0.848 (Table 3) which supports the assertion 
that the spectral values of sandstone are problematic for classification. 
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Fig. 5. Confusion matrix of best CNN model. 

5 Discussion 

The classification of a landscape with spectrally similar features is a challenge for any 
classifier. As can be seen from the confusion matrix (Fig. 5) it is evident that there are 
still challenges between classifying the similar land features. The original attempts of 
classifying land cover based only on spectral values resulted in poor performance (+-
70% F1-score) and struggled particularly to identify dongas. The proposed multi-layer 
CNN approach to LULC demonstrates great potential for classifying land of interest 
to palaeontologists to prospect for fossils. The ability to accurately identify dongas 
has applications within the impact on land areas lost to erosion. Identifying where 
heavy erosion has impacts on sustainability and food security. Traditional techniques 
to document the formation and existence of dongas are resource intensive and have 
difficulty reaching rural areas. The ability to automatically document the development 
of erosional features within arid areas using remote sensing platforms like a drone 
allow for a much better ability to monitor the problem.  Finally, a high erosion zone 
such as a donga are desirable for palaeontologists to locate fossil sites and is a useful 
tool for virtual prospecting. 
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6 Error Analysis 

It is clear from Fig. 5. that the classifier struggles to classify between dongas, 
mudflats and sandstone. In Fig. 6, the patch marked A on the left is classified as 
mudflats while the patch B on the top-right has been classified as mudflats but should 
have been labelled as donga because of the dip in the top right of the right image. 
However, since such a large proportion of the patch is a mudflat the classifier decided 
that that was the best fitting label. Within the same figure, between the bottom left 
patch C and the bottom right patch D, both the patches were labelled as a donga by 
the classifier where patch D should have been sandstone. Spectrally, patch C and D 
are very similar. There are several sandstone rocks each with a height difference, the 
number of large rocks may have resulted in the classifier to label this patch as a 
donga. The use of pixel-level rather then patch level image features would likely 
improve the ability to for the classifier to differentiate between the classes. A pixel 
level classifier could delineate the edge of a donga as the donga formation and the rest 
of the image as mudflats or sandstone. Another approach would be a larger dataset, 
more training data should allow the classifier to better determine between these edge 
cases. 
 

 
Fig. 6. Panel A: correctly labelled mudflats; Panel B: donga incorrectly labelled as mudflats; 
Patch C: correctly labelled donga; Patch D: sandstone incorrectly labelled donga. 

7 Conclusions 

The aim of this study was to perform a rural LULC classification of land within the 
Lower Elliot Formation, South Africa that had been surveyed by a low flying drone. 
The ability of the classifier to determine dongas has a wider application within the 
field of soil erosion where drone imagery could be analysed and donga’s identified 
automatically and accurately.  

Accurate and reliable rural LULC information of areas being considered for 
palaeontological prospecting is critical to determine whether (or how much of) a 
particular area is prospectable or not. Drones allow for the acquisition of remote 
sensed data with a resolution as high as 1cm per pixel in a relatively inexpensive and 
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flexible approach. However, LULC on that level of detail to this author's knowledge 
does not exist and needed to be developed. The spectral similarities between the areas 
of interest and the inability of a spectral based CNN to determine depth (to be able to 
determine eroded formations) required the fusion of the datasets and then 
classification using a patch driven approach. The resulting classifier has an average 
F1-Score of 0.941 +-0.108 and an Accuracy of 0.910 +- 0.109. The applicability of 
this approach on the proposed dataset showed an excellent fit and is accurate and is 
reliable enough to be used as a feature in the prospectable fossil area predictive 
classifier. Future work could be to apply these techniques to hyper detailed satellite 
imagery and determine if the model’s accuracy is maintained in arid areas such as 
Iran, Morocco, and other parts of South Africa. ResNet50 [50] and VGG19 [51] will 
be investigated as alternative LULC classifiers for the dataset. 
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Abstract. We investigate the use of silhouette coefficients in cluster
analysis for speaker diarisation, with the dual purpose of unsupervised
fine-tuning during domain adaptation and determining the number of
speakers in an audio file. Our main contribution is to demonstrate the
use of silhouette coefficients to perform per-file domain adaptation, which
we show to deliver an improvement over per-corpus domain adaptation.
Secondly, we show that this method of silhouette-based cluster analysis
can be used to accurately determine more than one hyperparameter at
the same time. Finally, we propose a novel method for calculating the
silhouette coefficient of clusters using a PLDA score matrix as input.

Keywords: Speaker Diarisation · Unsupervised Fine-Tuning · Domain
Adaptation

1 Introduction

The goal of speaker diarisation is to identify different speakers in an input audio
file, and to segment the input into speaker-homogeneous segments where each
segment-level utterance is spoken by only one of the identified speakers. By
attributing speaker identities to audio segments, speaker diarisation is used to
automatically annotate audio [1] and to provide speaker-specific metadata to
downstream automatic speech recognition (ASR) systems for speaker-specific
adaptations, which have been shown to improve recognition performance [2].

Speaker diarisation pipelines are often modular systems and can be divided
into two main components: segmentation and clustering. Segmentation is a two-
part process that divides an audio recording into smaller speech segments that
likely contain a single speaker and extracts a speaker embedding, or representa-
tion, for each segment. The clustering step accepts the embedded segments as
input and labels each segment according to speaker identity.

Currently, the standard approach for extracting speaker embeddings utilises
time-delay neural networks (TDNNs) to extract speaker embeddings, known as
x-vectors [3]. Extracting x-vectors involves training a TDNN to map speech
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features, such as Mel-frequency cepstral coefficients (MFCCs) or filter banks
(Fbanks) to a fixed dimensional subspace. Upon extracting speaker embeddings,
most diarisation approaches train a probabilistic linear discriminant analysis
(PLDA) model to project speaker embeddings to a latent space where it is
assumed that each speaker embedding is generated from a Gaussian centered
around the speaker mean. PLDA models are used to determine the probability
that two embeddings originate from the same or different speakers.

A common challenge for speaker diarisation and speaker recognition systems
is domain adaptation, as a large amount of in-domain data is needed to suffi-
ciently train an x-vector model. Furthermore, the PLDA backend also requires
a large amount of data to sufficiently model speaker representations in a way
that speaker representations are separable [4]. Finally, the number of speakers,
or clusters, in an input audio file is generally unknown and has to be determined.

In this paper, we implement a speaker diarisation pipeline on real-world call
centre data. We focus on how the speaker embedding and PLDA models, which
were pre-trained on out-of-domain data, can be adapted for our in-domain use
case. Lastly, we show how to perform cluster analysis using silhouette coefficients
for the dual purpose of determining the number of speakers in a recording and
fine-tuning the domain adaptation process in an unsupervised, per-file manner.

The rest of the paper is structured as follows: Section 2 provides background
on the techniques used in this study before discussing closely related work (Sec-
tion 3). The study is conducted in the context of a fairly standard diarisation
pipeline, as described in Section 4. Section 5 describes our proposed approach to
unsupervised fine-tuning and Section 6 describes our dataset, experiments and
results. Final conclusions are briefly summarised in Section 7.

2 Background

In this article we mainly focus on the use of silhouette coefficients and PLDA
domain adaptation in the context of speaker diarisation.

2.1 Silhouette Coefficients

Silhouette coefficients measure the quality of data clusters by comparing the
distance between datapoints in the same cluster (intra-cluster distance) to the
distance between datapoints in different clusters (inter-cluster distance) [5]. To
calculate the silhouette coefficients of data clusters, we first define the average
intra-cluster and inter-cluster distances of a datapoint i as a(i) and b(i) respec-
tively, where:

a(i) =
1

|Ci| − 1

∑

j∈Ci

d(i, j) (1)

and

b(i) = min
k 6=i

[
1

|Ck|
∑

j∈Ck

d(i, j)] (2)
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Here Ci is the cluster that datapoint i belongs to and |Ci| is the size of cluster
Ci; d(i, j) is the distance between datapoints i and j. Ck represents some other
cluster than Ci with i and k in {1...N}. N is the total number of datapoints in
the dataset. Thus, a(i) is the average distance between datapoint i and all other
datapoints in Ci and b(i) is the average distance between datapoint i and all
other datapoints in the closest cluster. The silhouette coefficient of datapoint i
is now defined as:

s(i) = b(i)−a(i)
max(a(i),b(i)) , if |Ci| > 1 (3)

with −1 ≤ s(i) ≤ 1. Since more than one datapoint is needed per cluster to
calculate a silhouette coefficient, s(i) is undefined in cases where |Ci| = 1. The
silhouette coefficient over an entire dataset is defined as:

SC = s̄(n) (4)

Here s̄(n) represents the mean silhouette coefficient over the entire dataset which
is then used to evaluate cluster quality; an SC (silhouette coefficient) value of 1
represents perfect clusters: the clusters have an arbitrary inter-cluster distance
and an intra-cluster distance of 0. Conversely, an SC value of -1 represents no
clustering i.e. clusters overlap completely and no distinction is made between
classes. From this point onward we define the silhouette coefficient as SC, cal-
culated as shown in equation 4.

2.2 Probabilistic Linear Discriminant Analysis

The goal of the PLDA backend, as used in speaker diarisation, is to statisti-
cally model or ‘explain’ the distributions of speaker embeddings as a function of
speaker identity. Although many variations of PLDA models exist, we use Gaus-
sian PLDA models, which models speaker distribution as a mixture of Gaussian
distributions [6]. A Gaussian PLDA model can be conceptualised as a Gaussian
Mixture Model (GMM) with the equation:

P (x|y) = N (x|y, θW ) (5)

Here P (x|y) is the probability of observing the speaker embedding x given
the latent variable y with y representing speaker identity and also being the
centre of the mixture component. θW represents the ‘within-class’ covariance
matrix. Additionally we assume that the latent variable y is modelled by:

P (y) = N (y|m, θB) (6)

where m is the mean over the entire dataset and θB is the ‘between class’ co-
variance matrix.

The PLDA model then applies a linear transformation A to the speaker
embeddings such that θW = AAT and θB = AΨAT [6], resulting in the following
model:

x = m +Au
y = m +Av
u ∼ N (·|v, I)
v ∼ N (·|0, Ψ)

(7)
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Once estimated, the PLDA model can be used to generate a similarity score
between two speaker embeddings; this similarity score is known as a PLDA
score. The PLDA score, denoted as R is nothing more than the ratio of the
likelihoods of two speaker embeddings belonging to the same class as opposed to
different classes. We can then use the PLDA scores to construct a PLDA score
matrix which is a square matrix with each column representing the PLDA scores
between a specific speaker embedding and every other speaker embedding.

Lastly, a Gaussian PLDA model makes two assumptions: the first being that
speaker embeddings follow a Gaussian distribution and the second assumption
being that the dimensions of speaker embeddings are statistically independent or,
in other words, θW and θB are diagonal and speaker embedding dimensions are
uncorrelated both within and between classes. Dehak et al. [7] shows that speaker
recognition systems can greatly benefit from transforming speaker embeddings
to a subspace where the independence assumption holds.

In order to transform the speaker embeddings into a space that satisfies the
assumptions imposed by the PLDA model we apply a centering and whitening
transform to speaker embeddings, as proposed in [8]. In practice, the centering
and whitening transformation is obtained by performing Linear Discriminant
Analysis (LDA) on speaker embeddings as in [6] and [7]. LDA defines a new
spatial axis which maximises the variance between speakers and minimises the
variance within speakers and, as a result, simultaneously diagonalises the θW and
θB matrices. In addition to applying the centering and whitening transform ob-
tained from LDA, the speaker embeddings are length normalised using L2-norm.
Once LDA and length normalisation are applied to the speaker embeddings the
PLDA backend can be trained.

2.3 PLDA Adaptation

In [9] it is shown that speaker recognition models can be sufficiently adapted for
new domains by adapting the parameters of the PLDA model, specifically θW
and θB . To adapt the parameters of a PLDA model we require labelled data,
which provides information to learn θW which characterises channel distortions
and θB which characterises speaker information. In this article we focus on PLDA
interpolation, which is a domain adaptation technique wherein two PLDA models
are needed: The first PLDA model is trained on large amounts of out-of-domain
data and the second PLDA model is trained on a small labelled in-domain subset.
The ‘within-class’ and ‘between-class’ covariance matrices, θW and θB of both
the in-domain and out-of-domain PLDA models are then interpolated to form a
new adapted PLDA model. The PLDA interpolation is defined as:

θW−adapt = αθW−in + (1− α)θW−out and
θB−adapt = αθB−in + (1− α)θB−out with
α ∈ [0, 1]

(8)

Where θW−adapt is the adapted ‘within-class’ covariance matrix and θW−in
and θW−out are the in-domain and out-of-domain covariance matrices respec-
tively. Likewise θB−adapt is the adapted ‘between-class’ covariance matrix and
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θB−in and θB−out are the in-domain and out-of-domain covariance matrices re-
spectively. The size of the interpolation parameter, α is proportional to the
influence of the in-domain PLDA model during adaptation.

Since different domains have different speaker and channel effects it is com-
mon practice to retrain the LDA and PLDA model on the new domain, however,
sufficiently training a PLDA model requires large amounts of data [9], which is
why we perform PLDA interpolation as explained in Section 8. The procedure
for adapting an out-of-domain system for in-domain data is as follows:

1. Train a LDA transformation using labelled in-domain data.
2. Train a PLDA model on out-of-domain data using the in-domain LDA.
3. Train a PLDA model on labelled in-domain data using the in-domain LDA

transformation.
4. Interpolate the out-of-domain and in-domain PLDA models as in Equation

8 to obtain an adapted PLDA model.

The de facto method for estimating the optimal α parameter for PLDA
interpolation, in the case of speaker recognition, is to evaluate different values
for α on a small held-out set [9]. While this method is sufficient for speaker
recognition it is not sufficient for our use case as we only have a small amount of
labelled in-domain data and, unlike in speaker recognition, speaker utterances
are not clean, fixed-length utterances.

3 Related Work

Our goal is to adapt a pre-trained speaker diarisation system to a new do-
main. Ideally, one would want to re-train an x-vector and PLDA model on in-
domain data which would negate the need to use out-of-domain, pre-trained
models. However, a large amount of in-domain data is required to sufficiently
train x-vector and PLDA models [3], [4], which is why we focus on adapting
pre-trained PLDA models for new domains. Additionally, sufficiently adapting a
PLDA model for in-domain data enables us to use a pre-trained x-vector model
as-is without any additional training. We aim to use the SC, calculated from
the output of the diarisation system, together with PLDA interpolation for the
joint purposes of adapting a pre-trained PLDA model for in-domain data and
determining the number of speakers in a recording.

SC, along with spherical K-Means [5] have been shown to be useful in de-
termining the correct number of clusters or, in the case of speaker diarisation,
speakers in an input audio file. In Kaseva et al. [10] the SC is used, in conjunc-
tion with spherical K-Means to empirically determine the number of speakers in
an audio file by iteratively performing K-Means with different numbers of clus-
ters and comparing the SC of each iteration to determine the correct number of
speakers.

In terms of unsupervised adaptation it was shown in [9] and [11] that PLDA
models can be iteratively adapted on unlabelled in-domain data by performing
diarisation on in-domain data using an out-of-domain system and iteratively
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interpolating the out-of-domain PLDA using a PLDA trained on in-domain data
which uses the speaker clusters as labels.

In this work, we propose using SC for finding the optimal interpolation pa-
rameter α and number of speakers in an unsupervised way and on a per-file
basis. To our knowledge, this work is the first implementation of SC in PLDA
interpolation, as well as the first attempt at applying PLDA interpolation on a
per-file rather than per-corpus basis.

4 System Description

In this section we describe the different parts of our speaker diarisation system,
namely speech activity detection, speaker embeddings, clustering and scoring.
The layout and order of components in the system are illustrated in Figure 1.

Fig. 1. Block diagram of the speaker diarisation pipeline, indicating the order of com-
ponents.

4.1 Speech Activity Detection

For speech activity detection we develop our model using a popular process
described in the ASPIRE kaldi recipe3. The model consists of a TDNN that
accepts 40-dimensional MFCCs extracted every 30ms using a 25ms window;
these are fed to a TDNN consisting of 5 TDNN layers followed by 2 statistical
pooling layers. In an analysis not shown here, we had also tested other publicly
available SAD models such as WebrtcVAD [12] and PyAnnote-SAD [13] but
found the TDNN model to deliver the best results.

4.2 Speaker Embedding Architecture

To obtain speaker embeddings, we use a pre-trained speaker embedding model4.
The speaker embedding model is a TDNN which is based on the original TDNN
architecture as shown by Snyder et al. [3] but has 13 layers instead of 9. The
TDNN and its PLDA backend was trained for speaker recognition on 16kHz
speech from the Voxceleb1 and Voxceleb2 training sets with an additional 51,200

3 https://github.com/kaldi-asr/kaldi/tree/master/egs/aspire/s5
4 https://github.com/Jamiroquai88/VBDiarization
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segments obtained through data augmentation using noise sampled from the
MUSAN corpus and simulated Room Impulse Responses (RIR) [14].

The TDNN network accepts 23-dimensional mean-normalised MFCCs ex-
tracted every 25ms with a 10ms shift and was trained for 9 epochs using categor-
ical cross entropy loss. The model architecture is shown in Table 1. The first 10
layers operate on speech frames with a small temporal context centred at frame
t, and the statistical pooling layer aggregates the frame-level outputs from layer
10, and computes the mean and standard deviation. The statistical pooling layer
aggregates the information across the time dimension so that subsequent layers
operate on the entire segment. The mean and standard deviation computed by
the statistical pooling layer are concatenated together and propagated through
segment-level layers to the output softmax layers. All non-linearities are rectified
linear units (ReLUs). During inference, we extract x-vectors using a 2 second
sliding window with a 250ms step size as we found this segmentation to deliver
the best results (in an analysis not shown here).

Table 1. The pre-trained TDNN architecture as described in [14]. K represents the
input feature dimensionality, T is the number of segments and N is the number of
speakers.

Layer Layer context (Input) x output

frame 1 [t-2,t+2] (2xK) x 512
frame 2 [t] 512 x 512
frame 3 [t-2,t,t+2] (3x512) x (512)
frame 4 [t] 512 x 512
frame 5 [t-3,t,t+3] (3x512) x 512
frame 6 [t] 512 x 512
frame 7 [t-4,t,t+4] (3x512) x 512
frame 8 [t] 512 x 512
frame 9 [t] 512 x 512
frame 10 [t] 512 x 1500

stats pooling (mean + stddev) [0,T] (2x1500) x 512
segment1 [0] 512 x 512
softmax [0] 512 X N

4.3 Spherical K-Means Clustering

We use a combination of vanilla and spherical K-Means to cluster speaker embed-
dings according to speaker identity. We found this method of K-Means clustering
to deliver better results than other popular clustering methods such as agglom-
erative hierarchical clustering (AHC) [15] and variational Bayes hidden Markov
model clustering (VBHMM) [16]. Our clustering approach accepts the extracted
x-vectors and PLDA score matrix as input and the exact implementation is as
follows.

1. Apply the LDA transformation and L2-norm length normalisation to all
speaker embeddings.
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2. Perform spherical K-Means. The centroids are intialised randomly.
3. Using the PLDA score matrix as input, perform vanilla K-Means with the

PLDA scores being the distance between two x-vectors. We use the centroids
from the spherical K-Means step as initialisation.

After clustering, each segment belonging to the same cluster is merged and
if two adjacent, overlapping segments belong to the same cluster, the speaker
change point is taken as the midpoint between the two segments as shown by
Landini et al. [16].

4.4 Diarisation Error Rate

The accuracy of a speaker diarisation system is measured using the diarisation
error rate (DER) [17] where DER is defined as:

DER =
FalseAlarm+MissedDetection+ Speaker Confusion

Total Duration of T ime
(9)

False alarm refers to the total time labelled as speech which is actually non-
speech, missed detection refers to the total time labelled as non-speech that con-
tains speech, and speaker confusion refers to the total time labelled as belonging
to the wrong speaker. When scoring, a Hungarian Algorithm [17] is employed to
establish a one-to-one mapping between the hypothesis and reference outputs.
The DER metric also allows for a collar (usually 0.25 seconds) set around every
boundary of the reference segments where the output will not be scored. A collar
is used to account for inconsistent annotation errors in the reference transcript
[17]. In this work, we use a 250ms collar for all experiments.

5 Unsupervised Fine-tuning

As mentioned in Section 2.2, the optimal α parameter for PLDA interpolation
for use in speaker recognition is typically obtained using a small held-out set.
However, in diarisation, the optimal α parameter for an entire corpus does not
necessarily indicate the optimal α for each audio file, especially if audio files
within a corpus have substantial differences in terms of recording and noise
conditions. Furthermore, with unseen or unlabelled data the number of speakers
in a recording is not always known and has to be determined (for use in the
K-Means clustering step). In this paper we perform unsupervised fine-tuning by
using the SC to not only find the correct number of speakers but also the optimal
α parameter for each recording.

The procedure for unsupervised fine-tuning is as follows:

1. Perform diarisation on each recording over a range of different values for
both the α parameter and number of speakers (or clusters).

2. Calculate SC for each combination of α and number of speakers.
3. For each recording, identify the α and number of speakers with the highest

SC.
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In our experiments we compare two methods of computing the SC: The
first method follows the standard modus operandi and uses the cosine distance
between speaker embeddings to compute the average inter- and intra-cluster
distances (‘standard SC’). The second method uses the cosine distance between
the columns of the PLDA score matrix to compute the average inter- and intra-
cluster distances (‘score matrix SC’). The intuition behind our second method is
that, if the cosine distance between the nth and mth column of the PLDA score
matrix is small, the nth and mth speaker embeddings have similar PLDA scores
with respect to other embeddings and are therefore similar to each other and
likely belong to the same speaker.

6 Analysis

6.1 Dataset

For all experiments reported on in Section 6.3 we use a proprietary corpus con-
sisting of telephone calls from 9 different South African call centres containing
calls in English, Sotho and isiZulu. The corpus consists of 118 calls spanning
20.13 hours and differs from the original training data in many aspects, such as
background noise, sampling rate and encoding. The audio is originally recorded
in stereo format, one channel for the call centre agent(s) and the other for the
customer(s) and saved in a mono WAV49 format which is an 8kHz signal passed
through a GSM codec and under WAV encapsulation. However, for diarisation
we upsample the audio to 16kHz prior to feature extraction using sox5 as the
pre-trained models were trained on 16kHz audio.

Table 2 shows the composition of calls in the corpus, which we refer to from
here onwards as the SATS (South African Telephone Speech) corpus.

Table 2. The number of calls and duration of total calls for each call centre in the
SATS corpus.

Calls Hours

Call Centre 1 19 1.95

Call Centre 2 9 1.96

Call Centre 3 6 1.21

Call Centre 4 5 1.43

Call Centre 5 17 4.66

Call Centre 6 4 2.41

Call Centre 7 32 3.82

Call Centre 8 17 1.25

Call Centre 9 9 1.44

118 20.13

5 http://sox.sourceforge.net/
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6.2 Experimental setup

Prior to performing any domain adaptation we split the SATS corpus into an
80-20 development and test set with both sets containing calls from each call
centre.

For all the approaches we compare, we follow the same initial process: We
perform LDA on the development set of the SATS corpus. Using this in-domain
LDA transform we train two PLDA models: an out-of-domain PLDA trained
on the Voxceleb1 and Voxceleb2 datasets with data augmentation (as explained
in Section 4.2) and an in-domain PLDA model trained on the development set.
After training we interpolate the covariance matrices of the out-of-domain and
in-domain PLDA models as shown by Equation 8. We then determine both the
number of speakers and interpolation parameter in three different ways: using a
supervised approach as benchmark, and comparing this with two variations of
the unsupervised technique introduced in Section 5.

First, we obtain a baseline in a supervised fashion, that is, we use the DER
over all calls to guide the process of selecting α. For the number of speakers, we
use the known (‘oracle’) value. Specifically, to estimate the optimal α parameter,
we perform diarisation on the development set for α ∈ [0.5, 1.0], providing the
oracle number of speakers for each call. We then choose the α with the lowest
corresponding average DER over all calls (‘per-corpus fine-tuning’).

For unsupervised fine-tuning the value of α and number of speakers are jointly
estimated by performing diarisation on the development set for α in the range
α ∈ [0.5, 1.0] and speakers in the range Nspeakers ∈ [2, 6]. We then choose the
combination of α and number of speakers resulting in the highest SC for each call
(‘per-file fine-tuning’). That is, in addition to detecting the number of speakers
we obtain an optimal interpolated PLDA model for each call as opposed to one
interpolated PLDA model for the entire corpus. The two different fine-tuning ap-
proaches we compare relate only to the distance measure used when calculating
the SC: either using the cosine distance between speaker embeddings (‘standard
SC’) or the cosine distance between the columns of the PLDA score matrix
(‘score matrix SC’).

6.3 Results

Table 3 shows the average DER taken over all calls as well as the relative im-
provement of our fine-tuning approaches compared to diarisation without do-
main adaptation (that is, diarisation performed using the pre-trained system
as-is). Notice that using SC with the PLDA score matrix as input performs
very similarly to the use of SC with only the speaker embeddings as input.
Furthermore, although the performance difference between unsupervised fine-
tuning using speaker embeddings and the PLDA score matrix is marginal on
the development set, we notice that unsupervised fine-tuning with speaker em-
beddings performs noticeably better on the test set. This is somewhat expected
as domain mismatch between the development and test sets would cause the
performance of the PLDA model and LDA transformation to degrade, allowing
for less discriminatory information in the PLDA score matrix.

SACAIR’21 Proceedings Volume II Van Wyk et al.

211



Table 3. The average DER over all calls for the development and test sets using
supervised per-corpus and unsupervised per-file fine-tuning. Also shown is the relative
average DER improvement (‘Relative’) of fine-tuning compared to diarisation without
any domain adaptation (using the pre-trained system as-is). DER is calculated using
a 250ms collar.

Development Set Test Set
DER Relative DER Relative

Per-corpus fine-tuning,
Oracle Speakers

12.03 8.59 12.67 25.07

Per-file fine-tuning,
Score matrix SC

11.27 14.36 12.44 26.43

Per-file fine-tuning,
Standard SC

11.25 14.51 12.31 27.20

Figure 2 compares the average DER obtained with and without fine-tuning
on the development and test sets. The blue and orange dotted lines represent
the best achievable average DER for the development and test sets respectively
(i.e. the combination of α and number of speakers that achieved the lowest
DER for each call in the set). Notice that the performance gain provided by the
unsupervised per-file fine-tuning decreases on the test set for both approaches.
This can be accredited to domain mismatch between the development and test
sets which degrades the effectiveness of the LDA and PLDA. The effects of
domain mismatch between calls may be alleviated by training the LDA and in-
domain PLDA on a larger test set. The probability distributions of the DER for
each method can be seen in Figures 5 and 6.

Fig. 2. Average DER measured on the development and test using no adaptation (i.e.,
using the pre-trained system ‘as-is’), supervised per-corpus fine-tuning and unsuper-
vised per-file fine-tuning using ‘Standard SC’ and ‘Score Matrix SC’. The dotted lines
shows the best achievable average DER over all runs. DER is calculated using a 250ms
collar.
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Figure 3 shows the number of calls with n speakers (blue) versus the num-
ber of calls with n speakers as predicted by unsupervised fine-tuning with and
without the PLDA score matrix as input (orange and green, respectively) for
the development set; Figure 4 shows the same results for the test set. Notice
that the unsupervised per-file fine-tuning tends to underestimate the number of
speakers in a recording. This result makes intuitive sense: K-Means clustering is
generally sensitive to inbalanced datasets; if a call has multiple speakers but one
speaker is active for the majority of the time K-Means may classify the majority
speaker(s) better when forming a smaller amount of clusters. Lastly, the DER
of a call may also be decreased by underestimating the number of speakers if it
leads to better classification of majority speakers.

Fig. 3. True (‘Oracle’) versus predicted number of calls containing a specific number
of speakers using unsupervised fine-tuning on the development set of the SATS corpus.

Fig. 4. True (‘Oracle’) versus predicted number of calls containing a specific number
of speakers using unsupervised fine-tuning on the test set of the SATS corpus.
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7 Conclusion

In this paper we demonstrate the effectiveness of using the SC of a diarisation
output to fine-tune the interpolation parameter for PLDA models when per-
forming domain adaptation, while simultaneously determining the number of
speakers in a call. Furthermore, we show that by adapting and fine-tuning a
speaker diarisation system on a per-file basis we can substantially increase the
performance of a pre-trained speaker diarisation system.

Additionally, we proposed calculating the SC with the PLDA score matrix,
instead of the speaker embeddings, as input and show that this method has com-
parable performance to the alternative. Although using speaker embeddings as
input had ultimately shown better performance, the PLDA score matrix provides
a method of evaluating the robustness of PLDA models in domain mismatch con-
ditions.

Lastly, we show that unsupervised fine-tuning has a tendency to underesti-
mate the number of speakers in a call. Although this underestimation can in some
cases actually improve the DER, it may affect the performance of downstream
components such as ASR systems which use speaker annotations for speaker-
specific adaptations. For this reason one may rather seek to fine-tune diarisation
systems based on the Jaccard Error Rate (JER) rather than the DER as the
JER scores diarisation output on a per-speaker basis [18].
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A Appendix

Figures 5 and 6 shows the probability density functions for the diarisaiton error
rates obtain on the SATS development and test sets using different methods of
adaptation compared to the best error rate obtained over all runs (blue). Notice
that, for both the train and test sets the highest density is between the 0 and
15% error margins which coincides with the average DER reported in Table 3.

Fig. 5. Probability density function of the diarisation error rates obtained on the de-
velopment set of the SATS corpus using different adaptation methods.

Fig. 6. Probability density function of the diarisation error rates obtained on the test
set of the SATS corpus using different adaptation methods.
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Abstract. Belief revision and belief update are approaches to repre-
sent and reason with knowledge in artificial intelligence. Previous em-
pirical studies have shown that human reasoning is consistent with non-
monotonic logic and postulates of defeasible reasoning, belief revision
and belief update. We extended previous work, which tested natural lan-
guage translations of the postulates of defeasible reasoning, belief revision
and belief update with human reasoners via surveys, in three respects.
Firstly, we only tested postulates of belief revision and belief update,
taking the position that belief change aligns more with human reasoning
than non-monotonic defeasible reasoning. Secondly, we decomposed the
postulates of revision and update into material implication statements of
the form “If x is the case, then y is the case”, each containing a premise
and a conclusion, and then translated the premises and conclusions into
natural language. Thirdly, we asked human participants to judge each
component of the postulate for plausibility. In our analysis, we measured
the strength of the association between the premises and the conclu-
sion of each postulate. We used Possibility theory to determine whether
the postulates hold with our participants in general. Our results showed
that our participants’ reasoning is consistent with postulates of belief
revision and belief update when judging the premises and conclusion of
the postulate separately.

Keywords: non-monotonic logic · AGM postulates · KM postulates
· human reasoning · survey

1 Introduction

A non-monotonic inference is one that is well-drawn from given information, but
may need to be withdrawn when we come into possession of new information,
even when we do not discard the old premises [7]. Going further, Pollock [9]
⋆ We wish to express our sincere gratitude and appreciation to the DSI CSIR Interbur-

sary Support (IBS) Programme and the Centre for Artificial Intelligence Research
(CAIR) for financial support.
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said that when one judges a situation based on how it looks to him, his rea-
soning is defeasible meaning that the premises alone may warrant accepting the
conclusion, but when additional information is added, that conclusion may no
longer be warranted. In the non-monotonic and defeasible case, it is clear that
the conclusion of an argument based on some premises may change, should the
premises change. In terms of reasoning with changing beliefs in artificial intel-
ligence (AI), we apply non-monotonic reasoning to two unique cases: revising
beliefs and updating beliefs. When we revise our beliefs, it means that we accept
new information into our beliefs so long as the result of adding the information
is consistent with our beliefs. Should a change in the world occur, due to some
external phenomenon out of our control, revising our beliefs alone is insufficient.
Instead, we can perform an update on our beliefs to indicate that we used to
believe ψ, we learn that some event µ has occurred and thus we have to adapt
our beliefs to include µ, whether or not µ contradicts ψ.

Empirical studies have shown that human reasoning and non-monotonic logic
in AI share similarities. In the work of Da Silva Neves et al. [8], the translations
of the KLM defeasible reasoning [6] postulates into English are tested in a survey
and evaluated for plausibility, in the context of Possibility theory. Their approach
involves translating the KLM postulates to rules of the form “if a then normally
b” and using the Chi-square test to measure the significance of each component,
the premises and the conclusion, of the postulates of preferential reasoning. They
found that all except two postulates show conformance with their participants’
reasoning. However, their analysis of how each component of the postulate re-
lates to the evaluation of the overall postulate is not reproducible. Ragni et
al. [10] have also motivated, with empirical evidence, that human reasoning ex-
hibits conformance to the postulates of KLM defeasible reasoning. In previous
work [2], we assessed the extent of correspondence between the postulates of
KLM defeasible reasoning, AGM [1] belief revision and KM [5] belief update
with human reasoning, via surveys conducted on Amazon’s Mechanical Turk
(MTurk, https://www.mturk.com/). Additionally, correspondence was evalu-
ated through hit rates, where participants evaluated English translations of the
postulates, on a linear Likert scale, ranging from strongly disagree to strongly
agree. We found that this approach was too broad, however, and that corre-
spondence between the postulates and human reasoning varied greatly across all
three forms of reasoning. In this work, we refine our approach. We hypothesised
that human belief change is consistent with the AGM postulates of belief revi-
sion and the KM postulates of belief update. We investigated this hypothesis in
terms of the correspondence between human reasoning and the individual pos-
tulates (referred to as the postulate level) and in terms of the correspondence
between human reasoning and the reasoning framework overall (referred to as
the system level).

The outline of the rest of this paper is as follows. In Section 2, we describe
our experimental setup and report on the experiment results. In Section 3, we
discuss the results and how it answers our research hypothesis. We conclude our
findings and present extensions to this work for future investigation in Sec-
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tion 4. In Appendix A, we provide a URL to an external document, called
“Paper_32_Supplementary_Material”, which contains background material re-
lated to our investigation. In the external document, we also give a description
of our methodology, ethical issues and additional results. Our project repository,
containing experiment material, raw data, codebooks and scripts for data clean-
ing is accessible via the same URL. Finally, in Appendix B we provide a table
with the URLs to all the surveys created for this project.

2 Experiments

Our investigation involved four experiments, with the task for each in the form
of answering a survey. The first survey was designed in Microsoft Excel and
responses were collected via email after holding a lottery on social media. For the
remaining surveys, we used Google Forms (https://www.google.com/forms)
for the design and used MTurk for data collection.

2.1 Experiment 1

In our first experiment, we prepared a survey of 30 general “if...then...” state-
ments about the world for participants to evaluate for clarity and bias. An ex-
ample of a general statement is: “If Jacob B is a truck driver then Jacob B does
drive at night”. The task was for participants to complete an evaluation table in
which they identify statements whose language is unclear and statements which
contain bias. Our sample consisted of 7 English-speaking participants who were
recruited through social media to evaluate the general reasoning statements. Our
participants were provided with instructions, an evaluation table and a statement
table. To see the evaluation table, the complete instructions and survey material,
visit our project repository via this URL, https://tinyurl.com/y54epsmk.

Our results confirm all our statements were written in clear unambiguous En-
glish. In addition, as expected, our results also confirm the presence of two types
of bias, global statement bias and local statement bias. Global statement bias
(GBS) % refers to the percentage of participants who responded “Yes” to ques-
tion (d) in the evaluation table. The GSB% is 85,71%. This means that 85,71%
of participants expressed that at least one of statements 1 to 30 contained bias.
Local statement bias (LSB)% for a statement S refers to the percentage of par-
ticipants who both responded “Yes” to question (d) and specified a statement
number S in the “Reason/Comment” column, where S corresponds to a partic-
ular statement in the survey material. The LSB% for 11 statements exceeded
50% and we concluded that those 11 statements contained bias. The LSB% for
the remaining statements did not exceed the threshold and we concluded that
those statements contained no bias. As a result, we have replaced the 11 biased
statements with a mix of suggestions given by the survey participants and our
knowledge.
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2.2 Experiment 2

In our second experiment, we prepared a survey of 30 general statements about
the world using the refined material obtained at the end of Experiment 1. The
task was for participants to evaluate the degree to which they believe each of the
statements in the survey, on a scale of 1 = strongly disagree to 5 = strongly agree,
and provide an explanation for their answer. We suggested possible explanations
that participants may have chosen to endorse. Participants were also given the
option to provide their own explanation.

Our sample consisted of 30 native English speakers recruited on MTurk with
the following additional characteristics: the participant’s HIT Approval Rate
(%) for all Requester’s HITs is greater than or equal to 98, the Location of all
participants was restricted to the United States of America and the participant’s
Number of HITs Approved was greater than 50. Personal characteristics such as
age, gender, race and education level were not pertinent to this experiment and
were not collected. The survey itself was divided into 5 smaller surveys, each
containing 6 statements to allow shorter survey response times and make the
task less tedious for participants.

The first survey we created on Google Forms, containing statements 1 to
6, can be accessed via this URL, https://tinyurl.com/y7xh52us. The sec-
ond survey we created on Google Forms, containing statements 7 to 12, can
be accessed via this URL, https://tinyurl.com/2ptrw5ad. The third sur-
vey we created on Google Forms, containing statements 13 to 18, can be ac-
cessed via this URL, https://tinyurl.com/czfrc9yf. The fourth survey we
created on Google Forms, containing statements 19 to 24, can be accessed via
this URL, https://tinyurl.com/yt8pywy5. The fifth survey we created on
Google Forms, containing statements 25 to 30, can be accessed via this URL,
https://tinyurl.com/unvfyrx3. We downloaded the responses from Google
Forms and coded the data manually in Microsoft Excel. We considered the rank
that a participant has given to a statement as qualitative data. We considered
the explanation for the rank as qualitative data. We computed the frequency of
each belief (number of 1s, 2s,...,5s) for each statement. In the next step of our
analysis, we determined the average belief (AVB) for each statement using the
formula: AVB = sum of individual beliefs

total number of participants . The AVB is a number representing the
overall belief of a statement by our participants. We created a box plot of the
average belief for each statement and show this in our supplementary material.
A plausible statement is referred to as a statement from the general reasoning
experiment which has an AVB greater than or equal to 4 and less than or equal
to 5. According to this criteria, our participants found nine statements plausi-
ble and the remaining 21 statements implausible. In the survey, the provided
explanations correspond to the interpretations of the statement in the form of a
material implication rule. There are four interpretations for each statement, con-
sisting of unique ways of assigning true and false to the premises (“if”) and the
conclusion (“then”). We computed the frequencies of the interpretations for each
statement. In our supplementary material, we show the relative frequency (RF)
% of explanation categories across all possible combinations of explanations.
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Overall, the 4 most frequently used explanations in order from first to fourth
are A, B, D and C. This shows that a majority of our participants (87,33%)
preferred a single explanation over choosing multiple explanations and preferred
a single explanation over providing their own explanations. After computing the
frequencies, we determined the modal explanation category for each statement.
From our data, we observed that there was a unique modal explanation category
for each statement i.e. a unique explanation preferred by our participants as com-
pared to all other explanations. Across the 30 statements, the modal explanation
category was either A or B. This means that all our participants endorsed the
premise of the 30 statements, but differed in the endorsement of the conclusion.

2.3 Experiment 3

In our third experiment, we prepared a survey of 18 rules corresponding to
English translations of the 8 AGM postulates, obtained by first decomposing
each postulate into its premises and conclusion, and then replacing each premise
and conclusion with an even but random selection of plausible and implausible
statements from Experiment 2. The task for participants was to rank the rules
for plausibility on a scale of 1 = implausible to 10 = extremely plausible. We
excluded tautological rules from our survey and assumed that our participants
found tautological rules plausible. We recruited 50 participants on MTurk using
the same criteria as Experiment 2. We divided our material over two shorter
surveys to ease the mental load on participants. The survey testing the rules for
the first four AGM postulates can be accessed via this URL, https://tinyurl.
com/wnw7aysy.

The survey testing the rules for the remaining four AGM postulates R5 to
R8 can be accessed via this URL, https://tinyurl.com/z523es9f. Once col-
lected, we coded our data in Microsoft Excel. We coded the plausibility ranking
for each rule as either true or false, repeated for each participant. The code true
was assigned to statements with a plausibility rating of greater than five and less
than or equal to 10. The code false was assigned to statements with a plausibil-
ity rating of greater than or equal to 1 and less than 6. Once coded, rules were
grouped according to the part of the postulate that it represents: the premises
(LP) or the conclusion (RP). In the case of the premises of a postulate being
a tautology, the overall logical valuation of the rules for the postulate trans-
lates to the overall valuation for the rules in RP. In our analysis, we wanted to
determine whether the endorsement of LP (ELP) was preferentially associated
with the endorsement of RP (ERP). This can be done in a contingency table
with four cells, corresponding to combinations of endorsement of LP and RP. To
identify the cell of the contingency table that a participant’s response matched,
we applied the logical evaluation of the implication LP −→ RP. We computed
the degree of association between ELP and ERP using the Phi-coefficient (ϕ),
also known as the Matthews Correlation Coefficient (MCC), and tested the as-
sociation statistically using Chi-square (X 2). The value of ϕ for a 2 x 2 table is
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defined as:

ϕ =
|AD −BC|

((A+B)(C +D)(A+ C)(B +D))
1
2

(1)

In the case of a zero denominator, where any of the four sums evaluate to zero,
the denominator in the Phi-coefficient can be arbitrarily set to 1 [12,13], giving
a Phi coefficient of 0. For each postulate, the statistical hypothesis H0 (null
hypothesis) was “there is no significant association between ELP and ERP”. The
alternate hypothesis, H1, was “there is a significant positive association between
ELP and ERP”. H0 was rejected if the probability of obtaining a value as large
as the observed X 2 was not greater than 0,05, as it is usual in experimental
psychology [3, 4, 11].

Under our primary hypothesis that participants’ inference tends to be con-
sistent with postulates R1, R2, R3, R4, R5, R6, R7 and R8, we predicted that
H0 would be rejected for each postulate. Under the hypothesis that participant
judgements are consistent with the AGM belief revision framework, we predicted
a high proportion of participants would not commit any postulate violations.
Once the data was collected, a data cleaning process was performed. This step
was programmed in R (https://www.r-project.org/) and the script is avail-
able in our project repository via this URL, https://tinyurl.com/y54epsmk.
During the data collection process, 50 participants completed the first survey
while only 35 participants completed both the first and second surveys. As a
result, our adjusted sample size is 35 participants. MTurk uses the term Work-
ers to refer to its participants who complete tasks. MTurk also uses the term
Requesters to refer to users who create tasks for Workers to complete. An in-
spection of the data from MTurk revealed that the Lifetime Approval Rate for
Requesters Tasks (%) for all Workers was 100%, on the last day of data collec-
tion, 29 April 2021. The number of tasks taken and approved ranged from 2 to
3. This indicates how familiar Workers were with our tasks on MTurk. 77,14%
(27 Workers) have taken our tasks for the first time, the first and second parts
of the survey for belief revision, with 22,86% having taken our tasks on a pre-
vious occasion, potentially having participated in our general reasoning survey,
but potentially during research for a different project. An inspection of our data
from Google Forms revealed that our 35 participants were divided by gender as
22 male (62,86%) and 13 female (37,14%), as shown in Figure 1. Participants’
ages ranged from 22 to 74 years old. In Figure 2, we show the distribution of
participant age by gender in a box plot. The box plot for male participants is
comparatively short, which suggests that male participants were similar in age
to the median of 40 years. The box plot for female participants is comparatively
tall, which suggests that female participants were widely spread from the median
age of 38 years. We show a box plot of the participant rank for our concrete
rules in Figure 3. We observed that the box plot is comparatively short, spanning
2-3 consecutive ranks, for the majority of postulates. Additionally, all the rules
with short box plots share the property that 75% of responses are greater than
or equal to the rank of 6. Exceptions are the R5 premise rule, the R5 conclusion
2 rule, the R8 conclusion 1 rule and the R8 conclusion 2 rule, having compara-
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Fig. 1. Pie chart of participant gender
distribution by percentage

Fig. 2. Box plot of participant age
distribution by gender

Fig. 3. Box plot of participant rule rank Fig. 4. Bar plot of average rule rank by
gender

tively tall box plots that span 4-5 consecutive ranks. Both exceptions come from
postulates which involve multiple conclusions. This suggests that participants
tend to differ on assigning a rank for rules which involve more than one conclu-
sion. The box plots for the R1 conclusion 1 rule, the R1 conclusion 2 rule, the
R3 premise rule, the R3 conclusion 2 rule, the R5 conclusion 1 rule and the R8
premise rule, share a median of 8, which suggests that there are few differences
between the responses for those rules. Further, the R6 premise rule and the R6
conclusion rule share a median of 10, with 75% of responses greater than or
equal to the rank of 8. Without further analysis, this suggests that the majority
of our participants find AGM belief revision postulate R6 plausible. The box
plot for the R5 premise rule and the R5 conclusion rule 2, share a median of 4
and a similar distribution in the third quartile, which is skewed to the right of
the median. We show a bar plot of the average rank for each rule, coloured by
gender in Figure 4.

For each rule, the average rank was computed for male and female partici-
pants respectively. We note that according to this separation, our presentation
of results in figure 4 is biased because male participants represent nearly two-
thirds of our sample. However, an analysis of the average rank in this way is
useful to identify whether our rule rank is influenced by gender. 16 rules have
an average rank of 5 or above for both male and female participants, with two
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exceptions in the R5 premise rule and R5 conclusion 2 rule. Additionally, these
exceptions show similar ranks between genders. The average rank between gen-
ders differs by at most 1-2 consecutive ranks for all rules. This suggests that
overall our participants found our rules to be similarly plausible, regardless of
gender. As part of our analysis, we determined the effect of the endorsement
of the premises and the endorsement of the conclusion of each postulate. We
did this using contingency tables. We show the contingency tables, showing the
spread of the endorsement of the premise and conclusion, for the AGM postu-
lates in our supplementary material. Each contingency table consists of 2 rows
and 2 columns and we refer to the top-left cell as A, the top-right cell as B,
the bottom-left cell as C and the bottom-right cell as D. Each postulate has
its contingency table except for postulates R1, which has been decomposed into
two smaller postulates, each with its premise and conclusion rules. The values
in cells C and D in the contingency tables for postulates with premises that are
tautologies are 0 since these were not included in the survey. Across all postu-
lates, strict violations - that is endorsements of LP but not of RP (B cells) -
were only 8,89%.

cell B endorsements =
no. of B responses across all postulates

315
∗ 100 (2)

The denominator, 315, is equal to the product of the 35 responses obtained for
each of the 9 postulates, counting R1 as two separate postulates. Endorsements
of cells A, C and D were computed similarly. Endorsements of both LP and
RP (A cells) were 78,41%. Non-endorsements of both RP and LP (D cells) were
6,98%. Non-endorsements of LP and endorsements of RP (C cells) were 5,71%.
As a whole, the endorsement rates of LP were as expected. Focussing on the

Table 1. Values of ϕ and significance (p-value) of the association between LP and RP
of each AGM belief revision postulate (N=35). “ns” means that ϕ is non-significant at
the 0,05 level. “∗” refers to the vanilla two-tailed Chi-square test.“textdollar” refers
to the two-tailed Chi-square test with Yates’ correction. “†” refers to the two-tailed
Fishers’ Exact Test.

ϕ p-value ∗ p-value $ p-value †
R1 (i) 0 - - ns
R1 (ii) 0 - - ns
R2 0,36 0,031 ns ns
R3 0,12 ns ns ns
R4 (i) 0 - - ns
R5 0,09 ns ns ns
R6 0,8 < 0,0001 0,0005 0,005
R7 0 - - ns
R8 0,4 0,0173 ns ns

AGM belief revision postulates, the ϕ degrees of association reported in Table 1
show a highly significant association between ELP and ERP for postulate R6,
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using the two-tailed Chi-square test, Chi-square test with Yates’ correction and
Fisher’s Exact Test. The ϕ degrees of association for postulates R2 and R8 are
only significant using the two-tailed unmodified Chi-square test. Thus, there is
evidence that the probability of mistakenly rejecting H0 is lower than 0,005 for
R2, R6 and R8, and is even lower than 0,0001 for R6. The ϕ degrees of association
reported in Table 1 also show a non-significant association between LP and RP
for postulates R3 and R5. The significance between LP and RP for postulates
R1 (i), R1 (ii), R4 (i) and R7 could not be determined because the conditions of
the Chi-square test were not satisfied (zero-valued elements in cells C and D).
As a consequence, we may reject the null hypothesis that there is no significant
association between the premises and conclusion of R2, R6 and R8. Considering
all postulates, we tallied how many violations (out of 9 possible) each participant
made. Results appear in Table 2. 45,71% of participants made no violation at all,
and 82,86% made one violation or none. These percentages are significantly high
given the unavoidable imperfection of our apparatus, material, and participant
sampling. These results suggest a pattern in which the majority of participants
draw inferences from their beliefs in a manner which is consistent with the AGM
belief revision postulates. In summary, our results have exhibited that postulates
R2, R6 and R8 were significantly endorsed by our participants. The results for
postulates R3 and R5 were non-significant, while the results for postulates R1
(i), R1(ii), R4(i) and R7 were inconclusive according to our criteria. At the
system level, the majority of our participants committed one postulate violation
or none.

Table 2. Percentages of participants as a function of the number of violations (N =
35)

Number of violations 0 1 2 3
Percentage of participants 45,71 37,14 8,57 8,57
Cumulative percentages of participants 45,71 82,86 91,43 100

Experiment 4 In our fourth experiment, we prepared a survey of 22 rules
corresponding to English translations of the 9 KM postulates, obtained by de-
composing each postulate into its premises and conclusion, and then replacing
each component with an even but random selection of plausible and implausible
statements from Experiment 2. The task for participants was the same as in
Experiment 3. We excluded rules involving tautological premises in our survey
material. We recruited 50 participants on MTurk using the same criteria as Ex-
periments 2 and 3. The survey testing the rules for the first five KM postulates
can be accessed via this URL, https://tinyurl.com/xvufy32m.

The survey testing the rules for the remaining four KM postulates can be
accessed via this URL, https://tinyurl.com/3sxs9rjz. During the data col-
lection process, 50 participants completed the first survey while only 37 com-
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pleted both the first and second surveys. As a result, our adjusted sample size is
37 participants. Once collected, a data cleaning step was performed. This step
was programmed in R and the script is available in our project repository via
this URL, https://tinyurl.com/y54epsmk. We coded our data in Microsoft
Excel following the same procedure as Experiment 3. An inspection of the data
from MTurk revealed that the Lifetime Approval Rate for Requesters Tasks (%)
for all Workers was 100%, on the last day of data collection, 5 July 2021. The
number of tasks taken and approved ranged from 2 to 5. This indicates how
familiar Workers are with our tasks on MTurk. 81,08% (30 Workers) have taken
our tasks for the first time, the first and second parts of the survey for belief
update, with 8,11% having taken 1 of our tasks previously, an additional 8,11%
having taken 2 of our tasks previously and a further 2,7% having taken 3 of our
tasks previously. An inspection of our data from Google Forms revealed that
our 37 participants were divided by gender as 19 male (51,35%) and 18 female
(48,65%), as shown in Figure 5. Participants’ ages ranged from 24 to 61 years
old. In Figure 6, we show the distribution of participant age by gender in a box
plot. The box plot for male participants has a similar height to the box plot
for female participants. This suggests that the age range for male and female
participants was similar. However, the distribution for male and female partici-
pants is different in quartiles 2 and 3: males participants are skewed to the left
of their median of 37, while female participants are distributed evenly around
their median of 43. This suggests that the female participants were more similar
in age to the median than their male counterparts. The box plot for female par-
ticipants is higher than the box plot for male participants. This suggests that
female participants tended to be older than male participants in our study. We

Fig. 5. Pie chart of participant gender
distribution by percentage

Fig. 6. Box plot of participant age
distribution by gender

show a box plot of the participant rank for our 22 concrete rules in Figure 7.
We observed that the box plot is comparatively short, spanning 2-3 consecutive
ranks, for the majority of postulates. Additionally, all the rules with short box
plots share the property that 75% of responses are greater than or equal to the
rank of 6. Exceptions are the U2 premise rule, the U4 premise 1 rule, U4 premise
2 rule, U4 premise 3 rule, U4 premise 4 rule, U4 conclusion 2 rule, U7 premise
rule and U8 conclusion 2 rule, having comparatively tall box plots that span
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Fig. 7. Box plot of participant rule rank Fig. 8. Bar plot of average rule rank by
gender

4-5 consecutive ranks. The exceptions occur in all of the premise rules of pos-
tulates U2, U4 and U7, and in one of the conclusion rules of both postulate U4
and postulate U8. Postulate U4 is the only postulate where the variance in the
rank spans 4-5 consecutive ranks in both the premise and conclusion rules. This
suggests that U4 is a contentious postulate with ranks ranging from moderate
to high. In turn, the variance in the rank of the premises of postulates U2, U4
and U7, suggest that those postulates have contentious premises with ranks also
ranging from low-moderate to high.

The box plots for the U1 conclusion rule, U2 conclusion 1 rule, U2 conclusion
2 rule, U3 premise rule, U3 conclusion rule, U4 premise 4 rule, U6 premise rule,
U6 conclusion rule, U6 conclusion 2 rule, U8 conclusion 1 rule and U9 premise
rule, share a median rank of 8. This suggests that there are few differences be-
tween the responses for those rules. Additionally, the U5 conclusion rule has a
median rank of 9 with 75% of responses greater than or equal to the rank of 8.
Without further analysis, our results suggest that the majority of our partici-
pants find belief update postulate U4 contentious while our participants seem to
find postulates U6 and U9 plausible. We show a bar plot of the average rank for
each rule, coloured by gender in Figure 8. For each rule, the average rank was
computed for male and female participants respectively. We note that according
to this separation, our presentation of results in figure 8 should not be biased
because the number of male and female participants only differ by 1 member. In
our analysis, we determined whether our rule rank was influenced by gender. All
rules have an average rank of 6 or above for both male and female participants,
with one exception in the U4 premise 2 rule. Additionally, this exception differed
for male and female participants by only one rank. The average rank between
genders differed by at most 1-2 consecutive ranks for all rules. This suggests
that overall our participants found our rules to be similarly plausible, regard-
less of gender. Our data analysis for this experiment follows the same steps as
for the belief revision experiment. We show the contingency tables for the KM
belief update postulates in our supplementary material. Each postulate has its
own contingency table. The values in cells C and D in the contingency tables
for postulates with premises that are tautologies are 0 since these were not in-
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cluded in the survey. Considering all postulates, strict violations - defined as the
endorsements of LP but not of RP (B cells) - were only 12,61%.

cell B endorsements =
no. of B responses across all postulates

333
∗ 100 (3)

The denominator, 333, is equal to the product of the 37 responses obtained for
each of the 9 postulates, U1 to U9. Endorsements of cells A, C and D were
computed similarly. Endorsements of both LP and RP (A cells) were 66,67%.
Non-endorsements of both RP and LP (D cells) were 12,91%. Non-endorsements
of LP and endorsements of RP (C cells) were 7,81%. As a whole, the endorsement
rates of LP were as expected. Focussing on the KM belief update postulates, the

Table 3. Values of ϕ and significance (p-value) of the association between LP and
RP of each KM belief update postulate (N=37). “ns” means that ϕ is non-significant
at the 0,05 level. “∗” refers to the vanilla two-tailed Chi-square test.“$” refers to the
two-tailed Chi-square test with Yates’ correction. “†” refers to the two-tailed Fisher’s
Exact Test.

ϕ p-value ∗ p-value $ p-value †
U1 0 - - ns
U2 0,66 < 0,0001 0,0003 0,0002
U3 0,54 0,0009 0,0204 0,0225
U4 0,68 < 0,0001 0,0002 < 0,0001
U5 0 - - ns
U6 0,71 < 0,0001 < 0,0001 < 0,0001
U7 0,28 0,0885 ns ns
U8 0 - - ns
U9 0,31 0,0559 ns 0,0784

ϕ degrees of association reported in Table 3 show a highly significant association
between LP and RP for postulates U2, U4 and U6, and a weakly significant
association between LP and RP for postulate U3, using the two-tailed Chi-
square test, Chi-square test with Yates’ correction and Fisher’s Exact Test. The ϕ
degrees of association for postulates U7 and U9 are only significant using the two-
tailed unmodified Chi-square test. Thus, there is evidence that the probability of
mistakenly rejecting H0 is lower than 0,005 for U3, U7 and U9 and is even lower
than 0,0001 for U2, U4 and U6. The ϕ degrees of association reported in Table 3
also show a non-significant association between LP and RP for postulates U1, U5
and U8, using Fisher’s Exact Test. Postulate U7 has a non-significant association
between LP and RP in the cases of the Chi-square test with Yates’ correction and
Fisher’s Exact Test, but not the vanilla Chi-square test. U9 has a non-significant
association between LP and RP only in the case of the Chi-square test with
Yates’ correction. The significance between LP and RP for postulates U1, U5
and U8, using the vanilla Chi-square test, could not be determined because the
conditions of the Chi-square test were not satisfied (zero-valued elements in cells
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C and D). As a consequence, we may reject the null hypothesis that there is no
significant association between the premises and conclusion of U1, U5 and U8.

Considering all postulates, we tallied how many violations (out of 9 possible)
each participant made. Results appear in Table 4. 18,92% of participants made
no violation at all, and 70,27% made one violation or none. These percentages
are significantly high given the unavoidable imperfection of our experimental
apparatus, material, and participant sampling. These results suggest a pattern
in which the majority of participants draw inferences from their beliefs in a
manner which is consistent with the KM belief update postulates. In summary,
our results have exhibited that postulates U2, U3, R4, U6, U7 and U9 were
significantly endorsed by our participants. The results for postulates U1, U5 and
U8 were inconclusive, according to our criteria. At the system level, the majority
of participants committed one violation or none.

Table 4. Percentages of participants as a function of the number of violations (N =
35)

Number of violations 0 1 2 3
Percentage of participants 18,92 51,35 27,03 2,7
Cumulative percentages of participants 18,92 70,27 97,3 100

3 Results and discussion

In this section, we discuss the results from the belief revision experiment and the
belief update experiment. We discuss how these results relate to and answer our
research hypotheses, which states human belief change is consistent with AGM
postulates of belief revision, and which states human belief change is consistent
with the KM postulates of belief update.

3.1 Human reasoning and the AGM postulates

We presented evidence from our experiments that our participants found our
concrete instantiations of the AGM belief revision postulates plausible and then
we determined whether the postulates hold in general. Our results show that our
participants’ reasoning tends to be consistent with the 9 AGM belief revision
postulates, with the significance of the association between the endorsement of
the premises and the endorsement of the conclusion for each postulate ranging
from non-significant to highly significant. Of the 9 postulates, the majority show
a low number of violations (less than 50% of responses located in cell B for
each postulate). Additionally, our hypothesis that our participants’ reasoning is
consistent with the AGM postulates is proven true for 3 postulates: R2, R6 and
R8. Our hypothesis that our participants’ reasoning is consistent with the AGM
postulates is determined to be inconclusive for 6 postulates: R1 (i), R1 (ii), R3,
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R4, R5 and R7. In the case of postulates R1 (i), R1 (ii) and R4, the general form
of the postulate resembled the following rule: ⊤ → q.

For these postulates, our specific concrete rules used to instantiate the postu-
lates were found plausible by our participants. However, due to the statistically
non-significant association between the endorsement of the premises and the
endorsement of the conclusion in all 6 cases, we could not conclude that our
participants’ reasoning was consistent with all rules of the form ⊤ → q. We
propose an additional investigation is needed to assess whether all rules of the
form ⊤ → q are found plausible by our participants and suggest the inclusion
of the tautological premises as a rule in the survey for participants to rank as a
starting point for future analyses. Additionally, postulates R2 and R6 share the
same rule form: p → q. In both cases, the association between the endorsement
of the premises and the endorsement of the conclusion is statistically significant
to highly statistically significant. This suggests a strong assertion by our par-
ticipants that rules of the form p → q are generally plausible. In the case of
postulate R8, the general rule is described by p → (q1 ∧ q2), where p represents
a single premises and q1 ∧ q2 represents a conjunction of two conclusions. The
association between the endorsement of the premises and the endorsement of
the conclusion of postulate R8 is statistically significant. This suggests a strong
assertion by our participants that rules of the form p → (q1 ∧ q2) are generally
plausible.

3.2 Human reasoning and the KM postulates

We presented evidence from our experiments that our participants found our
concrete instantiations of the KM belief update postulates plausible and then
we determined whether the postulates hold in general. Our results show that our
participants’ reasoning tends to be consistent with the 9 postulates of KM belief
update, with the significance of the association between the endorsement of the
premises and the endorsement of the conclusion of each postulate ranging from
non-significant to highly significant. Of the 9 postulates, the majority committed
a low number of violations (less than 50% of responses located in cell B for each
postulate) with no participants committing a violation in the case of postulate
U4. Our hypothesis that our participants’ reasoning is consistent with the KM
postulates of belief update is proven true for 4 postulates: U2, U3, U4 and
U6. For these postulates both the specific concrete rules used to instantiate
the postulates and the general form of the rule was found plausible by our
participants. The general rule for postulate U2 is given by: p → (q1 ∧ q2). This
form is shared with postulate U6. The general rule for postulate U3 is given by:
p → q. The general rule form for postulate U4 is given by: (p1 ∧ p2 ∧ p3 ∧ p4) →
(q1 ∧ q2). Our hypothesis that our participants’ reasoning is consistent with the
KM postulates of belief update was inconclusive for 6 postulates: U1, U5, U7,
U8 and U9. For these postulates, the specific concrete rules used to instantiate
the postulates were found plausible by our participants. However, due to the
statistically non-significant association between the endorsement of the premises
and the endorsement of the conclusion in all 5 cases, we could not conclude that
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our participants’ reasoning was consistent with all rules of the form ⊤ → q, in the
case of postulates U1 and U5, a rule of the form p → q in the case of postulates
U7 and U9, and a rule of the form p → q1∧q2 in the case of postulate U8. Some of
our results for the KM belief update postulates are contradictory. An example
of this is postulate U3, U7 and U9 that all share the general form of p → q.
From the experiments, we found evidence for our participants’ reasoning being
consistent with postulate U3, but neither postulate U7 nor postulate U9. In the
survey testing postulate U3, we used and defined the term “satisfiable”. In the
survey testing postulates U7 and U9, we used and defined the term “complete”.
We suggest that our participants wrestled with the meaning of complete beliefs
and complete belief bases. This is not unexpected as our participants are not
experts in formal logic. Further, the concrete rules used in both U7 and U9
involve complex conjunction statements which may further have confused our
participants. We propose an additional investigation is needed to assess whether
all rules of the form ⊤ → q and p → q1 ∧ q2 are found plausible.

4 Conclusions and future work

Based on previous empirical studies with human reasoners and the link between
human reasoning and belief change in AI, we hypothesised that human belief
change is consistent with the AGM postulates of belief revision and the KM
postulates of belief update. We investigated this hypothesis through four exper-
iments, with the task for each in the form of answering a survey. For the first
experiment, we prepared a survey of 30 general statements about the world,
for example, “If Jacob B is a truck driver then Jacob B does drive at night”.
7 English-speaking participants were recruited via a lottery held on social me-
dia and the task was to evaluate the statements for clarity and bias. Overall,
11 statements contained bias and we replaced these statements with a mix of
suggestions given by the survey participants and our knowledge, for use in the
remaining experiments. For the second experiment, we prepared a survey of 30
general statements about the world using the refined material from Experiment
1. 30 English-speaking participants were recruited from MTurk for this experi-
ment. The task was for participants to evaluate the degree to which they believe
each of the statements in the survey, on a scale of 1 = strongly disagree to 5 =
strongly agree, and provide an explanation for their answer. We suggested expla-
nations for participants to endorse and allowed them to provide their own. Our
results show that participants found 9 statements plausible while the remaining
statements were found implausible.

Additionally, participant explanations were analysed and we found that par-
ticipants preferred endorsing a single explanation over endorsing multiple ex-
planations or providing their explanations. Our analysis shows that a modal
explanation category exists for each statement and that participants were in
agreement on the endorsement of the premises of the statements in the survey,
but differed on the endorsement of the conclusions of the statements. For the
third and fourth experiments, we recruited 50 English-speaking participants on
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MTurk to rank, on a scale from 1 = implausible to 10 = extremely plausible,
the plausibility of the English translations of the AGM and KM postulates when
formulated as material implication statements. We measured the association be-
tween the premises and conclusion of each postulate and tested the association
statistically using Chi-square, Chi-square with Yates’ correction and Fisher’s
Exact Test. We used Possibility theory to determine whether our participants’
reasoning is consistent with the AGM and KM postulates in general. Of the 9
AGM postulates, the majority committed a low number of violations by endors-
ing the premises of a postulate but not its conclusion. We presented evidence
for AGM postulates R2, R6 and R8 being consistent with our participants’ rea-
soning, while the findings for AGM postulates R1(i), R1(ii), R3, R4, R5 and R7
were inconclusive. Similarly, the results from the KM experiment a low number
of postulate violations. We presented evidence for KM postulates U2, U3, U4
and U6 being consistent with our participants’ reasoning, while the findings for
KM postulates U1, U5, U7, U8 and U9 were inconclusive.

Some of our results from the KM experiment are contradictory, for example,
in the case of postulates U3, U7 and U9 which share the same rule form, p → q,
with postulate U3 found plausible by our participants, but not postulates U7
and U9. We propose that an additional investigation is needed to evaluate (i)
whether all material implication rules with tautological premises and (ii) whether
all rules of the form ⊤ → q and p → q1 ∧q2 are plausible in human belief change.
We submit that the translation into English and the decomposition of the AGM
and KM postulates, into its premises and conclusion, is not straightforward. As
a result, we have demonstrated that the representation of the postulates does
have a statistically significant influence in determining whether the postulates
are consistent with human reasoning.
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A Supplementary Material
We have created an external document, called “Paper_32_Supplementary_Material”,
with background material for our investigation. In the document, we also give
a description of our methodology, ethical issues and additional results. This
document can be accessed in our project repository on Github via this URL,
https://tinyurl.com/y54epsmk. Additionally, our survey material, keyword
dictionary, code scripts and related artefacts can be accessed via the same URL.

B Surveys
For convenience, the URLs to our surveys are included in Table 5.

Table 5. Survey URLS

Experiment no. Survey description URL
1. Evaluation form https://tinyurl.com/2dhntz2w
2. Statements 1 to 6 of 30 https://tinyurl.com/y7xh52us

Statements 7 to 12 of 30 https://tinyurl.com/2ptrw5ad
Statements 13 to 18 of 30 https://tinyurl.com/czfrc9yf
Statements 19 to 24 of 30 https://tinyurl.com/yt8pywy5
Statements 25 to 30 of 30 https://tinyurl.com/unvfyrx3

3. AGM Postulates R1 to R4 https://tinyurl.com/wnw7aysy
AGM Postulates R5 to R8 https://tinyurl.com/z523es9f

4. KM Postulates U1 to U5 https://tinyurl.com/xvufy32m
KM Postulates U6 to U9 https://tinyurl.com/3sxs9rjz
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Abstract. Knowledge representation and reasoning (KRR) is an ap-
proach to artificial intelligence (AI) in which a system has some informa-
tion about the world represented formally (a knowledge base), and is able
to reason about this information. Defeasible reasoning is a non-classical
form of reasoning that enables systems to reason about knowledge bases
which contain seemingly contradictory information, thus allowing for ex-
ceptions to assertions. Currently, systems which support defeasible en-
tailment for propositional logic are ad hoc, and few and far between,
and little to no work has been done on improving the scalability of de-
feasible reasoning algorithms. We investigate the scalability of defeasible
entailment algorithms, and propose optimised versions thereof, as well
as present a tool to perform defeasible entailment checks using these al-
gorithms. We also present a knowledge base generation tool which can
be used for testing implementations of these algorithms.

1 Introduction

Artificial Intelligence (AI) has been around for many years, with its two core
aspects being machine learning (ML) and knowledge representation and reason-
ing (KRR) [4]. Our research will focus on the latter. Knowledge representation
refers to the notion of using some formal set of symbols or notation to represent
information about the world. Reasoning refers to the idea of drawing inferences
from this information, with the key idea for this research being the use of algo-
rithms to reason about information (automated reasoning). We will utilise logics
(a mechanism for formalising ways to reason [3]) to represent information.

Reasoning according to propositional logic as per [3] is monotonic, which
means the addition of new information cannot contradict any previous conclu-
sions you could draw. This is not a “common-sense” approach to reasoning [5].

For example, if a human knows that it rains every Saturday, and that today
is a Saturday, then it makes sense to conclude that it is raining today, however
if we are then told that it is not raining today, a human would interpret the
addition of this new fact to mean that we have simply come across an exception
to the notion of it raining every Saturday.
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Reasoning according to propositional logic simply notes that a contradiction
has occurred, meaning our knowledge can never all be true, thus any and all
information can be inferred from what we know, rendering our knowledge useless.
What may have allowed the additional information to not cause a contradiction
is if the initial knowledge we had rather stated that “typically, it rains every
Saturday”. Nonmonotonicity is a way to get around contradictions occurring.
We will use a framework for nonmonotonic reasoning in which statements of the
form “typically, something is the case” are allowed.

The appendix for this paper is accessible at [22].

2 Background

2.1 Propositional Logic

Propositional Logic [3] is a framework for modelling information about the world,
in which statements (known as formulas) are built up using propositional atoms,
which are sentences which can be assigned a truth value (true or false), and
Boolean operators (¬,∧,∨,→,↔). Formulas can be defined recursively as either
being simply an atom (e.g. p), or if α and β are formulas in L (the set of all
formulas), then so are ¬α, α ∧ β, α ∨ β, α→ β, and α↔ β.

An interpretation is a function I : P → {T, F} which attributes a single
truth value to each propositional atom, and W is the set of all interpretations.
The truth value of a formula α under a given interpretation I is written as I(α),
and if I(α) is true for some formula α, then we say I satisfies α, written I  α.
A knowledge base is a finite set of formulas, and it is said that an interpretation
I satisfies a knowledge base K if for every α ∈ K, I  α. A knowledge base that
is satisfied by at least one interpretation I is said to be satisfiable, and I is then
a model of K. The set of all models of a knowledge base K or of all models of a
formula α are denoted Mod(K) and Mod(α) respectively.

2.2 Entailment

If a formula α is true in every model of K (i.e., Mod(K) ⊆ Mod(α)), then we
say K entails α (denoted K |= α). This form of propositional entailment uses
classical reasoning, which is a framework for inferring information from given
knowledge. Classical reasoning is monotonic, which means that the addition
of new formulas to a knowledge base K should not contradict any previous
inferences made from K. This causes a problem when contradictory statements
are added to a knowledge base, as it then means that there will be no models
of K, and thus any statement is true in every model of K, so such a knowledge
base is meaningless, as it entails everything. We therefore require a framework
for nonmonotonic reasoning. Our preferred approach to nonmonotonic reasoning
is the KLM approach [13,16].

Checking whether or not K |= α can be reduced to checking the satisfiability
of the knowledge base with ¬α added to it (K ∪ {¬α}), where the satisfiability
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check can be done using a propositional logic satisfiability (SAT) solver, which
is a program which, given a propositional logic formula, will return whether or
not there exists an interpretation which satisfies the formula.

2.3 KLM Approach to Defeasible Reasoning

Defeasible reasoning is a form of reasoning which allows one to reason about
knowledge bases which contain seemingly contradictory information, and allows
for exceptions to general assertions. In the KLM Approach [13,16], we have a way
to model statements of the form α |∼ β, which is read as “α typically implies β”,
which simply means that if α is true, then this is typically enough information
to believe that β is also true. A detailed overview of this approach is provided
by Kaliski in [12].

The notion of defeasible entailment (denoted p≈) is not unique, i.e., there are
many acceptable ways to infer information from a defeasible knowledge base (a
knowledge base containing statements of the form α |∼ β). The KLM approach
is our approach of choice, due to its properties which determine whether or
not a defeasible entailment approach is accepted within the framework. These
properties are known as the KLM properties. [13,16]. Rational Closure [16] and
Lexicographic Closure [15] are two approaches to defeasible reasoning which both
fall within the KLM approach, and relevant closure [6] and ranked entailment [16]
are two which do not [7]. This research focuses on Rational Closure [16] (RC)
and Lexicographic Closure (LC) [15].

2.4 Rational Closure

Rational closure is the most conservative form of defeasible entailment (i.e., it
infers very little from a defeasible knowledge base), and can be defined both
semantically and algorithmically, as laid out in [7].

The semantic definition is based on structures known as ranked interpre-
tations, which are simply rankings of all interpretations in W (the set of all
interpretations), in order of typicality. [7]

This paper focuses on the algorithmic definition of Rational Closure, which
is split into two sub-algorithms, namely BaseRank and RationalClosure, as
proposed in [7]. For an explanation of how these work, see [7].
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Algorithm 1: BaseRank

Input: A knowledge base K
Output: An ordered tuple (R0, ..., Rn−1, R∞, n)

1 i := 0;

2 E0 :=
−→K ;

3 repeat
4 Ei+1 := {α→ β ∈ Ei | Ei |= ¬α};
5 Ri := Ei \ Ei+1;
6 i := i+ 1;

7 until Ei−1 = Ei;
8 R∞ := Ei−1;
9 if Ei−1 = ∅ then

10 n := i− 1;

11 else
12 n := i;

13 return (R0, ..., Rn−1, R∞, n)

Algorithm 2: RationalClosure

Input: A knowledge base K and a Defeasible Implication α |∼ β
Output: true, if K p≈ α |∼ β, and false, otherwise

1 ( R0, ..., Rn−1, R∞, n) := BaseRank(K);
2 i := 0;

3 R :=
⋃j<n

i=0 Rj ;
4 while R∞ ∪R |= ¬α and R 6= ∅ do
5 R := R \Ri;
6 i := i+ 1;

7 return R∞ ∪R |= α→ β;

2.5 Lexicographic Closure

Lexicographic closure [15] is a refinement of rational closure, in that the entail-
ment check is done the same way, and only the ranking of statements is done
differently. A detailed description of the intricacies of this approach is provided
by Casini et al in [7]. Lexicographic closure is less conservative than rational
closure in terms of how much it infers from a knowledge base.

Lexicographic closure uses a more refined ranking, where statements within
ranks (according to the BaseRank algorithm) are ranked amongst themselves,
thus preserving the original ranking. We consider all possible refined rankings
of these statements, and in the case of determining whether or not K p≈ α |∼ β,

when checking whether or not
−→K |= ¬α, we remove statements one at a time such

that as few statements as possible are removed where the remaining statements
do not entail ¬α. If this is not able to occur, then we remove the entire top rank
and continue similarly with a refinement of those statements in the following
rank, etc.
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Once the remaining statements do not entail ¬α, we check whether these
statements classically entail α→ β. If we reach the stage where only one rank is
remaining and the remaining statements still entail ¬α, then we can return that
K p≈ α |∼ β.

3 Related Work

Rational closure (RC) and Lexicographic Closure (LC) both reduce to a series
of classical entailment checks. This means it is at its core the problem of boolean
satisfiability (SAT).

3.1 Classical Satisfiability Solving

A satisfiability (SAT) solver is a system which computes the existence of a
satisfying valuation (i.e., a model) for a specified boolean formula.

The DPLL Algorithm DPLL [9] is a complete and sound SAT checking al-
gorithm. DPLL uses backtracking (retracting the most recent assignment and
performing a different assignment) to speculatively test various assignment com-
binations, along with Boolean Constant Propagation (BCP) which constantly
ensures that all variables which need to be true to satisfy a problem are kept
true. DPLL forms the basis of many modern SAT solvers.

The CDCL Process GRASP [17, 23], introduced the Conflict Driven Clause
Learning (CDCL) process, in which variable assignments which potentially cause
conflicts are cached. This results in better execution, and unlike DPLL [9], this
does not rely on chronological backtracking, and as such is more efficient.

Other Advancements Several more advanced SAT solvers utilise low-level op-
timisations such as different storage structures and parallelism in order to obtain
better performance [26], e.g., GridSAT [8] and Chaff [20]. Due to prolific research
being done on developing efficient SAT solving algorithms, many efficient SAT
solver implementations are now freely available.

3.2 Defeasible Satisfiability Solving

While several theoretical formal approaches to defeasible entailment exist, e.g,
rational closure [16], lexicographic closure [15], there has been little work done
studying the scalability and implementational viability of these algorithms.

There currently exists no propositional SAT solver which determines whether
or not a defeasible statement is in the rational or lexicographic closure of a given
defeasible knowledge base. Some work has been done looking at implementing
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the ability to reason defeasibly in the description logics context [18], but similar
implementations for the propositional case are absent from nonmonotonic rea-
soning literature, thus also opening up the opportunity for an investigation into
the scalability of established LM-rational defeasible entailment algorithms such
as rational closure [16] and lexicographic closure [15].

4 Knowledge Base Generation

There has been little work done in the area of knowledge base generation for
defeasible reasoning algorithms. The only approach found was that of Casini et
al [5] wherein sets of OWL ontologies, adhereing to a percentage defeasibility,
were randomly generated for the testing of Description Logics based defeasible
reasoning implementations. While these could be altered and used for the testing
of the Lexicographic and Rational Closure algorithms, what follows are new
deterministic methodologies for generating simple knowledge bases “on the fly”
that adhere to certain parameters.

Knowledge bases containing statements of the form α→ β, α |∼ β and α |∼
¬β, where α and β are propositional atoms, were deterministically generated.
Four parameters were chosen, i.e. the number of defeasible ranks (r), the total
number of defeasible statements (s), the distribution function for distributing the
defeasible statements (d), and whether or not the knowledge base should contain
only defeasible statements or a mixture of defeasible and classical statements
(defeasibleOnly). It was assumed these would provide a good basis for the
testing of the defeasible reasoning implementations as it would allow knowledge
bases with different structures to be generated.

Three types of atoms were used in the knowledge base generation process
— anchor atoms, extension atoms, and a single contradiction atom. While these
are typical propositional atoms, they are named in order to signify their part
in the generation process. Anchor atoms were used to control the number of
defeasible ranks in the knowledge base, the contradiction atom was used to
introduce inconsistencies, and extension atoms were used to populate defeasible
ranks.

Adding Ranks Consider the knowledge base K = {α0 |∼ β}. K represents
the simplest possible knowledge base that can be generated using this method,
where α0 is a an anchor atom for rank 0, and β is the contradiction atom.

In order to add an additional rank to K, we introduce a new anchor atom
for rank 1, α1, along with two additional statements — one associating the new
anchor atom with the preceding rank’s anchor atom, α1 → α0, and one causing
an inconsistency between the two ranks by associating the new anchor atom with
the negation of the previous rank’s contradiction atom, α1 |∼ ¬β.

For example, we add the new statements to K, resulting in the new knowledge
base

K′ = {α0 |∼ β, α1 → α0, α1 |∼ ¬β}
When BaseRank is applied to K′, the following ranking is returned
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Rank 0 α0 |∼ β
Rank 1 α1 |∼ ¬β
Rank ∞ α1 → α0

This procedure was repeated until the desired number of defeasible ranks had
been attained.

Defeasible Only Generation Defeasible implications, rather than classical
ones, can be used for the associations between anchor atoms in order to produce
a knowledge base containing only defeasible statements whilst still adhering to
a specified number of defeasible ranks. This adds the caveat that each defeasible
rank below rank 0 will have a lower-bound of 2 defeasible statement.

For example, consider K′′ to be K′ with its classical implication replaced with
a defeasible one, i.e.,

K′′ = {α0 |∼ β, α1 |∼ α0, α1 |∼ ¬β}
This results in a similar ranking, although now atom b’s association with atom
a can be found in rank 1, leaving the infinite rank empty.

Rank 0 α0 |∼ β
Rank 1 α1 |∼ ¬β, α1 |∼ α0

Rank ∞
For the sake of uniform testing, the rank 0 of defeasibleOnly knowledge bases
were forced to have a lower-bound of 2 defeasible statements as well.

Adding Statements to Ranks In order to add a statement to a defeasible
rank, an extension atom is generated and associated via a defeasible implication
to that rank’s anchor atom. For example, if we want to add another statement
to rank 1 of K′, we choose a new extension atom, γ1,0, and add the statement
γ1,0 |∼ α1 to K′, associating the new extension atom with rank 1’s anchor atom,
resulting in a new ranking of

Rank 0 α0 |∼ β
Rank 1 α1 |∼ ¬β, γ1,0 |∼ α1

Rank ∞ α1 → α0

Defeasible Statement Distributions The total defeasible statement count
and distribution function parameters work in conjunction to distribute a speci-
fied number of defeasible statements over the defeasible ranks using the method
of adding statements aforementioned. In order to calculate how many of the to-
tal number of defeasible statements are to be distributed to a specific defeasible
rank, statistical cumulative distributions are used to compute the total number
of defeasible statements that should be in the knowledge base at a specific rank,
deducted from the total at the previous rank. These are modelled as functions,
taking in s, r, and the position of the rank that is currently being populated, x.
Descriptions of the implemented uniform, normal, inverted-normal, and inverted-
exponential distribution functions used are provided in appendix A, item 1 [22].
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GenerateRanked Algorithm A description of the GenerateRanked algo-
rithm, which utilizes the aforementioned methodologies to produce knowledge
bases adhering to the r, s, d and defeasibleOnly parameters, can be found in
appendix A, item 2 [22].

Knowledge Base Generation Tool A knowledge base generation tool, built
in Scala, was used to generate the knowledge base sets used in the testing of
the Rational Closure and Lexicographic Closure implementations through the
GenerateRanked algorithm. The source code for this tool can be found at [2].

5 Implementations & Optimisations of Rational Closure

Naive Implementation We developed a defeasible reasoner which returns
whether or not a defeasible implication statement (i.e. a statement of the form
“α |∼ β”) is entailed by a specific defeasible knowledge base. This program
is “naive” due to its implementation of the RationalClosure algorithm being
implemented exactly as laid out in Algorithm 2 in this paper, as per [7]. We also
created a user-friendly version for the purposes of future research which shows
the ranking of statements before any queries are made, as well as shows the steps
made by each algorithm when computing a query. The naive implementation,
along with those described in the following three subsections, were all accepted
as being correct, as they all produced correct results when tested with cases
which correspond to the KLM Properties. [16] This is strong evidence that our
implementations are all LM-rational, and given their results were all exactly as
expected according to both the semantic and algorithmic definitions of Rational
Closure [7], we are confident in the correctness of these defeasible reasoners.

All of these reasoners were developed using Java, and all made extensive use
of the TweetyProject library, version 1.20 [24,25].

We utilise a built-in classical reasoner tool built into the TweetyProject li-
brary, which uses a solver called Sat4j. [14]

Binary Search Optimisation We developed a second reasoner, which uses an
amended version of RationalClosure, which we propose here, as RCBinCheck.
This algorithm works by using a binary search algorithm to find the rank from
which all ranks need to be removed, as opposed to iterating linearly from the
top, downwards, as in RationalClosure.

When checking whether or not a statement α |∼ β is defeasibly entailed by
the already-ranked knowledge base, the binary search would would replace the
linear search for the rank where α becomes consistent with the knowledge base.
This works as follows:

1. Start with a min and a max value, representing the smallest and largest
possible rank which could be the rank we are looking for. (If this is the first
time performing step 1, then set min as zero, and max as the number of
ranks n).
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2. Choose the midpoint of min and max, let’s call this rank k.

3. Check if removing rank k and all those above it results in α being consistent
with the knowledge base.

– If yes, it would proceed to the next step.

– If no, it would go back to the first step, but instead pass in k as min, and
the keep max the same, as we’d know that the rank we are searching for
(i.e. the rank where α becomes consistent with the knowledge base) is
in the ’lower’ half of our ranks, (i.e. a higher rank number), as with all
ranks up to and including rank k removed, α is still not consistent with
the knowledge base, and thus we need to remove more ranks.

4. Check if adding rank k back in results in α still being consistent with the
knowledge base.

– If yes, then go back to step 1 but pass in max as k, and keep min the
same, as we’d know that the rank we are searching for is in the ’upper’
half of our ranks (i.e. a lower rank number), as with all ranks up to and
including rank k removed, α is consistent with the knowledge base, and
thus we need to remove fewer ranks.

– If no, then rank k is the rank from which we need to remove all ranks,
including rank k.

5. Return true if α→ β is entailed by the ranked knowledge base with all ranks
up to and including k removed, and false otherwise.

Given that the efficacy of this optimisation is reliant on it not requiring
linear iteration through ranks to find which ranks to remove when performing
the entailment check, we hypothesised that there would be a certain number of
ranks (which will be determined by further research) for which this optimisation
would perform better (i.e. faster) than the naive implementation, and that the
extent to which this optimisation performed better would increase as the number
of ranks increase.

However, we also believed that this improved performance provided by the
RCBinCheck implementation would only be present for defeasible queries α |∼ β
where α becomes consistent at a rank larger than approximately log(n) where n
is the number of ranks in the knowledge base. This is because a binary search for
the rank would perform O(log n) consistency checks in both the average and best
cases, and the linear search performs O(n) consistency checks in the worst case,
but O(1) consistency checks in the best case, and thus if the rank at which α be-
comes consistent is less than log(n), then the RationalClosure implementation
is likely to find this rank quicker than the RCBinCheck implementation.

Note that although the efficiency, in terms of number of consistency checks,
can be improved, each consistency check still reduces to the Boolean satisfiability
problem, which is NP-complete (proof available in [10]), however this algorithm
still ought to yield improvements in the best case, and possibly the average case.
The formalisation of this algorithm is available in the appendix [22], and the
source code is available at [11].
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6 Rational Closure Optimisation Testing

Experiment Design In order to determine how successful these optimisations
were, we compared their execution time against one another using predetermined
knowledge bases and query sets (containing defeasible implications) which we
then passed into our different reasoners. We then timed the execution time taken
by each reasoner, using built-in Java system time calls.

Creating Test Cases We used the knowledge-base generator to generate test
knowledge bases which would be queried using our query sets. All our knowledge
bases consisted of only defeasible statements, all of the form a |∼ b and a |∼ ¬b,
where a and b are propositional atoms. Our knowledge bases differed only in
terms of the following variables:

1. Number of Ranks: The number of ranks in the knowledge base when ranked
according to BaseRank.

2. Statement Distribution: The distribution of statements over the ranks in the
knowledge base when ranked according to BaseRank.

These are the variables over which we are comparing our optimised implemen-
tations.

Thus, for Number of Ranks, we generated knowledge bases which had vary-
ing numbers of ranks (10, 50, and 100), but which each had the same number of
statements in each rank (2), and thus each had the same distribution of state-
ments over the ranks (uniform).

For Statement Distribution, we generated knowledge bases which had differ-
ent distributions of statements over the ranks (uniform, normal, exponential),
but the same number of ranks (50).

Our query sets were created manually, as each query set was required to have
some characteristic which would allow us to gain insight into in which contexts
our optimised algorithms are most effective. For each knowledge base, we created
5 query sets:

1. A set of queries whose antecedents all differ from one another.
2. A set of queries which all have the same antecedent.
3. A set of queries whose antecedents are half unique, and are half repeated.
4. A set of queries whose antecedents all become consistent with the knowledge

base after all but the final rank have been removed.
5. A set of queries whose antecedents all become consistent with the knowledge

base after the first rank (rank 0) has been removed.

The query sets, where the level at which their antecedents become consistent
with the knowledge base, are controlled are to provide the best insight into the
effectiveness of the RCBinCheck implementation in particular, as the idea behind
this optimisation relies on the index of the ranks from which all above ranks must
be removed being as large as possible.
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Running Experiments We created a program which, for a given knowledge
base K, instantiates two reasoners, which all use the same ranking algorithm
(BaseRank), but which each use a different entailment checking algorithm (Ra-
tionalClosure and RCBinCheck). This program then iterates through a given
query set, and measures the time taken (in milliseconds) for each reasoner to
determine whether or not K p≈ β. The program then writes these measurements
to a CSV file, where each line represents a particular query, and each individual
value is the number of milliseconds taken for each reasoner to respond to the
given query. Note that the implementation of this testing program was written
in such a way that only the entailment check was timed, and not the ranking of
the statements, as there was no change made to this aspect of the algorithms,
and thus comparing the time taken to rank the statements are not of any interest
to us, and any variation would be random.

These tests were run on a laptop with a Intel Core i5 processor, 2 cores, 4
logical processors, and 8GB ram.

Source code for rerunning experiments & reproducing results are in the
project repository at [11].

7 Rational Closure Testing Results

The query sets whose results are most relevant to evaluating the performance of
the RCBinCheck optimisation over varying numbers of ranks are those where the
ranks at which the queries’ antecedents become consistent with the knowledge
base have been controlled.

Comparison over Varying Numbers of Defeasible Ranks The compari-
son between the runtimes of the RCBinCheck and RationalClosure implemen-
tations yielded statistically significant p-values (α = 0.05) for a 100-rank knowl-
edge base for the query set where all antecedents are rank-1 consistent, as well
as for where all antecedents are rank-100 consistent. An exploration of the data
showed that the mean of the runtimes for the rank-1 consistent entailment check
using the RCBinCheck implementation were significantly worse than that of the
RationalClosure implementation, and that for the rank-100 consistent entail-
ment check, the RCBinCheck implementation performed significantly better than
its naive counterpart. This strongly supports the idea that this optimisation is
more effective when the ranks at which the antecedents of the queries become
consistent with the knowledge base are larger (i.e. a higher rank number).

This same pattern is observed for the knowledge bases with 50 and 10
ranks, as the RCBinCheck optimisation performs significantly better for query
sets where the antecedents of the queries become consistent at ranks 50 and
10, respectively, and significantly worse for queries with rank-1 consistent an-
tecedents. The extent to which the RCBinCheck implementation outperforms the
RationalClosure implementation for queries with antecedents which are final-
rank-consistent tends to decrease as the number of ranks in the knowledge base
decreases, however some exploration of the data revealed that the performance
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of the RCBinCheck implementation was relatively consistent, which is in fact
evidence against the number of ranks in a knowledge base being a key determi-
nant of whether or not the RCBinCheck optimisation will perform better, and
implies that the variable of interest is in fact the ranks at which the antecedents
of our queries become consistent, as, of course, the rank number of the final
rank changes for knowledge bases with fewer ranks. This variable being key to
evaluating our optimisation’s efficacy is perfectly logical, as it determines how
many ranks the program needs to iterate over, and thus, with varying numbers
of ranks in the knowledge base, if the rank at which the antecedent became
consistent with the knowledge base were to remain the same, the performance
of the RCBinCheck would not change.

It may be the case that on average, knowledge bases with more ranks will
be queried with queries whose antecedents become consistent at higher ranks,
however this will vary from case to case, and is not certain enough to be able
to argue that this optimisation will always be effective for knowledge bases con-
taining more ranks.

Comparison over Varying Distributions of Defeasible Statements Over
all distributions (Normal, Uniform, and Exponential), we obtained extremely
small p-values (all ≈ 0) when querying with the rank-1 consistent query sets,
and with the rank-50 query sets. Once again, the RationalClosure implementa-
tion outperformed the RCBinCheck implementation significantly for the rank-1
consistent query sets, and the performance was the other way around for the
rank-50 consistent query sets. This was unsurprising, as while the structure of
the knowledge base was changing, the ranks at which our queries’ antecedents
became consistent remained unchanged, and thus the change in number of ranks
in our knowledge base did not yield any difference in the performance of this
optimisation. Once again, the RationalClosure implementation drastically out-
performed the RCBinCheck implementation for the rank-1 consistent query set,
and vice-versa for the rank-50 query set. This is very strong evidence that
RCBinCheck is a significant improvement on the original RationalClosure al-
gorithm for queries whose antecedents become consistent at a very high rank
number. We foresee that future research will be able to refine at which rank
this optimisation becomes effective, and that this information will be able to
inform choice of implementation when a researcher (or user) has a large number
of queries to query a knowledge base with.

Similarly, it could be the case that on average, knowledge bases with spe-
cific distributions of statements over ranks will be queried with queries whose
antecedents become consistent at higher ranks, however this will vary from case
to case, and is not certain enough to be able to argue that this optimisation will
always be effective for knowledge bases containing more ranks.
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8 Implementations, Optimisations & Testing of
Lexicographic Closure

Power Set Optimisation The key factor of Lexicographic Closure is to check
whether we can prove the negation of the antecedent of the query we are checking
for using one of the subsets of the statements in the worst rank. Using the new
definition of Lexicographic Closure adapted for Datalog∨ [19], it is possible to
achieve this with fewer entailment checks. Rather than checking each subset
of the worst rank, we can execute a single entailment check by combining the
subsets using disjunctions.

Definition 1 (Power set). A power set of A is the set of all subsets of the
set A including the set itself and the null or empty set, denoted as P(A). For
example, for a set A consisting of {a, b, c}, P(A) = {∅, {a}, {b}, {c}, {a, b},
{a, c}, {b, c}, {a, b, c}}.
The implemented PowerSet(X ) function uses this property of power set to gen-
erate a new tuple of statements. By using the previous example, A = {a, b, c},
the PowerSet(X ) function first stores the P(A) into a tuple, disregarding the
empty set. Then, the statements in each set of the tuple are combined by con-
junction. Afterwards, the sets containing the same number of statements are
combined with disjunctions. Thus, the PowerSet(A) returns the following:
{{a ∧ b ∧ c}, {a ∧ b} ∨ {a ∧ c} ∨ {b ∧ c}, {a} ∨ {b} ∨ {c}}.

The algorithm of this implementation is available in appendix E, item 1 [22].
For an example of the algorithm, let a rank R consist of statements {a →
b, a→ c, a→ d}. Calling PowerSet(R) will generate the following tuple: {{a→
b, a → c, a → d}, {a → b, a → c}, {a → c, a → d}, {a → b, a → d}, {a →
b}, {a → c}, {a → d}}. The statements in each set of the tuple are combined
using conjunction:{{a → b ∧ a → c ∧ a → d}, {a → b ∧ a → c}, {a → c ∧ a →
d}, {a→ b ∧ a→ d}, {a→ b}, {a→ c}, {a→ d}}. The sets containing the same
number of statements are then combined by disjunction: {{a→ b∧ a→ c∧ a→
d}, {a → b ∧ a → c} ∨ {a → c ∧ a → d} ∨ {a → b ∧ a → d}, {a → b} ∨ {a →
c} ∨ {a → d}}. This tuple now only contains three statements separated by
commas. This is then returned by the function PowerSet(R).

Ternary Search Optimisation This optimisation was built upon the PowerSet
implementation. Ternary Search uses the properties of Binary Search, except
Ternary Search uses two keys, mid1 and mid2, to set the intervals of the array.
The first key is set to the size of the array divided by three, and the second
key to the size of the array divided by three and multiplied by two. We then
check whether removing the ranks from the first key and above makes the an-
tecedent of the query consistent with the remaining statements. If it does, we
check whether removing the ranks above our second key makes the antecedent
of the query consistent with the remaining statements. If removing the ranks
from the first key and above makes the antecedent of the query consistent with
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the remaining statements then we have found the rank to check the subsets of.
The same procedure is done for the second key. If the corresponding rank is not
found, then the two keys are adjusted according to the size of the remaining
ranks. This procedure is repeated until the corresponding rank has been found.
When it is found, the Lexicographic Closure algorithm is applied to the remain-
ing statements and the query. The algorithm of this implementation is available
in appendix E, item 4 [22].
The source code for this reasoner can be found at [21].

Time and space complexity By analysing the implementations using the
binary and ternary search algorithms, it was found that the time complexity for
binary search is 2log2(n) and 3log3(n) for ternary search [1]. The constants 2
and 3 are their respective minimum number of entailment checks required.

Näıve Power set Binary Search Ternary Search

Time O(n3) O(n2) O(log(n)) O(log(n))

Space O(n) O(2n) O(2n) O(2n)

Testing The Java Microbenchmark Harness (JMH) was used to measure the
execution speed of the implementations. Each test was done using the following
parameters:

– Fork (value = 2)
– Measurement (iterations = 10, time = 1)
– Warmup (iterations = 5, time = 1)

Two trails were carried out with each trail containing five warmups and ten
actual tests.

Test 1 For the testing purpose, an implementation using binary search was done
in a similar manner to the Rational Closure with binary search. The algorithm
for this implementation is available in appendix E, item 3 [22].
This test was conducted with a knowledge base of 50 defeasible ranks and 200
defeasible statements with no classical statements. The statements in this knowl-
edge base is distributed with uniform distribution. For more results and accuracy,
every single antecedent in the knowledge base was tested.

This test shows that the implementation using ternary search performed
slightly better on average than the implementation using binary search. This is
due to ternary search having a better time complexity than binary search. The
binary search outperformed the ternary search for the best case. This is due to
the required number of entailment checks for the binary search implementation
being at least two, while it is three for the ternary search implementation. The
result for this test is available in appendix E, item 2 [22].
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Test 2 The purpose of this test was to verify the time-complexity analysis. The
knowledge base consists of 250 defeasible ranks, 1000 defeasible statements, not
containing any classical statements and uniformly distributed, was used for this
test. The queries were set to every antecedent in the knowledge base and the
number of entailment checks made were stored for both the binary and ternary
search implementations.
Summary of the test:

Binary Search Ternary Search

Best 2 3

Average 12.10 11.86

Worst 16 15

The above measures the number of comparisons made. The best case for both
implementations are as expected: 2log2(250) = 15.93 ≈ 16 and 3log3(250) =
15.07 ≈ 15. These values are equivalent to what we observed. Ternary search
performs slightly better than the binary search for the average case.

9 Conclusions and Implications for Defeasible Reasoning

Our findings strongly suggest that query set characteristics are a stronger deter-
minant than knowledge base characteristics when figuring out in which contexts
our optimisation results in improved performance.

For RationalClosure, the key characteristic of query sets which determines
the extent to which our optimisation provides improved efficiency over the orig-
inal algorithm (as laid out by Casini et al in [7]) is the average rank number at
which the antecedents of our queries become consistent with the knowledge base.
If this number is 1, then RationalClosure will tend to obtain a result quicker
than the RCBinCheck. If this number is equal to the final rank in the knowledge
base, then RCBinCheck will outperform the original algorithm tremendously,
provided the knowledge base contains a fair number of ranks (at least 10, based
on this research). The overall impression is that the larger the rank number at
which our queries’ antecedents become consistent with the knowledge base, the
greater the extent to which RCBinCheck will outperform RationalClosure.

For LexicographicClosure, although the näıve implementation has the best
space complexity among the implementations, it has the worst time complexity.
We try to improve the time-complexity by trading-off space for time. It was
found through the analysis that the ternary search optimisation was the most
preferred, as while it had a similar time and space complexity to the binary
search optimisation, it performed better on average.
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10 Future Work

Non-deterministic, pseudo-random, parameterised generation for ranked knowl-
edge base generation has not been explored in this paper, as well as little work
being done elsewhere, and thus is a ripe area for future investigations. Only
knowledge bases containing simple implications were generated. Thus, future
research could include investigations into methodologies that produce ranked
knowledge bases containing more compounded propositional formulas.

We believe that future research should take place, done in a similar way, but
where the rank number at which queries become consistent with the knowledge
base is treated as the key explanatory variable, and where knowledge base struc-
ture is kept the same. We believe such research would be able to determine at
which rank (relative to the number of ranks in a knowledge base) individual
queries are handled quicker by the RCBinCheck implementation.

More analysis could be made with these implementations with knowledge
bases containing complicated statements. The biggest knowledge base that was
used for testing the Lexicographic Closure consists of 250 ranks and 1000 state-
ments. A more powerful machine can be used to test larger knowledge bases.
Since the PowerSet has a space complexity of O(2n), and further optimisations
were built upon it, implementations with better speed and time complexities can
be investigated to decrease these complexities

References

1. Arora, N., Arora, M.M., Arora, E.: A novel ternary search algorithm. International
Journal of Computer Applications 144(11) (2016)

2. Bailey, A.: Knowledge base generation tool. https://github.com/
AnonSacairSubmission/knowledge-base-generation-tool (2021)

3. Ben-Ari, M.: Mathematical Logic for Computer Science, 3rd Edition. Springer
(2012), https://doi.org/10.1007/978-1-4471-4129-7

4. Bouraoui, Z., Cornuéjols, A., Denœux, T., Destercke, S., Dubois, D., Guillaume,
R., Marques-Silva, J., Mengin, J., Prade, H., Schockaert, S., Serrurier, M., Vrain,
C.: From shallow to deep interactions between knowledge representation, reasoning
and machine learning (kay r. amel group) (12 2019)

5. Casini, G., Meyer, T., Moodley, K., Varzinczak, I.: Towards practical defeasible
reasoning for description logics (Jul 2013), http://hdl.handle.net/10204/7039

6. Casini, G., Meyer, T., Moodley, K., Nortjé, R.: Relevant closure: A new form of
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Abstract. This research proposes an architecture and prototype implementation 

of a knowledge-based system for automating share evaluation and investment 

decision making on the Johannesburg Stock Exchange (JSE). The knowledge ac-

quired from an analysis of the investment domain for a value investing approach 

is represented in an ontology. A Bayesian network, developed using the ontology, 

is used to capture the complex causal relations between different factors that in-

fluence the quality and value of individual shares. The system was found to ade-

quately represent the decision-making process of investment professionals and 

provided superior returns to selected benchmark JSE indices from 2012 to 2018.  

Keywords: Ontology ∙ Bayesian Network ∙ Portfolio Management ∙ Share Eval-

uation ∙ Value Investing ∙ Fundamental Analysis 

1 Introduction 

Stock market fluctuations are usually the result of complex phenomena, which are often 

erratic and difficult to predict. However, despite this complexity many well-known fac-

tors including fundamental financial indicators of a company, market analysis, and 

macroeconomic variables have shown to have a high degree of influence on market 

movements and can provide a certain level of forecast capability in the stock market 

[1]. Investment professionals typically engage in complex analysis and modelling of 

these factors to understand and reduce the level of uncertainty in their forecasting.  The 

process of share evaluation involves the analysis and identification of individual shares 

with optimal risk-return characteristics to hold in a share portfolio [2]. There are differ-

ent investment approaches and perspectives for investing which makes acquiring and 

representing expert knowledge for share evaluation challenging. Current decision mod-

els often do not adequately reflect the real investment decision making process used by 

the broader investment community or may not be well-grounded in established invest-

ment theory.  

Semantic technologies, such as ontologies have been widely used for acquiring and 

representing domain knowledge in a graphical form [6]. However, standard ontology 

languages like OWL, do not have explicit and intrinsic support for representing uncer-

tainty, causal relations and the processes involved in decision making [6][13][17]. 
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Bayesian decision networks are simple models for decision making using expected util-

ity theory [14]. The combination of ontologies and Bayesian Networks have been 

shown to be effective for knowledge acquisition, knowledge representation and auto-

mated decision making in diverse domains [13][14][15]. 

This research proposes an architecture and prototype implementation of a 

knowledge-based system for automating share evaluation and investment decision 

making on the Johannesburg Stock Exchange (JSE). The primary contribution of this 

research is the analysis and formal representation of expert knowledge and process used 

for share evaluation from a value investing perspective. The knowledge acquired from 

an analysis of the literature and iterative engagement with domain experts is represented 

in an ontology. A Bayesian network, developed using the ontology1, is used to capture 

the complex causal relations between the key factors that influence the quality and 

value of individual shares.  

2 Background and Related Work  

This section provides a background to share evaluation following the value investing 

approach and describes related work on decision support systems that incorporate on-

tologies and Bayesian networks. 

2.1 Share evaluation using value investing 

Share evaluation is used to identify individual shares with certain risk-return character-

istics for inclusion in a share portfolio [2]. There are several approaches for share eval-

uation. The technical approach focuses on analysing the historical price movement of 

a share. Fundamental approaches, like value investing, evaluate various factors pertain-

ing to shares beyond price such as profitability, quality of management and growth [3].  

Value investing is premised on the idea that undervalued shares will deliver an invest-

ment return greater than the market return. Value investing is one of the dominant ap-

proaches used by investment professionals.  

Value investors prefer to (1) find quality companies and (2) buy them at “reasonable 

prices” [1] which align to two primary categories of factors used for share evaluation, 

namely “value” and “quality” [1]. Quality companies are those with a high present 

value of future residual income or cash flows. A high-quality company is more likely 

to deliver a higher excess risk-adjusted return as opposed to a low-quality company [1]. 

Useful measures for achieving this are future profitability and growth [1] which influ-

ence future Return on Equity, good cash flows and higher pay-outs while maintaining 

profitability and growth rates and safety through lower risk and stable earnings. Value 

(or “cheapness”) of a share is confirmed when the intrinsic value of a share is below 

the current share price by a reasonable margin of safety. The intrinsic value of a share 

is the total estimated value of equity divided by the number of shares [4]. This research 

 
1 The ontology and the Bayesian network models are publicly available and can be accessed at: 

https://github.com/RachelThomson/INVEST-System. 
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employs the price-to-earnings (PE) multiple, as it is one of the most widely used valu-

ation models in practice [5]. The PE multiple indicates the amount an investor can ex-

pect to invest in a company in order to receive one rand of that company’s earnings. 

2.2 Automated Analysis and Decision Support utilizing Ontologies 

Ontologies are a modelling tool used to encapsulate and convert domain knowledge 

into a formal, unambiguous and machine understandable form [6]. Ontologies can serve 

as a ‘common point of reference’ for which there is ‘one entry per meaningful concept’, 

and an accompanying definition representing the consensus view of domain experts [7].  

Financial decision making can be found across a multitude of categories: stock return 

prediction, portfolio management and optimization, bankruptcy prediction, foreign ex-

change rate prediction, detection of fraud, trading models and analysis, and loan risk 

analysis and payment prediction [8]. In most categories there are several examples of 

ontology-based approaches that have been used to automate the analysis and decision-

making process. Kanellopoulos et al. [9] propose an ontology for predicting whether 

companies have published fraudulent financial statements through the logical evalua-

tion of twelve financial ratios and the use of a decision tree model. Hu et al. [10] mod-

elled rare risk events to evaluate their effect on banking systems through the Banking 

Event-driven Scenario-oriented Stress Testing (or simply, BESST), which is a non-

probability-based approach for modelling and analysing exceptional but plausible stress 

testing scenarios without historical data. Chowdhuri et al. [11] propose an Ontology-

based Framework for XBRL-mapping and Decision-making (OFXD) which attempts 

to resolve interoperability between different XBRL filings for seven financial items and 

describes how this can then be used for meaningful automated analysis. The Funda-

mental Analysis System for Trading (FAST) proposed by Colomo-Palacios et al. [12] 

employs semantic technologies for share evaluation. This system, which is most closely 

related to this work, is described in more detail below.  

2.3 Fundamental Analysis System for Trading 

FAST utilizes several ontologies and a reasoning tool to reach an investment recom-

mendation for a given share. Financial data is enriched using a financial ontology and 

stored in a database repository, then accessed using the financial data reader.  A finan-

cial calculator applies a set of rules to create the financial ratios which are stored in the 

financial reasoning ontology. Further rules are applied to make a long-term investment 

recommendation for a company based on these ratios. Two recommendations follow 

from the financial reasoning ontology: (1) whether a company is a good company to 

invest in and (2) whether one should buy, sell or maintain shares in the company.  

The rules linked to these recommendations are as follows: 

• Medium Term Prediction Rules facilitate the decision as to whether the company 

is a “good company to invest in” on a medium-term basis. The rules compare the price-

to-book (PTB), price-to-earnings (PER) and price-to-cash-flow (PCF) ratio of a specific 

share relative to the average of the sector and if below the average, then it is a “good 

company to invest in”.  
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• The Long-Term Prediction Rule fulfils the objective of comparing the calculated 

value called “actual share calculated value” (ASCV) as defined by the FAST ontology 

against the current price of a share. Depending on this comparison (one is greater than 

or equal to the other), one of the three investment options will be returned (sell, buy or 

maintain). This rule determines when ASCV differs sufficiently, that is by a margin of 

more than 10%.  

FAST only includes the necessary financial ratios like PER, PCFR, PTB, Share 

Value and ASCV in the inference process and excludes intermediate financial values. 

We also follow this approach, which is simpler and reduces the number of computa-

tions. FAST employs a rule hierarchy to reach an investment decision. Each rule serves 

to eliminate shares which do not meet the criteria for that rule prior to moving onto the 

next rule, alleviating the burden of weighing up several criteria at once. The rules are 

represented as Semantic Web Rule Language (SWRL) rules [21]. SWRL requires crisp 

logical rules for inference and has limited support for reasoning with multiple variables 

at once. However, this means that FAST does not take into account that the decision 

process is not only a multi-criteria problem but also that all forecasts and decisions 

incorporate a degree of uncertainty.  

To our knowledge FAST is the most advanced ontology driven system for share 

evaluation. However, it has two major limitations. The share evaluation factors are not 

explicitly linked to a clear strategy and the related underlying investment theory. The 

use of SWRL for decision making limits the ability of the systems to reason with un-

certainty and reasoning with multiple variables at once. This research uses Bayesian 

networks over SWRL to reflect the uncertainty inherent in the investment decision pro-

cess.  

2.4 Bayesian Networks in Finance  

Bayesian networks (also known as Belief Networks) are a compact, flexible and inter-

pretable representation of a joint probability distribution through directed acyclic 

graphs [6][14]. They are used to capture belief relations, that is informal or uncertain 

knowledge, between a set of variables which are relevant to some problem. Bayesian 

networks are adaptable; they are able to be started off small with limited knowledge 

about a domain [6][14]. One does not require complete information about the world to 

perform inference in Bayesian Networks. As one acquires more information, the prob-

abilities in the network automatically adjust to cater for the new information. Bayesian 

networks circumvent several limitations that exist with respect to how information can 

be processed through ontologies. While ontologies are exceptional at representing or-

ganizational structures of large complex domains, their application remains bounded 

by their inability to deal with uncertainty [6].  Ontology driven Bayesian networks have 

been proposed to provide more holistic knowledge acquisition, representation and rea-

soning models for decision making [6].  They have been shown to be effective in use 

in different applications across diverse domains, including earth observation [13], bio-

diversity [15][17] and medicine [14][19]. However, to our knowledge there are no sys-

tems that integrate ontologies and Bayesian networks for share evaluation and invest-

ment decision making.  
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3 Model Design /Approach 

3.1 The INVEST System  

The main goal of the INVEST system is to capture and reason with explicit knowledge 

to support share evaluation. The architecture draws from and is inspired by both FAST 

[12] and the SWAP system architecture [13][18]. The SWAP architecture proposes a 

three-layered system architecture and a conceptual knowledge representation and rea-

soning framework that integrates ontologies and Bayesian networks for developing sen-

sor-based applications on the Sensor Web. The SWAP architecture consists of a sensor 

layer, which uses ontologies to deal with semantic interoperability and data fusion from 

heterogenous data sources, a knowledge layer for situation analysis, and an application 

layer which incorporates Bayesian networks for decision support. The architecture of 

the INVEST system reflecting the key components of the system is shown in Figure 1. 

Similar to the layers in the SWAP architecture, the architecture comprises of three lay-

ers, i.e. a data layer, an analysis layer and a decision layer.   
 

 
Figure 1. The INVEST system 

 

Data Layer: The Database stores raw fundamental data and is updated through a link 

to a live data feed. The Financial Data Reader (FDR) provides access to the database. 

Analysis Layer: The Financial Calculator (FC) requests data from the Database via 

the FDR and performs calculations utilizing the data through a conventional program-

ming language like Python in the Calculator Component to produce calculated figures 

and ratios. Within the FC, an intermediate rule set is housed in the Threshold Evaluation 

Component (TEC) to evaluate the calculated figures and ratios against a threshold or 

against another figure or ratio to produce discrete states which represent instances of 

the Factor class in the Invest Ontology (IO). Further to this, the TEC includes straight-

forward rules to evaluate certain discrete states which determine whether a share is 

acceptable to be included in the investment universe. The conversion of factors and 
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related instances into useful primitives which are then mapped to the Bayesian network 

variables is performed by the Primitive Generator Component (PGC). The INVEST 

ontology (IO) captures concepts across the entire INVEST system.  

Decision Layer: In the decision layer, the Bayesian network (BN) is executed for 

each share that has been included in the acceptable investment universe to determine 

whether it holds sufficient value and quality to be held in the INVEST portfolio. The 

investment algorithm iterates through all shares in the investment universe to identify 

those that meet the minimum investment criteria set by the investment professional. 

These shares are then included in the INVEST portfolio. 

 

3.2 The INVEST Ontology  

Approach. The IO provides a clear structure for information that may be useful to an 

investment professional and articulates concepts and properties which are required as 

evidence for the BN. The Unified Process for Ontology Building (UPON) was adopted 

for the design approach with adaptations as first proposed by Ogundele et al. [14][19] 

to integrate the development of BNs. Iterative feedback from experts and extensive 

research on value investing ensured the ontology design was realistic. An OWL ontol-

ogy was developed using Protégé-OWL (version 5.5.0) [16]. The main classes of the 

ontology were designed such that they are common to any share evaluation process; 

and are not confined to the value investing approach. In representing the Factor class a 

design decision was taken to represent factors as the main class in the model and not as 

properties of a share. This aligns with approaches taken by existing categorizations (see 

[12]) and with the perspective taken by the investment community. The Factor class 

provides a bridge between financial ratios emanating from the financial calculator and 

the states of variables in the BNs. This mapping provides seamless translation between 

financial and market data and evidence nodes in the BNs.   

 

Conceptual Model. This research introduces a new conceptual model which defines 

a clear approach for share evaluation factor categorization. While FAST (detailed in 

section 2.5) attempts to articulate this necessary categorization, it fails to adequately 

identify clear objectives of the decision model, for example: is the share reasonably 

priced? To our knowledge, there is no concrete, unambiguous and comprehensive com-

puter based conceptual model that effectively categorizes factors that are predictive of 

future share performance.  

Two key concepts and ensuing categorizations of the conceptual model were de-

fined and serve to inform the Factor class hierarchy in the IO: (1) The Evaluation Ob-
jective categorization tries to ascertain what question a certain factor will answer. The 

evaluation objective is guided by the investment approach (e.g., is the price reasona-

ble serves to determine whether there is “Value” and would be an evaluation objec-

tive under the Value Investing approach) and (2) the Factor Type categorization 

groups factors based on the main subject or theme that defines their similarities. For 

instance, all factors which are return metrics may be grouped together. The concep-

tual model elevates the Evaluation Objective categorization which provides a frame-

work whereby the decision-making process is analysed first to determine and select 

the factors, under the Factor Type categorization, that are most appropriate for the 
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given strategy and objective. The hierarchical approach is inspired by the factor hier-

archy used by Ogundele et al. in their ontology of factors affecting tuberculosis pa-

tients’ treatment adherence behaviour [14][19].  

 

Ontology. The INVEST ontology (IO) formalizes the conceptual model described 

above. The ontology consists of eight main classes: Factor; Formula; FundamentalData; 

ModelData; InvestmentAsset; FormalOrganisation and Classifier. These determine the 

structure of the database for the INVEST system. Figure 7 and Figure 8 in the Appendix 

provides an overview of the key classes, properties and relations of the ontology.  

We focus on the Factor class which is any ratio, figure or qualitative variable that is 

believed to be predictive of future share performance. The two types of categorizations 

employed in the conceptual model were transposed to the Factor class hierarchy as de-

picted in Table 1. The four Evaluation Objective categories, namely Value; Quality; 

Elimination and Preference, correspond to abstract classes contained in the second level 

of Factor class hierarchy (the “Main class”). The seven Factor Type categories, namely 

Present Discounted Value, Valuation Multiple, Relative Ratios, Profitability Ratios, 

Growth Ratios, Financial Risk Ratios and Systematic Risk Ratios, correspond to the 

lower levels of the Factor class hierarchy. The bottom class of the hierarchy represents 

concrete and measurable factors. 

It is important to highlight that the list of factor categories under the main class and 

sub-classes is not exhaustive but details factor categories specific to value investing as 

guided by research studies and the guidance of experts. The intention of the model is to 

provide a framework for extension and to illustrate the application using a specific eval-

uation approach. 
Table 1: Sub-classes of the Factor class 

Main Class Middle Class Bottom Class Instances  
Evaluation Objective Factor Type Measures Values 

Value Factor 
Present Discounted 

Value 

IntrinsicValue Discounted Cash Flow 

above, equalTo, below IntrinsicValue Dividend Discount 

Model 

Valuation Multi-

ples 

HistoricalPE_CurrentvsHistory cheap, fairValue, expen-

sive ForwardPE_CurrentvsHistory 

Ratios 
PE RelativeShare:Market cheap, fairValue, expen-

sive PE RelativeShare:Sector 
    

Quality Factor  Profitability ROEvsCOE  

 Growth CAGRvsInflation above, equalTo, below 

 Financial Risk Relative Debt to Equity  
    

Preference Factor Systematic Risk SpecifiedBeta above, equalTo, below 
    

Elimination Fac-

tor 
N/A Negative Earnings  

True, False 

 N/A Negative Shareholders Equity 

 

Delving further, Table 1 reflects the types of instances which belong to the concrete 

classes of the Factor class. For example, the PE relativeShare:Market has three discrete 
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instances which indicate whether a share is “cheap”, “fairValue” or “expensive”. These 

discrete instances have been created through the evaluation of the current value of the 

PE relativeShare:Market against a threshold; for this particular factor it would be the histor-

ical PE relativeShare:Market. Each concrete factor class will have a different set of instances 

depending on the threshold against which it is evaluated.  

 

3.3 Decision making with Bayesian Networks 

The share evaluation process involves four evaluation objectives as outlined in the main 

class of the IO in Table 1. These are assessed in two stages as shown in Figure 2 below. 

The first stage serves as a filter to eliminate shares that do not meet a minimum set of 

investment criteria articulated by investors (EliminationFactor and PreferenceFactor). 

These are represented as simple rules within the Financial Calculator component. This 

yields a list of acceptable shares for further evaluation. Two examples to illustrate this 

stage are: (1) Negative Earnings is True under the EliminationFactors would serve to 

filter out shares where this is the case, and (2) where the SpecifiedBeta under Prefer-
enceFactors (note the investor would set their preference on risk using beta e.g., 0.5) is 

below the beta of the share being evaluated; this would result in the share being elimi-

nated given that the risk is too high for that particular share.  

 

 
 

Figure 2. Process diagram of Share Evaluation mapped to the modelled system 

 

The second stage represents the complex analysis undertaken by value investors (see 

section 2.1) to assess the value and quality of a share. Three BNs are used in this stage. 

Each BN is employed to address a specific evaluation objective as articulated in the 

corresponding Factor class (ValueFactor and QualityFactor) where the knowledge is 

uncertain. As we introduce each BN below, one will note that the categories in the 

bottom/concrete class of the Factor class correspond to the variables used in the BN.  

The Investment Recommendation Bayesian Network (IR_BN) as depicted in Fig-

ure 3 reflects a one-step decision process on the final investment recommendation for 

a specific share. The IR_BN is modelled to reflect how investors simultaneously reason 

with the two decision outcomes from VE_BN (Value: cheap, fairValue or expensive) 

and QE_BN (Quality: high, medium, low) which are aligned to the variables and states 

of the variables for IR_BN. The IR_BN reflects the final trade-off between Value and 

Quality. For example, an investor may be willing to pay for a share that is trading at 

fair value provided it is a high-quality stock but be unprepared to pay for a share trading 

at fair value should it be a low-quality stock.  
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Figure 3. IR_BN Bayesian Network 

The Value Evaluation Bayesian Network (VE_BN) is used to evaluate the value of 

the share relative to price. The VE_BN reflects a two-step decision process with two 

decision nodes modelled to reflect how investors reason with the respective variables 

which allow one to evaluate a share’s value:  

(1) Decision Node 1: Expensive? Two variables in the Bayesian network; 

PE_RelativeShare:Market and PE_RelativeShare:Sector; are first evaluated to determine 

whether the share is expensive or not relative. If the decision is “No”; one continues to 

the second decision. If the decision is “Yes”, no further evaluation of the share is re-

quired with respect to value; the share is expensive.  

(2) Decision Node 2: Value Relative to Price? A third variable, the current For-

wardPE_CurrentvsHistory, is evaluated to reach a conclusion on the value of the share 

relative to its current price.  

Each of the variables has a set of states. For example, ForwardPE_CurrentvsHistory 

node has three discrete states, namely “cheap”, “fairValue” and “expensive”. 
 

 
Figure 4. VE_BN Decision Network 

 

The Quality Evaluation Bayesian Network (QE_BN) reflects a one-step decision 

process with one decision node modelled to reflect how investors reason with the re-

spective variables which allow one to evaluate a share’s quality. Three variables in the 

Bayesian network; Growth_CAGRvsInflation, ROEvsCOE and Risk_RelDE; are 

evaluated using the decision node to determine whether a share is high, medium or low 

quality.  
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Figure 5. QE_BN Bayesian Network 

4 Model Evaluation 

4.1 The Importance of the INVEST Ontology 

The IO serves the entire INVEST system. The development and structure of the BN 

draws from the IO, notably the Factor class. The ontology provides clear definitions, 

categorization and a hierarchy for the factors which may be employed within the Bayes-

ian network to ensure the appropriate selection of factors and related instances for the 

decision model to address the desired evaluation objective/s. The approach described 

below draws from the mapping approach used for ontology driven Bayesian networks 

in the SWAP architecture [13] and Ogundele et al’s approach for decision making in 

the health domain [14][19]. 
 

 
 

Figure 6. Mapping of Factor Class of the INVEST Ontology to the Bayesian Network 
  

Figure 6 above, reflects the mapping between the Factor class of the IO and the BN 

and draws us to the second usage of the IO; namely to facilitate the flow of financial 

and market data between the components of the INVEST System and seamless execu-

tion of the Investment algorithm. Concrete sub-classes of the Factor class (e.g., 

PE_RelativeShare:Market,  PE_RelativeShare:Sector, ForwardPriceToEarnings) are mapped to 

a node of the BN which is composed of variables and states. The instances of the Factor 

class (cheap, fairValue, expensive) are correspondingly mapped to the states of the BN.  

Third, the IO ensures that any decision made by the INVEST System and more spe-

cifically, the BN, is presented in a form and with a terminology that aligns to the per-

spective of the investment community.   
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4.2 Expert Evaluation of the Bayesian Network 

The IO and BNs were designed iteratively with continuous engagement with domain 

experts. A total of 21 value evaluation scenarios, 27 quality evaluation scenarios and 9 

investable scenarios were crafted for each of the BNs, with an emphasis on boundary 

conditions, to reflect different combinations of factors.  

The nodes in the three BNs described in section 3.3. were parameterised with appro-

priate CPT values which reflected reasonable weightings and trade-offs between the 

different factors. The scenarios were then presented to the experts. For each scenario, 

the expert’s decision and the BN decision was recorded. Any deviations between the 

system’s decision and the consensus decision from the experts were investigated.  The 

domain experts either re-examined their recommendations or the BN models were ad-

justed appropriately. Several rounds of interaction and feedback between the experts, 

the modeler and the system occurred until a satisfactory convergence was reached be-

tween the expert's decisions and the model's decisions. A total of 24 differences be-

tween the experts and the BNs were recorded. The BNs were adjusted 18 times to align 

them closer to the expert’s perspective. Certain adjustments were not made to the model 

given that the experts’ recommendations were split for these scenarios; often due to the 

presence of boundary conditions. 
 

Table 2: Model and Expert Knowledge Convergence 

 Scenarios Differences Adjusted  Not Adjusted 

Value Evaluation 21 13 10 3 

Quality Evaluation 27 11   8 3 

Investable Evaluation 9 0 0 0 
 

The different scenarios, the original and refined model together with the final deci-

sions from the four experts are shown in Tables 4, 5 and 6 in the Appendix. Table 2 

above summarises the extent to which the model was adjusted to converge with the 

consensus decision for all the scenarios.  

 

4.3 Back-testing Evaluation of the System 

Following the evaluation with experts, the refined model was validated through back-

testing the decision-making performance of the system on real-world data. Two Johan-

nesburg Stock Exchange (JSE) indices, General Industrials (JGIND) and Consumer 

Services (JCSEV), that comprised of a large number of shares were selected.  

 

The Dataset. The data set for shares in the two selected indices was collected for 

the validation period: 2012 to 2018. There were 19 shares in JGIND and 25 shares in 

JCSEV with a total of 44. The first stage of share evaluation employs rules to filter 

shares based on any preference or elimination factors specified by the investor (see 

section 3.3). Since different investors may have different risk preferences, no Speci-

fiedBeta (PreferenceFactor) was set to exclude high risk shares. However, the rules for 

EliminationFactors were set to exclude shares with negative earnings and negative 

shareholders’ equity. Of the initial 44 shares, 8 were excluded since they were not listed 
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on the JSE for the full evaluation period. The final data set consisted of a total of 36 

shares and are listed in  tables 7, 8 and 9 in the Appendix. 

 

Investment Algorithm. The INVEST portfolio (IP) comprises of shares that were 

found to be investable by the IR_BN (see Section 3.3., Figure 3). The system does not 

provide a weighting for each stock so the portfolio comprises of a single share of each 

share that was determined to be investable. Dividends were not accrued during the eval-

uation period.   For calculation of relative ratios, i.e. debt-to-equity and PE relative to 

sector, the shares were aggregated into either Consumer Services (JCSEV) and General 

Industrials (JCIND), and each component share was evaluated relative to the average 

performance across the shares in the sector.  

The investment period is one year, in line with a medium to long term investment 

horizon from the 1st of January to the 31st of December. On the 1st of January each year 

the portfolio all shares are re-evaluated. Each of the 36 shares is evaluated on the most 

recent financial data. For example, the financial data for a company in 2012 is used in 

the evaluation of the company on the 1st of January 2013. For some metrics, such as 

historical growth of earnings per share, three years of the preceding historical financial 

data is required for evaluation. In this example, 2012, 2011 and 2010 financial data 

would be required. Any share that is investable and not already in the portfolio are 

bought while any shares that are no longer investable are sold out of the portfolio on 

this day. The evaluation period for this experiment covers the company financial year-

ends from 2012 to 2017.  

 

Portfolio Performance Measures. An active portfolio manager is expected to de-

rive above-average returns for a given risk class. More specifically the portfolio should 

provide a return that exceeds the return of a passive benchmark; referred to as the active 

return. The performance of the IP is compared with the respective sector performance 

either JCSEV or JCIND, which serves as the benchmark.  

Three pure return metrics (see formulae in Figure 9 of the Appendix) are used to 

measure portfolio performance: annual return, average annual return and compound 

return. Minimising risk within the portfolio is crucial since it affects the volatility of 

returns. Two risk adjusted performance metrics, the Treynor ratio and the Sharpe ratio,  

are also provided (see formulae in Figure 10 of the Appendix). The Treynor ratio relates 

excess return over the risk-free rate to the additional risk taken; however, systematic 

risk is used instead of total risk. Similarly, the Sharpe ratio measures the performance 

of an investment compared to a risk-free asset, after adjusting for its risk and is defined 

as the difference between the returns of the investment and the risk-free return, divided 

by the standard deviation of the investment which represents the portfolio’s volatility. 

The higher the Treynor ratio and the higher the Sharpe ratio, the better the performance 

of the portfolio.    

 

Results. The performance of the INVEST portfolio IP is measured for the validation 

period by using the return and risk adjusted return measures detailed above. Perfor-

mance of the portfolios are compared with the selected benchmark indices. 
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Table 3: Performance Measures 

Period IP.JGIND 

AR* 

Benchmark 

JGIND AR* 

Active  

Return 

IP.JCSEV 

AR* 

Benchmark 

JCSEV AR* 

Active  

Return 

2012 – 2013 30.10% 26.20% 3.90% 23.30% 18.04% 5.26% 

2013 - 2014  16.92%   8.30% 8.62% 12.73%   9.28% 3.45% 

2014 – 2015 - 0.38% - 9.32% 8.94% 45.42% 25.09% 20.33% 

2015 – 2016 - 1.96%   0.04% -2.00%   4.86%   2.34% 2.52% 

2016 – 2017 20.92% 14.55% 6.38% - 0.26% - 0.33% 0.06% 

2017 – 2018 13.89% - 1.17% 15.06% - 2.01%  1.19% -3.20% 

Measure  IP.JGIND Benchmark 

JGIND 

Delta  IP.JCSEV Benchmark 

JCSEV 

Delta  

Compound Return 13.25% 6.43% 6.82% 12.90% 8.87% 4.03% 

Average Annual Return 6.25% -0.57% 6.82% 14.01% 9.27% 4.74% 

Standard Deviation 12.44% 12.70% -0.26% 17.99% 10.32% 7.67% 

Treynor Ratio 0.10 -0.01 0.11 0.13 0.03 0.10 

Sharpe Ratio 0.50 -0.04 0.54 0.39 0.22 0.17 

* Annual Return 

 

Table 3 reflects that both the IP.JGIND and IP.JSCEV portfolios outperformed the 

benchmark index in terms of annual return for five one-year periods from 2012 to 2018 

respectively and yielded higher compound returns and average annual returns relative 

to their respective benchmark index. With respect to risk-adjusted measures, Table 3 

reflects the Treynor ratio for both IP.JGIND and IP.JCSEV was higher than the respec-

tive benchmark index and reflects a more favourable risk/return outcome. The results 

for the Sharpe ratio reflects the same outperformance. That being said, the absolute 

Sharpe ratio for both investment portfolios was below 1 which is sub-optimal; a ratio 

above 1 is acceptable. 

 

Analysis of Evaluation and Results. The two indices selected served as proxies for 

larger share groupings like the All Share Index (ALSI) on the JSE. The choice to eval-

uate the BNs’ performance against sector/industry indices is reflective of contextual 

fundamental analysis carried out by investors where shares are evaluated within their 

sector/industry groupings. While the results are promising a larger investment universe 

(e.g. ALSI on the JSE) may be required to conclude that the results are statistically 

significant and may provide more decisive results. The performance of the INVEST 

decision model is superior to the selected benchmark indices for the period 2012 to 

2018 based on return and risk-adjusted return measures. Some well-performing shares 

within the dataset were not selected in certain years; this suggests that the model could 

be improved with the addition of further factors or model refinement. The risk-adjusted 

return measures support this view given that on an absolute basis the performance of 

the model is below the desired levels. This suggest one of two things: (1) the model 

performance could be refined or (2) the industry or sector of the indices evaluated have 

inherently poor risk-adjusted return characteristics. To avoid selection of shares with 

poor risk-adjusted returns, this could be alleviated by setting a risk threshold using 

SpecifiedBeta in the filter employed in the first stage of share evaluation. The 
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investment algorithm specified a 12-month holding period for shared deemed investa-

ble in line with the full-year financial results cycle of companies. Future evaluation 

could be extended to different holding periods. 

5 Discussion & Conclusion  

This research proposed an architecture and prototype implementation of a knowledge-

based system for automating share evaluation and investment decision making to sup-

port investment professionals. The combination of ontologies and Bayesian Networks 

was shown to be highly effective for acquiring and representing the necessary 

knowledge and process of share evaluation and selection. The ontology defines the 

key factors that influence share performance and explicitly links these factors to dif-

ferent evaluation objectives. This allows an investor to select the correct factors for 

their decision model based on their beliefs and investment strategy and to make ex-

plicit the target objectives and metrics to develop their customized Bayesian decision 

networks to reflect this. The construction of appropriate Bayesian networks in this re-

gard was illustrated and evaluated using a standard value investing approach. The 

Bayesian network was able to deal with the uncertainty and complex causal relation-

ships that is inherent in predicting the quality and value of shares using a value invest-

ing approach.  Our experience aligns with the findings in the study undertaken by 

Coetzer et al. [17] that showed that ontology driven Bayesian networks can be a 

highly effective tool for eliciting and representing expert knowledge in the biodiver-

sity domain. 

The system’s recommendations were refined and evaluated using an expert panel 

and through back testing on real world data on the JSE. The initial refinement with 

experts revealed that automated share evaluation provides an investor with an explicit 

and transparent decision framework for making more informed and objective decisions. 

In addition, while experts agreed on the inputs, they sometimes disagreed with the 

model’s recommendations especially for boundary conditions. These disagreements do 

not necessarily negate the usefulness of the model but highlight differences between 

investors and the inherent uncertainty and subjectiveness associated with investment 

decisions. Future studies may aim to tackle these boundary conditions through the re-

fining or adding more evaluation factors or expanding the number of discrete states 

associated with each factor. The back-testing results are promising; the system’s port-

folio was superior to benchmark indices for the evaluation period.  

Future work on developing share evaluation models can draw on this work as a 

framework for share evaluation. Even though the decision-making model focused on 

the value investing approach, it can be easily adapted and extended to alternative in-

vestment approaches for share evaluation. 
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A. Appendix 

A.1. The INVEST Ontology 

 

Figure 7. Overview of the key concepts, properties and relationships of the ontology 
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Figure 8. Classes of the INVEST ontology as represented in Protégé ontology editor 

A.2. Expert Evaluation of the Bayesian Network 

Table 4: Scenario Analysis for Investable Evaluation 

Sce-

nario 

Outcome_Value Outcome_Quality Origi-

nal 

Model 

DE1 DE2 DE3 DE4 Re-

fined 

Model 

1 Cheap High Yes Yes Yes Yes Yes Yes 

2 Expensive High No No No No No No 

3 fairValue High Yes Yes Yes Yes Yes Yes 

4 Cheap Medium Yes Yes Yes Yes Yes Yes 

5 Expensive Medium No No No No No No 

6 fairValue Medium No No No No No No 

7 Cheap Low No No No No No No 

8 Expensive Low No No No No No No 

9 fairValue Low No No No No No No 

 

In Table 5 and 6 below, the differences (see cells in pink) are highlighted and where 

appropriate, adjustments were made to reduce the differences between the model and 

experts’ decisions (see cells in orange where an adjustment was made and cells in green 

where no adjustment was made).  
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Table 5: Scenario Analysis for Value Evaluation 

 

   Expensive?  Value relative to price? 

Scenario ShareMarket 

_PERelative 

ShareSector 

_PERelative 

Original 

Model 

DE1 DE2 DE3 DE4 Refined 

Model 

Share_PE 

_CurrentVsHistory 

Original 

Model 

DE1 DE2 DE3 DE4 Refined 

Model 

1a Cheap Cheap Yes Yes Yes Yes Yes Yes Cheap Cheap Cheap Cheap Cheap Cheap Cheap 

1b Cheap Cheap Yes Yes Yes Yes Yes Yes fairValue Cheap Cheap fairValue Cheap Cheap Cheap 

1c Cheap Cheap Yes Yes Yes Yes Yes Yes Expensive Expensive fairValue Expensive fairValue fairValue fairValue 

2a Cheap fairValue Yes Yes Yes Yes Yes Yes Cheap Cheap Cheap Cheap Cheap Cheap Cheap 

2b Cheap fairValue Yes Yes Yes Yes Yes Yes fairValue fairValue fairValue fairValue fairValue fairValue fairValue 

2c Cheap fairValue Yes Yes Yes Yes Yes Yes Expensive Expensive fairValue Expensive fairValue fairValue fairValue 

3a Cheap Expensive Yes Yes Yes Yes Yes Yes Cheap Cheap Cheap Cheap Cheap Cheap Cheap 

3b Cheap Expensive Yes Yes Yes Yes Yes Yes fairValue fairValue fairValue fairValue fairValue fairValue fairValue 

3c Cheap Expensive Yes Yes Yes Yes Yes Yes Expensive Expensive Expensive Expensive Expensive Expensive Expensive 

4a fairValue Cheap Yes Yes Yes Yes Yes Yes Cheap Cheap Cheap Cheap Cheap Cheap Cheap 

4b fairValue Cheap Yes Yes Yes Yes Yes Yes fairValue Cheap Cheap fairValue Cheap Cheap Cheap 

4c fairValue Cheap Yes Yes Yes Yes Yes Yes Expensive Expensive fairValue Expensive fairValue fairValue fairValue 

5a fairValue fairValue No Yes Yes Yes Yes Yes Cheap Cheap Cheap Cheap Cheap Cheap Cheap 

5b fairValue fairValue No Yes Yes Yes Yes Yes fairValue fairValue fairValue fairValue fairValue fairValue fairValue 

5c fairValue fairValue No Yes Yes Yes Yes Yes Expensive Expensive Expensive Expensive Expensive Expensive Expensive 

6 fairValue Expensive Yes Yes No No No No - Expensive - - - - Expensive 

7a Expensive Cheap No Yes Yes Yes Yes Yes Cheap Cheap Cheap Cheap Cheap Cheap Cheap 

7b Expensive Cheap No Yes Yes Yes Yes Yes fairValue fairValue fairValue fairValue fairValue fairValue fairValue 

7c Expensive Cheap No Yes Yes Yes Yes Yes Expensive Expensive Expensive Expensive Expensive Expensive Expensive 

8 Expensive fairValue No Yes No No Yes No - Expensive - - - - Expensive 

9 Expensive Expensive No No No No No No - Expensive - - - - Expensive 
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Table 6: Scenario Analysis for Quality Evaluation 

 

 What is the quality of the stock? 

Scenario ROEvsCOE Risk_RelDE Growth_CAGRvsInflation Original 

Model 

DE1 DE2 DE3 DE4 Refined 

Model 

1 Below Below InflationMinus Low Low Low Low Low Low 

2 Above Above InflationPlus High Medium Medium Medium Medium Medium 

3 EqualTo EqualTo Inflation Medium Medium Medium Medium Medium Medium 

4 Below EqualTo Inflation Low Low Low Low Low Low 

5 Below Above InflationPlus Low Low Medium Low Medium Low 

6 EqualTo Above InflationPlus Medium Medium Medium Medium Medium Medium 

7 EqualTo Below InflationMinus Low Low Low Low Low Low 

8 Below Below Inflation Low Low Low Low Low Low 

9 Above Above InflationMinus Low Low Low Low Low Low 

10 Above Below InflationPlus High High High High High High 

11 EqualTo Above InflationMinus Low Low Low Low Low Low 

12 EqualTo Below Inflation Medium Medium Medium Medium Medium Medium 

13 Below EqualTo InflationPlus Low High Medium Medium High Medium 

14 EqualTo EqualTo InflationPlus Medium High Medium High Medium Medium 

15 Below EqualTo InflationMinus Low Low Low Low Low Low 

16 EqualTo Above Inflation Medium Low Medium Low Low Low 

17 Below Below InflationPlus Low Medium Low Medium Medium Medium 

18 EqualTo EqualTo InflationMinus Low Low Low Low Low Low 

19 Above EqualTo Inflation Medium Medium High Medium High Medium 

20 Above Above Inflation High Medium Medium Medium Medium Medium 

21 Above EqualTo InflationMinus Low Medium Medium Medium Medium Medium 

22 Below Above InflationMinus Low Low Low Low Low Low 

23 Above EqualTo InflationPlus High High High High High High 

24 Above Below InflationMinus Low Medium Low Low Medium Medium 

25 Below Above Inflation Low Low Low Low Low Low 

26 Above Below Inflation Medium High High Medium High High 

27 EqualTo Below InflationPlus Medium High Medium High High High 
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A.3. Back-testing Evaluation of the Bayesian Network 

Table 7: Shares within the General Industrials Index  

No Stock Code Company 

1 ADH Advtech Ltd 

2 CLH City Lodge Hotels Ltd 

3 CLS Clicks Group Ltd 

4 COH Curro Holdings Ltd  

5 CSB Cashbuild Ltd 

6 FBR Famous Brands Ltd 

7 ITE Italtile Ltd  

8 LEW Lewis Group Ltd 

9 MRP Mr Price Group Ltd 

10 MSM Massmart Holdings Ltd 

11 PIK Pick n Pay Stores Ltd 

12 SHP Shoprite Holdings Ltd 

13 SPP SPAR Group Ltd 

14 SUI Sun International Ltd 

15 SUR Spur Corp Ltd 

16 TFG The Foschini Group Ltd 

17 TRU Truworths International Ltd 

18 TSG Tsogo Sun Gaming Ltd 

19 WHL Woolworths Holdings Ltd  

20 MCG MultiChoice Group  

21 DCP Dis-Chem Pharmacies Ltd 

22 TGO Tsogo Sun Hotels Ltd 

23 PPH  Pepkor Holdings Ltd  

24 MTH Motus Holdings Ltd 

25 SDO Stadio Holdings Ltd 

 

Table 8: Shares within the Consumer Services Index 

No Stock Code Company 

1 AFT  Afrimat Ltd 

2 BAW  Barloworld Ltd 

3 BVT Bidvest Group Ltd 

4 GND Grindrod Ltd 

5 HDC Hudaco Industries Ltd 
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No Stock Code Company 

6 IPL Imperial Logistics Ltd  

7 IVT Invicta Holdings Ltd 

8 KAP KAP Industrial Holdings Ltd  

9 MPT Mpact Ltd 

10 MUR Murray & Roberts Holdings Ltd 

11 NPK Nampak Ltd 

12 PPC PPC Ltd 

13 RBX Raubex Group Ltd 

14 RLO Reunert Ltd 

15 SPG Super Group Ltd  

16 TRE Trencor Ltd 

17 WBO Wilson Bayly Holmes-Ovcon Ltd 

18 CTK Cartrack Holdings Ltd 

19 TXT Textainer Group Holdings Ltd 

 
Table 9: Sector Indices selected and number of companies in each 

No Sector Class Number of Companies Included in Benchmark Index  

1 General Industrials 19 17 

2 Consumer Services  25 19 

 Total 44 36 

A.4. Formula 

 
 

 

 
Figure 9: Return Metrics 
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Figure 10: Risk-adjusted Return Metrics 
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Abstract. Collective behaviour is known to empower many biological species to 
achieve remarkable results through distributed actions. One notable example is 
the social spider swarm, which coordinates its activities to achieve numerous 
goals (e.g. prey capture and mating). In light of the evidence from multiple bio-
logical swarms, developers of robotic systems are increasingly moving away 
from creating individualistic robots towards robotic swarms that can work col-
lectively towards a common goal. However, it is imperative to understand and 
formalize the principles underpinning the coordination of swarms of robotic de-
vices for this to happen. As such, this paper proposes a social spider-inspired 
ontology for the coordination of robotic swarm devices based on the behaviours 
observed in social spider swarms. The ontology contains six knowledge domains 
(i.e. environment, robotic device design, mission planning and decision making, 
communication, operators and metadata and swarm level knowledge) that are in-
terconnected. The paper culminates with a discussion of the limitations and di-
rections for future studies. 

Keywords: Social Spider, Social Spider Swarm, Swarm Intelligence Ontology. 

1 Introduction 

The quest to understand and formalize the principles that underlie the coordination of 
swarms of robotic devices tasked with solving real-life problems is gradually becoming 
popular [1,3]. Even intriguing are the interests of researchers in the coordination of 
swarms of heterogeneous robotic devices [2] tasked with providing different function-
alities when resolving common tasks. Swarms of heterogeneous robotic devices pre-
dominantly deal with complex missions challenging for humans to perform [2], [4], 
tasks that may present a mammoth assignment to swarms of homogeneous robotic de-
vices [5]. For example, a search and rescue task in a collapsed mine, or an attempt to 
retrieve bodies in piles of rubble after an earthquake, or a search mission through debris 
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or wreckage after a cyclone may require deployment of swarms of heterogeneous ro-
botic devices built from, say, an understanding of ant colony systems for robust and 
fault-tolerant search [6], and comprehension of, say, bee colony systems for a dance-
inspired recruitment [3], [6]. Swarms of heterogeneous robotic devices are preferred 
when humans fail to endure [5]. The attractive feature is that robotic devices' working 
efficiency and operating lifetime are much higher [7]. 

Successful, reliable, and robust coordination of swarms of heterogeneous robotic 
devices requires formalized principles [6]. One way is by creating an official swarm 
intelligence ontology [8]. This would encompass formal representation of robotic de-
vice categories, robotic device properties, and the relations between robotic device con-
cepts, data, and other entities of the swarm. A swarm intelligence ontology can capture 
the swarm language [8,9] that triggers cooperation amongst heterogeneous robotic de-
vices. New swarm intelligence applications may ensue which support reusability of the 
semantics encoded in the swarm intelligence ontology, bringing about interoperability, 
and heterogeneity in swarm systems. In addition, a swarm intelligence ontology can 
vitally define the key components of swarms, such as shared knowledge, generation, 
management and use of knowledge. It can define the diverse formats of the knowledge 
produced and how different robotic devices interpret the meanings of the various forms 
of knowledge. A swarm intelligence ontology may enable the logical use of knowledge 
to allow inferences, new discoveries, and decision-making. Furthermore, the ontology 
would define the security aspects at the level of individual robotic devices, context 
awareness, internal state management, and the influences of the actions of individual 
robotic devices on the emergent behaviour thereto. The overall goal of a swarm intelli-
gence ontology is to eventually evolve into a generic swarm language [1,2].  

1.1 Statement of the problem 

Creating a swarm intelligence ontology for coordinating swarms of heterogeneous ro-
botic devices is an ambitious project. It involves understanding the discrete swarm in-
telligence sub-ontologies inspired by different social species. An arbitrary swarm of 
heterogeneous robotic devices can be built on ants, termites, bees, social spiders, fish, 
and birds. In that case we may require an ontology that combines an ant swarm ontol-
ogy, termite swarm ontology, bee swarm ontology, social spider ontology, fish, and 
bird-inspired ontology. Precisely, a generic swarm intelligence ontology for swarms of 
heterogeneous robotic devices can be built by merging several sub-ontologies. This pa-
per is developed with this background in mind.   

The behaviour of social spiders in nature is fascinating. As a starting point towards 
the development of a generic swarm intelligence ontology, we tackle the creation of a 
swarm intelligence sub-ontology for coordinating spider-like robotic devices. The hope 
is that heterogeneity will emanate later when other sub-ontologies are added. 

The collective behaviour of social spiders is based on their individual decision mak-
ing and local interactions [1], [8], [10]. Collective behaviour is visible at swarm level 
[2], [5] but generated at low level. Little has been documented on the nature of low-
level actions of social spiders, the information they share, the mechanisms in which 
they share information, and the dynamics involved in their decision-making, which 
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cause emergent behaviour. In this case, coordination refers to cooperative movement 
of spiders towards a goal [6]. It is about solving the search problem [10].  

A bit has been said about social spiders' ability to share vibrations through the web 
[1]. It is also clear that individual actions of social spiders, decision-making processes, 
communication, interaction strategies, and information generation are the key ingredi-
ents of the emergent behaviour. However, representation of this knowledge has not 
been formalized, which is the theme of this study. We want to create an ontology for 
coordinating spider-like robotic devices. This involves conceptualization of the mission 
of the robotic devices, internal states, and action planning. It involves representation of 
robotic device reasoning, communication, status organization, and mission planning 
constructs. It also entails abstracts representation of the environment, the shared 
memory, and information uncertainty and incompleteness. Consequently, the proposed 
ontology will capture global level communication policies of the swarm, global aware-
ness, and any decision-making made at the swarm level, emphasizing context reason-
ing. We hope to demonstrate an informed understanding of the social spider swarm 
language towards improved application and visibility of this form of swarm intelligence 
in problem-solving. As far as we know, formalize representation of social spider-in-
spired swarm intelligence as an ontology is new content. 

1.2 Overview 

This paper is structured as follows: section 2 presents literature related to some consid-
erations made in the design of social spider swarms, emphasizing communication, in-
teractions, information flow, and decision making. Section 3 describes the design of the 
sub-ontology and related ontology components. In Section 4, we describe the sub-on-
tology and conclude the study in section 5, highlighting the contributions and the direc-
tion for future work. 

2 Related work 

Swarm intelligence models use groups of robotic devices that cooperatively operate 
under uncertainty [5]. The critical components of these swarm intelligence systems in-
clude the environment, robotic devices, and information for decision-making, action 
planning, and interaction. Generally, information for robotic devices is created within 
the swarm by the same robotic devices [12].  

Efforts to formalize the design principles of swarm intelligence models to officially 
solemnize the creation of knowledge for robotic devices have been ongoing [13]. A 
concise understanding of swarm environments, swarm data generation, representation, 
and storage, as well as an apprehension of the mechanisms in which swarm-level shared 
memory emerges is required. Hopefully, that understanding may inspire the develop-
ment of practical solutions to most swarm intelligence problems.  

Representation of swarm intelligence knowledge using ontologies is on the rise [8]. 
We review literature related to common characteristics of swarms of robotic devices, 
their design features, contexts, communication, information flow, mission planning and 
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decision making. This is in an effort towards formalizing a swarm intelligence ontology 
for achieving cooperation and coordination of swarms of robotic devices. Emphasis is 
on the modelling of swarms of social spider inspired robotic devices under uncertainty, 
the environment in which such robotic devices work, and their communication, inter-
action, decision making, and other operations evident in natural colonies of social spi-
ders. Constraints of swarms of social spider inspired robotic devices are noted before 
the gap is elucidated. 

2.1 Swarm Intelligence Ontologies for robotic systems 

A swarm intelligence ontology deals with the generation, representation, and storage of 
knowledge in the domain of robotic devices [9]. It includes the environment in which 
the robotic devices operate [4], and other domains and their relationships [8]. Creation 
of an ontology is a formal requirement elicitation and functional specification exercise. 
It stipulates functional categories, properties, rules, policies, and relationships between 
concepts, information, and, in this case, robotic devices [8,9]. Swarm intelligence on-
tologies capture the understanding of swarm, capabilities of the robotic devices, and the 
features of the environment. 

Bids to create swarm intelligence ontologies are ongoing. For example, a multi-agent 
ontology-based system combined with a business rule management system has been 
proposed [14] and produced a plausible distributed control solution to the cooperative 
manufacturing problem [15] by treating the ontology as a conceptual tool to represent 
the common understanding for manufacturing work cell entities [7]. Another ontology 
was proposed and merged with a support vector machine based on data extraction and 
recommendation system [8] and provided accurate feedback on recommendation que-
ries. Similarly, standardization of knowledge representation in robotics and automation 
was achieved through a core ontology for robotics and automation (CORA) [15]. In 
their case, robotic devices required explicit knowledge of service representation [1]. 
However, the environmental context was excluded [9].  

Swarm intelligence ontologies abstract the representation of actions, events, envi-
ronments, and the hardware of the robotic device [9]. Inference procedures that operate 
on data representation in the ontology are commonly considered [8], including data 
from sources such as sensors, actions of robotic devices, domain knowledge, environ-
ment, and sometimes human input. However, in most cases, emphasis is on improving 
robotic device autonomy than enabling cooperation and coordination [15]. The focus is 
often to help the interactions of robotic devices [11], enabling knowledge transfer be-
tween robotic devices, environment, and representing key operations, mission planning, 
and detailed behaviour of robotic devices [12]. Other ontologies are mere references to 
collective behaviour [6], providing a model of the system and the environment, models 
of the interaction between the system objects and environment, and stipulating models 
of the behaviour of the system objects and the environment [11]. A few ontologies pro-
vided semantic formalization [9]. However, application-specific ontologies are pre-
dominantly conceived as too specific and limited to cover generalizable requirements. 
Some ontologies are too complex [9], which impedes use in generalizable contexts [8]. 
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Many of these ontologies assume deterministic worlds without considering context un-
certainties [7], [9].  

Although discrete swarm intelligence ontologies exist, natural inspiration and the 
methods followed in their creation differ. Although we cannot pinpoint a standard way 
of creating ontologies, six principles are evidently noted, including the following clarity 
(terms of the ontology are defined clearly, independently, and objectively), coherence 
(inferences should be consistent with the terms of the ontology), extensibility (the on-
tology should be horizontally and vertically scalable), modularity (the ontology should 
be divisible into modules with relevant purposes), minimal bias (the description of 
terms should not rely on a specific encoding approach), and minimal ontological com-
mitment (the ontology should support knowledge sharing with minimal constraints to 
allow flexibility). 

We acknowledge the likely diversity of the swarm intelligence ontologies that are 
discretely built from different inspiring social colonies and seek to understand the var-
ious stand-alone swarm intelligence sub-ontologies as building blocks of generalized 
versions. As a start, we investigate the design of a swarm intelligence sub-ontology for 
coordinating swarms of spider-like robotic devices. The proposed swarm intelligence 
sub-ontology is envisioned to be general enough to cover necessary context domain 
matters, robotic device design issues, communication and information flow, decision 
making, planning, and swarm mission. In addition, the proposed sub-ontology would 
inherently capture context information, including uncertainty.  

2.2 Modeling uncertainty in swarm intelligence systems 

A key component of swarm intelligence systems is consideration of uncertainty [8] in 
the decisions of robotic devices. Ontologies have been shown that consider properties 
of information ambiguity, randomness, vagueness, inconsistency, and incompleteness 
[16]. Although mathematics theories have handled uncertainty in many ways, such as 
fuzzy logic, Bayesian networks, and Markov logic networks, most ontological models 
of uncertainty consider fuzzy logic to represent vagueness [8], [17] and probabilistic 
views to address the randomness, inaccuracy, and incompleteness [8]. However, math-
ematical depiction of uncertainty in ontologies is more about annotation [8], and not 
about reasoning problems that involve varying entities in uncertain contexts.  

Approaches to annotate uncertain information in ontologies and support reasoning 
under uncertainty are in the pipeline. The most anticipated ontologies will focus on 
information inaccuracy, incompleteness, and randomness [9]. This paper considers cre-
ation of a swarm intelligence sub-ontology in which reasoning under uncertainty is sup-
ported during the coordination of spider-like robotic devices. Hopefully, the proposed 
sub-ontology can be combined with other upcoming ontologies to, eventually, support 
the coordination of swarms of heterogeneous robotic devices. 
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2.3 Context modeling 

The term context is synonymous with the environment. Swarm intelligence systems 
include the environment, robotic devices, actions, and interactions between robotic de-
vices [3, 10]. Although the environment model is often domain-dependent [6], mod-
elled as a grid with rows and columns that intersect to form locations [2], the main 
component remains the web [1]. A web is a non-geometrical network of silk lines that 
form a horizontal hammock [2]. It represents the plan [4] followed by the swarm. The 
positions on the web represent feasible solutions to the optimization problem [1]. Spi-
der-like robotic devices can move freely on the web. Each robotic device holds a posi-
tion, and the quality of the solution pursued is based on the objective function repre-
sented by the potential to find the goal [6]. Spider-like robotic devices cannot leave the 
web because positions outside the web are infeasible. Consequently, the web forms the 
shared memory of the swarm. Initialization of the solution space, shared memory, po-
sitions of robotic devices, fitness values, and vibrations is administered by the context 
component of the proposed sub-ontology.  

2.4 Modelling robotic devices 

The design and capabilities of the robotic devices are essential. Most of the research 
related to the design of robotic devices focused on the imitation of social colonies [5]. 
For example, ant colony systems mimicked the foraging behaviour of ants [8]. Work 
on social spider swarms focused on the imitation of social spider walking pattern [1]. 
In most cases, the primary aim is to find an explanation for the behaviour exhibited by 
robotic devices at individual levels that cause swarm-level behaviour [1]. The concern 
is often on the "how" aspect and not the "why". However, the difficulty is to model only 
the required behavioral elements of robotic devices sufficient to explain the swarm in-
telligence that emanates.  

We seek to understand the low-level activities of robotic devices modelled on the 
behaviour of social spiders, which cause emergent behaviour. We investigate the form 
of communication, decisions, and how knowledge generation, representation, and stor-
age is achieved. Hopefully, an understanding of each robotic device's knowledge and 
comprehension of the relationships between the robotic devices can allow formalization 
of the representation of spider-like robotic device knowledge. We are inspired by the 
notion that social spider robotic devices complete several actions with limited percep-
tion [1]. They make probabilistic action selection without much knowledge of the rep-
resentation of others [2]. Most decisions are instituted on the environment. Robotic de-
vice interactions are stigmergic [4] and past actions put traces on the environment, 
which biases future actions of robotic devices [3]. Interactions are expressed at individ-
ual robotic device levels [3] and there is no global organization. All spider-like robotic 
devices are simple homogeneous and autonomous [6]. The proposed swarm intelli-
gence sub-ontology captures all these properties as elaborated below.   
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2.4.1 Structural design of spider-like robotic devices 

Spider-like robotic devices are classified by gender [1], [6], [15], with male and female 
members that can co-exist [15]. The female counterparts outnumber the male by about 
70%. The males are in two categories, dominant and non-dominant [17]. Dominant 
males have better fitness and perform reproductive tasks by mating with the female 
neighbours within a specific radius [6]. Non-dominant male remains close to other 
male, relying upon the dominant male for nutrition [11]. Specifically, non-dominant 
male robotic devices rely on leftovers [1], [17].  Female robotic devices can attract or 
dislike others [5]. Eventually, emergent behaviour is exhibited such as weaving behav-
iour [10], prey capture behaviour [5], social and homing behaviour, or stigmergic co-
ordination [10]. In this case, stigmergy is coordination achieved indirectly through the 
environment [10]. Emergent behaviour results from the activities of individual robotic 
devices that contribute to the creation of the shared memory of the swarm [5].  

Each spider-like robotic device has a weight assigned to it based on its fitness [17]. 
Weights are compared to determine the best global robotic device [22]. The worst coun-
terpart is also identified [22]. Each robotic device has a position, weight. and vibration. 
Positions are candidate solutions. A female spider-like robotic device's next step is in-
fluenced by the nearest best and the global best spider-like robotic device.    

2.4.2 Communication and information flow 

A predetermined population is initialized in the environment [1], [4]. Socialization be-
tween robotic devices is the key ingredient for cooperation. Vibrations are the means 
of communication [6], [17]. Each robotic device seeks to get information about the 
positions of other robotic devices based on the vibrations generated around. The web is 
the communication channel [17], [22]. Movement around the web is triggered by the 
vibrations. Through the web, information about the location of trapped preys or mating 
possibilities is communicated. Thus, vibrations transmit information about the prey and 
other members [20]. Using this information, robotic devices move around the web. The 
intensity of the vibrations is important. It is depended on the distance of the source [15], 
[18] and the attenuation over distance. Thus, every individual in the population per-
forms local and global searches using vibration sensation [30].  

Robotic devices do not have a full view of the environment [6], [24]. They cannot 
perceive the complete history of past events [6]. Consequently, robotic devices have 
limited perceptions of the environment [21], [23], emphasizing locality. Three types of 
vibrations are recognized [17], namely, vibration generated when robotic devices move, 
vibration by the fittest robotic device, and vibration from the prey. Robotic devices can 
distinguish between different vibrations. The actions taken are informed by the infor-
mation received, including uncertainties and constraint [12], [15].  

2.4.3 Mission planning and decision making 

The decisions made by robotic devices shape their behaviour. Such decisions are com-
monly driven by their internal states [3], [17]. One common decision made is to move 
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[1], [2], [3], [17]. Although movement is commonly random, the choice of where to go 
is based on some predetermined goal, vibrations, and the shared memory. The decision 
to move relies on the vibrations received [1]. In addition, the gender of the robotic de-
vice also shapes the random walk decision [17,18]. Gender upholds that the female 
robotic device will move towards the strongest vibration while the male counterpart 
moves towards the nearest female. Female robotic devices also attract or repel gender-
neutral members [17]. Giant female robotic devices are favoured because they provide 
the most potent vibrations. However, although other factors such as curiosity and re-
production cycle influence the final like/dislike decision [16], [21], the final decision 
remains stochastic [17], [30]. Where gender socialization is key, mating decisions be-
come imperative.  

2.4.4 High level operations 

Swarms should maintain a strong community to improve exploration. This is achieved 
by getting rid of weaker members based on the fitness function [1], [17]. The work of 
[30] proposed replacing the wort member after each iteration. Contrary, [17] replaced 
the worst member with the offspring of a mating operation. 

2.4.5 Robotic device constraints 

The primary constraint in most swarm intelligence models is that the environment often 
lacks inclusion of the time model. Robotic device movements are strictly modelled as 
one single time step regardless of the fitness value carried, position, or neighbourhood. 
This study seeks to bring aspects of understandability and conciseness in the behaviour 
of spider-like robotic devices. Understandability, in this case, means that the swarm 
intelligence sub-ontology we propose would be understood by all stakeholders, includ-
ing other ontology developers, swarm intelligence experts, and even swarm intelligence 
systems operators. The characteristic of conciseness means that the proposed swarm 
intelligence sub-ontology would consist of the least vocabularies to describe the swarm 
of homogeneous spider-like robotic devices. 

2.5 The Gap 

We want to be able to capture uncertainty, the context, properties for characterizing 
robotic devices, decisions, mission planning, and communication in the form of a 
swarm intelligence ontology. Integration of aspects of swarms of spider-like robotic 
devices is the gap we explore in this study. 

3 Methods 

Swarm intelligence systems built on the behaviour of social spider swarms can be char-
acterized using an ontology with six knowledge domains. The core domain captures the 
knowledge at the swarm level, including the global data for the swarm. This domain 
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also administers knowledge from the other five domains, namely, environment, robotic 
device design, communication, mission planning and decision-making, and operators 
and metadata domains.  

The environment domain defines the context of spider-like robotic devices. It cap-
tures knowledge about the Web, the web boundary, web structure, the shared memory 
of the swarm, stigmergic factors, positions, and the related occupants of those locations. 
Also important are the relationships between these entities. The mission planning do-
main is richer. It captures the tools for spider-like robotic device reasoning, including 
the design of internal states, the design and meanings of vibrations, parameters that 
define the different neighbour spider-like robotic devices, and the main triggers to var-
ious stochastic movement decisions. To be precise, this knowledge domain summarizes 
how path planning, interactions, and movements are driven by the internal states of 
those spider-like robotic devices [3], [17]. In mission planning, gender plays an im-
portant role [17]. For example, a female spider-like robotic device moves towards the 
strongest vibration while a male counterpart moves towards the nearest female. This 
knowledge domain also captures other triggers for decision making such as curiosity 
[19].  

The domain of robotic device design covers mainly four features of spider-like ro-
botic devices. It emphasizes gender, memory, sensory skills, and weight as key entities 
in the design of a spider-like robotic device. On the other hand, the communication 
domain captures two main entities, the media of communication and the attributes of 
each medium. In this case, vibrations are key. Vibration has a frequency and intensity 
and is related to some position on the Web. A vibration has a gender parameter that 
indicates the type of robotic device of the source. 

Consequently, vibrations have weights associated with their sources. Their intensi-
ties depend on the distance and gender of the source, and the attenuation encountered. 
The Web is the medium through which vibrations are transmitted. A separate domain 
captures the operator and metadata knowledge of the spider-like robotic device. 
Memory, where the prey and its vibration information are kept, stands out as the main 
meta-knowledge. It is implicit that spider-like robotic device actions such as curiosity, 
mating, or following others are overridden by the presence of a prey vibration around. 
Memory also stores information about the Web, self-localization, and fitness values. 
Most decisions made by spider-like robotic devices are based on the knowledge held in 
the memory of the same spider-like robotic device. The next section formalizes these 
knowledge domains towards creating an ontology.   

4 Spider-like robotic device coordination ontology  

Figure 1 presents a level 0 ontology for coordinating spider-like robotic devices in 
swarms. It shows the relationships between six knowledge domains of the ontology and 
how these domains relate to one another.  

The environment is a key component of any swarm intelligence model. A level 1 
representation of the environment as a knowledge domain is shown in Figure 2. An 
environment has two main entities: the web and the boundaries that demarcate the web. 
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Spider-like robotic devices cannot move outside the web because the positions are in-
feasible. The web has a structure understood by spider-like robotic devices. It creates a 
shared memory for the swarm. The environment has prey and has robotic devices. Both 
the prey and spider-like robotic devices have positions on the web. The prey generates 
unique forms of vibrations. Spider-like robotic devices also generate vibrations of dif-
ferent intensities depending on gender and position. 

 
Fig 1. Level-0 Social spider-inspired robotic device coordination ontology [8] 

 
 

SACAIR’21 Proceedings Volume II Chibaya et al.

283



 

 

 
Fig 2. Level 1 - Environment knowledge domain 

 
Fig 3. Level-1 - Domain of knowledge for mission planning 
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Fig 4. Level-1 - Domain of communication knowledge 

 
Fig 5. Level 1 - Domain of knowledge in robotic device design 
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Fig 6. Level-1 - Operators and metadata knowledge domain 

 
Figure 3 presents a level 1 representation of the robotic device mission planning 

domain depicting four key entities. First, the internal state of the spider-like robotic 
device isA mission planning entity. It is influenced by the behaviour of spider-like ro-
botic devices in the neighbourhood, gender of spider-like robotic devices around, as 
well as other random stochastic actions of the neighbours like mating and curiosity. 
Neighbours to a mission planning robotic device have positions. They also generate 
vibrations. That way, the collection of neighbours around a robotic device isA mission 
planning parameter. The vibrations thereof isA mission planning factor. Vibrations can 
also originate from prey, rendering prey as another (isA) mission planning entity. Prey 
has a position. Decision-making to move to a new position is based on the weight, in-
tensity, and source of the most attractive vibration at the time. 

Two entities stand out in the communication knowledge domain shown in figure 4, 
namely, the communal web and vibrations. While the communal web isA communica-
tion medium, vibrations are the signals transmitted via the web. Vibrations are trans-
mitted from and by different sources. They are generated with specific frequencies, in-
tensity, and attenuation. Sources of vibration can be spider-like robotic devices or prey. 
These sources have positions on the web. The intensity of the vibration can therefore 
depend on the distance of the source from the receiver's spider-like robotic device. It 
also depends on the gender and weight of the source.  

The definition of the robotic device domain pinpoints four key entities as shown in 
figure 5. Robotic devices have memory. They possess (has) sensory ability to detect 
the different vibrations on the web. A robotic device also has a gender that implicitly 
defines its role in the swarm. It has weight that other spider-like robotic devices use 
during mission planning and decision-making. 

A collection of operators and metadata for robotic devices form another knowledge 
domain. Key in this domain is memory which holds entities such as web boundaries, 
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best fit member, worst fit member, and their positions. Decisions are based on the vi-
brations and other implicit meta-data such as the ability to distinguish between the vi-
brations of the prey, male, and female spider-like robotic device.  
   

 
Fig 7. Level-1 - Swarm-level knowledge domain 

 
The core swarm level domain shown in Figure 7 provides a widespread representa-

tion of the proposed ontology with the needed interconnections between the different 
knowledge domains. To determine the activity to engage in, the swarm level domain 
defines the goal (mating or prey hunting). The appropriate population distribution and 
initialization of attributes follow goal selection. Gender roles are set thereafter. Gender 
socialization becomes irrelevant if the goal is to capture prey. The attributes required 
for generating a vibration are initialized. 

Survival of the swarm depends on the strength of the community defined by the 
fittest member. Weak members are replaced with better offspring, thus updating the 
shared memory with the relevant information about which member needs to be replaced 
next. The core domain also captures information regarding when the goal has been 
achieved, determined by a specified number of iterations or other stop criteria.  

  Between the different knowledge domains, there is vital transfer of knowledge. Vi-
brations are transmitted through the communal web and to be sensed by spider-like 
robotic devices that, in turn, analyze these vibrations to generate knowledge that would 
influence decision making and the internal state. They can analyze the frequency of the 
vibrations to distinguish those coming from the prey from those generated by other 
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members of a specific gender. There are changes to the attributes of a spider-like robotic 
device with each movement (such as weight, position).  

5 Conclusion 

We have presented some key knowledge domains' entities and relations towards the 
creation of a formal sub-ontology for coordinating swarms of homogeneous spider-like 
robotic devices. Unfolding the elements of an ontology with entities and relations is 
needed to provide a detailed modelling scenario applied to robotic devices. In fact, ex-
plaining the goal-orientated ontology with clear entities and certain tasks defined in the 
robotic device domain-specification can propel application-specific modelling. The so-
cial spider inspired swarm intelligence sub-ontology explained in this paper comprises 
several knowledge domains which were interrelated to a core domain.  

5.1 Contribution 

Three contributions are derived from this study as follows: 

• The paper presented a formal understanding of the key entities in modelling social 
spider optimization systems. This literature extends the body of knowledge. 

• The work is the first of many studies aimed at understanding the key knowledge 
domains of swarm intelligence systems and representing the knowledge in sub-on-
tologies. These discrete sub-ontologies will guide the design of detailed low-level 
swarm intelligence ontologies.  

• Although the focus was on understanding an ontology for coordinating swarms of 
homogeneous spider-like robotic devices, the work creates a baseline for which a 
broader swarm intelligence ontology may emanate.  

5.2 Future Work 

Four ambitious directions for future work are envisioned as follows: 

• An experiment to corroborate this knowledge representation is an upcoming task.  
• The presented sub-ontology for coordinating swarms of homogeneous spider-like 

robotic devices could be enriched and extended by adding an application knowledge 
domain to suit certain use cases and scenarios. Precisely, the sub-ontology should 
be tested with more use cases defined in the scope of social spider optimization, 
applicability, and extensibility. 

• Further developments are pending towards integrating this sub-ontology with other 
swarm intelligence sub-ontologies to, eventually, create a broad swarm intelligence 
ontology for coordinating swarms of heterogeneous robotic devices. 

• It is also worth exploring the extensibility of the presented sub-ontology to include 
mission planning under uncertainty, dealing with incomplete or partial knowledge, 
as well as context inaccuracies, vagueness, or impreciseness. 
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Optimizing Milling Operations using Continuum-Armed 
Bandits with Multiple Reward Components and 

Constraints 
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Abstract. Continuum-armed bandit problems can readily be found in minerals 
processing, e.g., maximizing the energy efficiency of a milling circuit. This paper 
proposes a novel agent, based on Thompson Sampling, which models the reward 
as an arbitrary combination of real-valued and binary components, thus extending 
Thompson Sampling to complex real-world scenarios with non-linear time-var-
ying rewards. These components are measurable, real-world elements linked to 
the revenue or cost of the operation, for example, energy consumption. The agent 
models real-valued components as polynomials of known order and treats binary 
components as constraints in the optimization algorithm to locate the optimum 
action. Existing constrained bandit algorithms are not applicable here as they as-
sign a weight to constraint violations, which is not available in this work. This 
paper describes the algorithm and demonstrates its performance in scenarios 
where the environment either gradually or suddenly changes, as well as handling 
time-dependent reward functions. This work also investigates the sensitivity of 
the agent to measurement noise. The agent successfully obtained cumulative re-
wards exceeding 98.45 % of the maximum possible cumulative reward. The 
agent is robust to noise, demonstrating an approximately 1 % drop in cumulative 
reward and approximately 0.5 % drop in energy efficiency in response to a three-
fold increase in measurement noise. Further work is needed to improve the 
agent’s ability to adapt to sudden changes in the environment. 

Keywords: multi-armed bandit · continuum-armed bandit · reinforcement 
learning · machine learning 

1 Introduction 

Several optimization processes in the minerals processing industry can be modelled as 
continuum-armed bandits, e.g. optimizing the operation of a comminution circuit. Ban-
dit problems focus on selecting the optimal decision from a set of possible decisions 
where the reward or profitability of each action is random and unknown. Multi-armed 
bandit problems have a discrete set of actions, e.g. fully opening or fully closing a valve. 
In contrast, continuum-armed bandits have infinitely many actions to choose from, e.g. 
how far to open a valve. A bandit algorithm is a process by which an agent explores the 
set of possible actions, or action space, and learns the optimal choice of action. Typi-
cally, the agent learns to model the reward that it receives as a function of its actions. 
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However, complex reward functions are challenging to learn, potentially requiring the 
use of deep neural networks. Under certain conditions, one may separate the reward 
into several components linked through known relationships. Learning the function that 
defines the expected reward for each action, known as the action-value function or Q-
function, now requires learning simpler models of the individual reward functions. 
These components correspond to sources of revenue and cost in an economic reward 
function. This paper presents an implementation of an agent for continuum-armed ban-
dit problems that uses a combination of regression and classification algorithms to 
model the reward components, combined with Thompson Sampling to select its actions. 

This work considers the problem of maximizing the profitability of a grinding mill. 
The throughput and energy consumption of a mill are, approximately, quadratic func-
tions of the rotational speed of the mill and its load [1]. Van der Westhuizen and Powell 
[1] demonstrate the significant benefit of determining the correct mill load and rota-
tional speed. They showed the impact of liner wear on the volumetric filling of the mill, 
resulting in substantial changes in the relationship between the mill load and the volu-
metric filling. 

In this example, the reward function consists of revenue sources, which depend on 
measurable values such as throughput and grade and expense sources, such as energy 
costs. These sources vary over time, owing to price increases as well as peak and off-
peak time-of-day tariffs. The resulting reward function becomes a non-linear time-var-
ying function of the actions. These sources can be further separated into models that 
associate a known time-varying cost or revenue with each unit of ore and energy used 
in the system. The task of learning the reward model becomes one of learning the mod-
els of the individual reward components, viz. ore throughput and energy expended. All 
of these quantities can be measured, and thus modelled, as functions of the actions 
taken. The approach described in this paper focuses on learning models of the individ-
ual components of the reward, demonstrating the use of Thompson Sampling within 
this framework. Existing bandit algorithms do not have a means of utilizing domain 
knowledge, such as hourly changes in the electricity cost, or changes in the value of the 
ore being processed. Existing algorithms assume that the reward is a linear function of 
the actions, relying on deep neural networks for non-linear problems. Finally, as will 
be discussed in Section 2.4, the existing methods of learning constraints on the accepta-
ble actions are not well-suited to minerals processing. Wear and tear in physical systems 
is expected to result in a non-stationary bandit problem. Methods of handling this chal-
lenge are discussed. 

The remainder of this paper is organized as follows. Section 2 provides background 
information on least squares regression and support vector machine (SVM) classifiers, 
needed to complete the description of the algorithm developed in this work, before de-
scribing the Thompson Sampling algorithm for continuum-armed bandit problems. 
Section 3 describes the implementation of the agent. Section 4 describes the simulation 
used for testing the agent and the data analysis method. Section 5 provides the results 
of the test work and concludes with a discussion of the results. Finally, Section 6 con-
cludes this paper and offers suggestions for future work. 
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2 Literature 

2.1 Least Squares Regression for Linear Models 

Linear regression fits a model of the form  ( ) =     +   , to measurements  , where   is the feature vector,     is the weights vector of the linear model, and    represents 
a constant offset or bias. The parameters to be learned in this model are thus  =[  ,   ] . This can be extended to non-linear functions, such as polynomials, through 
the use of basis functions. For example, the set of basis functions required for fitting a 
quadratic function of two variables to data is {   ,    ,     ,   ,   , 1}, which is used in 
this work. The method demonstrated in this paper can utilize any set of basis functions. 
The feature map that transforms  , using these basis functions, to features in the linear 
model, shall be written as  ( ). Therefore, the model becomes  ( ) = [  ,   ]  ( ). 
The vector   contains two elements, while the vector produced by  ( ) contains seven 
elements and the vector     contains six elements. 

Ordinary and weighted least-squares regression algorithms are susceptible to noise, 
resulting in poor performance. While both methods were attempted, they were found to 
be unsuitable for the amount of measurement noise present in this environment. Noise 
is present in the measurements of both the power consumed by the mill and the weight 
of the mill, with the weight measurement having a lower signal-to-noise ratio. There-
fore, this work uses the iteratively reweighted least-squares regression algorithm with 
a robust criterion estimator, specifically Huber’s t function [2], as implemented in the 
statsmodels Python library [3]. This approach assigns a lower weight to samples that 
are outliers. The covariance of the parameter vector  , denoted cov( ), is obtained by 
using the unbiased estimator provided by Huber [4 eq. 6.5, p. 173], which builds upon 
the sample weights mentioned above. Section 2.3. explains the use of this covariance 
matrix further. It suffices to state that a robust estimator is required to ensure the stabil-
ity of the agent. 

2.2 Support Vector Machine Classifiers 

Theodoridis and Koutroumbas [5] describe the Support Vector Machine (SVM) classi-
fication algorithm. The Scikit-learn SGDClassifier implementation of a linear SVM 
classifier was used [6]. This section only reviews the salient features. The linear SVM 
learns a decision boundary that is a linear function of the inputs as follows: 

   ( ) =     +   = 0  (1) 

The column vector   represents the data point to be classified, in this case, the vector 
of actions, while the column vector    contains the weights of this linear model. The 
minimum distance from any data point to this hyperplane is: 

   =  ( )‖  ‖  (2) 
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Points where  < 0 are assigned to class zero, while points where  > 0 are assigned 
to class one. This work treats points lying on the hyperplane as belonging to class zero. 
The agent uses this classifier to learn to classify actions as either violating a constraint 
in the environment (class one) or not violating that constraint (class zero). 

2.3 Thompson Sampling 

Sutton and Barto [7] describe the fundamentals of bandit algorithms. At each step  , the 
agent takes an action    and receives a reward    from the environment. The value of 
any action   is defined as  ∗( ) =  [  |  =  ], called the Q-function. Note that  ∗( ) does not depend on past actions or some notion of the state of the environment. 
The agent learns an approximation of  ∗( ), denoted   ( ). The action can be a dis-
crete action, leading to the multi-armed or  -armed bandit problem, where  ∈{ | ∈ ℤ ∧ 2 ≤  ≤  }, or a continuous action represented as a vector  = [  ] ;  =1 … ;   ∈ ℝ. Bandit problems with continuous actions are known as continuum-
armed bandits [8]. Continuum-armed bandit algorithms typically model the reward as 
a linear function of the action   =    , where   is a vector of the parameters of the 
linear model [9–11]. Upper Confidence Bound (UCB) action selection [12] and Thomp-
son Sampling [13, 14] are two standard algorithms to solve bandit problems. 

Thompson Sampling [13] is an exploration method used in multi-armed, continuum-
armed and contextual bandit problems. Lattimore and Szepesvári [9] and Burtini et al. 
[15] describe Thompson sampling for continuum-armed linear pay-off bandits. Here, 
the reward model is: 

    =    (  ) +     (3) 

The term    represents random noise at step  , while  (  ) transforms the action 
vector    to a seven-element vector as explained in Section 2.1. Thompson sampling 
starts with the assumption of a prior distribution for the parameters vector  . This prior 
distribution, combined with a history of actions and rewards, yields a posterior distri-
bution. At each time step, Thompson sampling involves sampling the parameter vector    from this posterior distribution, followed by solving argmax      (  ). Using a 
Gaussian prior is one potential choice, for which we have both the mean and covariance 
of   from the robust least-squares method discussed in Section 2.1. Intuitively, Thomp-
son Sampling uses the uncertainty in the model parameters to sample a potential model. 
Thereafter, it takes the greedy action with respect to this model of the reward. Once the 
agent takes an action and receives its reward, this action-reward pair is added to the 
past experience, and linear regression is performed to fit Eq. (3) to this data, updating 
the mean and standard deviation of  . A key difference in this work compared to tradi-
tional Thompson Sampling is that the agent learns multiple reward components that 
follow this model. The optimization step finds the action that maximizes some poten-
tially non-linear time-varying function of the reward components. 

Thompson sampling thus naturally increases exploration when the covariance of the 
model parameters is high, as the sampled model parameters    undergo large changes 
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between steps. The use of robust least-squares regression with a robust covariance es-
timator is required to avoid unnecessarily large quantities of exploration that result from 
noisy outliers in the measured reward. Thompson Sampling is computationally efficient 
and performs similarly to other algorithms such as UCB [9], [14], [15]. 

2.4 Bandits with Constraints 

An essential aspect of optimizing the energy efficiency of a milling circuit is to avoid 
overloading the mill. More generally, the agent must avoid conditions that are flagged 
as unacceptable. This section briefly reviews prior work that incorporates constraints 
into bandit problem formulations. 

Balakrishnan et al. [16] describe Behaviour Constrained Thompson Sampling. 
Training takes place in two phases, a constraint-learning phase and an online recom-
mendation phase. In the constraint-learning phase, the agent receives a binary reward 
to indicate whether it violated the constraint or not. It learns a contextual bandit policy, 
via Thompson Sampling, to select actions that minimize the probability of violating the 
constraint. In the online recommendation phase, the agent learns a second policy to 
maximize the received reward. The agent makes a trade-off between selecting optimal 
actions with respect to either the constrained policy or the online policy, based on a 
user-supplied weight. During the online recommendation phase, the agent no longer 
receives any feedback to indicate if its actions have violated the constraint. In contrast 
to the work of Balakrishnan et al., this paper assumes that the binary reward showing 
constraint violation is always available. 

Pacchiano et al. [17] studied contextual linear bandits in which the agent receives a 
reward signal and a cost signal after each action. The agent aims to maximize the cu-
mulative reward while selecting actions that have an expected cost below some thresh-
old. The agent achieves this by constructing a safe set of actions where the pessimistic 
estimate of the cost is below the specified threshold. The work presented in this paper 
focuses on a binary cost signal, i.e. the environment tells the agent when the constraint 
has been violated, and thus the method of Pacchiano et al. is not directly applicable. 
When considering the typical constraints encountered in advanced process control, e.g. 
not overloading a mill or maintaining the pH above a specific limit, it is challenging to 
assign a cost to violating the constraint and thus to determine a fixed threshold. There-
fore, neither of these methods can be applied directly in minerals processing. At best, 
one may consider a cost that is the distance from the action or context data point to a 
decision surface that separates good and bad operating conditions. This brings us to the 
use of linear classifiers, such as SVM classifiers discussed in Section 2.2, thus motivat-
ing their use in this work. 

3 Algorithm Description 

The agent developed here takes an action    at time  , where    is a vector of real-
valued components, and receives a reward   , a vector of real-valued or binary reward 
signals. Assume that there are  ℝ real-valued reward components and    binary-valued 
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reward components. Furthermore, assume that a single scalar reward,   , can be con-
structed from the real-valued reward components. The binary components of the reward 
vector indicate constraint violation, specifically a value of zero indicates that the con-
straint has not been violated, while a value of one indicates that the constraint has been 
violated. The agent aims to select actions that maximize    from within the set of ac-
tions that do not violate any constraints. 

The real-valued reward components are modelled as polynomial functions of the 
action vector, using robust regression as outlined in Section 2.1. This results in  ℝ pa-
rameter vectors   , each with a unique covariance cov    , where  ∈ ℤ ∧ 1 ≤  ≤  ℝ. 
The scalarization or aggregation function   = ℎ(  ,  ) is allowed to be a function of 
time  . More generally, it can incorporate any context for which it is unnecessary to 
learn the relationship between that context and any reward component. 

Separate SVM classifiers   ,  ∈ ℤ ∧  ℝ <  ≤  ℝ +   , are trained for each binary 
reward and learn to classify actions as belonging to that class of actions that violate this 
constraint. This results in    decision surfaces determined by the weights vectors     
and biases    , learned by each classifier   . The decision surface of classifier    is 
denoted by the function   ( ). This algorithm generalizes to any classifier, as the only 
requirement is to provide a smooth signed distance function to the decision surface. 

At time   the agent samples a model    ∼     , cov      of each real-valued re-
ward. The vector of estimated real-valued reward components for a given action    is    =       (  )  . The agent selects action    by solving the following optimization 
problem: 

 max     ℎ    ,      (4) 

subject to −   (  )     ≥ 0;   ∈ ℤ ∧ ℝ <  ≤  ℝ +    (5) 

    ≤   ≤      (6) 

  |  −     | ≤  (  −   )   (7) 

Eq. (5) represents the constraints learned from the binary rewards by the SVM clas-
sifiers. Eq. (6) represents user-supplied bounds on the actions, while Eq. (7) represents 
limits on the acceptable amount of exploration Here,    indicates the action at time  , 
while    and    are the lower and upper limits of the action space, respectively. The 
parameter   was set to 0.025. Constraining exploration in this manner avoids generating 
significant disturbances that propagate to downstream processes. The target weight of 
the mill was constrained to the range 100 to 300 t/h, while the mill speed was con-
strained to the range 65% to 75% of the critical speed of the mill, using Eq. (6). This 
work makes use of the Sequential Least-SQuares Programming (SLSQP) algorithm 
[18] implemented in SciPy [19] to solve this optimization problem. 
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Since this method does not sample     and     from a probability distribution, it can 
be considered a hybrid method. The distributions of     and     may be determined by 
applying leave-one-out cross-validation and sampling from the resulting collection of 
classifiers. This has been left for future work. 

The agent described here does not require one to select the weight to assign to the 
probability of violating a constraint, unlike the method proposed by Balakrishnan et al. 
[16]. 

Eq. (5) extends the method used in Pacchiano et al. [17]. It removes the need for a 
linear relationship between the action or context and the cost while learning the thresh-
old from the data. All that is required here is that the good and bad actions must be 
linearly separable, which is also assumed by Pacchiano et al. 

This agent does not maintain a history of all past actions and reward components. 
Instead, it only retains a buffer of the most recent experience. The bandit problem is 
expected to be non-stationary, as in scenario’s B and D, described in Section 4.1. Fur-
thermore, the robust least-squares method of Section 2.1 does not provide a means of 
updating   and cov( ) online. The buffer length has been fixed at 100 samples in this 
work. The agent receives new action-reward component pairs and adds them to the 
buffer after each step. Simultaneously, it discards action-reward pairs received more 
than 100 steps in the past.   and cov( ) are updated based on the contents of this buffer. 

The agent follows a modified process for the binary reward components. Here, two 
buffers of 100 samples are maintained, one for samples showing actions that obeyed 
the constraint and one for actions that violated the constraint. Constraint violations are 
expected to be rare. Retaining only the most recent samples may result in an experience 
buffer that does not contain any examples of constraint violations, even if the agent 
violated the constraint in the past. If the agent has not yet observed a violation of a 
particular constraint, it ignores that constraint as it cannot learn the decision surface. 
Future work may consider a Bayesian treatment of this problem, selecting a prior prob-
ability distribution that describes the user’s belief regarding safe actions and updating 
the posterior probability distribution as observations are gathered. 

4 Experimental Method 

4.1 Simulation Tests 

The simulation environment used here is based on Van der Westhuizen and Powell [1]. 
The graphs of power consumption and throughput (feed rate) vs. the volumetric filling 
percentage and rotational speed of the mill were analyzed to extract the data points. 
This data covers mill speeds ranging from 65% to 75% of the critical speed and volu-
metric filling values ranging from 20% to 40%. Polynomials were fitted to the power 
and throughput measurements by using the Solver add-in in Excel. The following pol-
ynomials were obtained, where   is the volumetric filling, expressed as a fraction from 
0 to 1, and    is the mill speed, expressed as a fraction from 0 to 1, of the critical speed 
of the mill. 
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    = −3965  + 2689   + 7984   − 3194 − 4636  + 1877 +     (8) 

    = −24624  + 16395   − 20817   + 35586 − 10829  − 1066 +     (9) 

The throughput, in t/hr, is   , while the power is   , in kW. We assume that a gold 
ore with a head grade of 5 g/t is processed in this model, that the gold price is R830/g 
($58.42 USD/g) and that electricity costs   = R1.3059/kW/hr (approximately 
$0.09 USD/kW/hr). Pink noise terms    and    have been added, with scales 20 t/hr 
and 80 kW, respectively. The final reward function is: 

   = (5 × 830  −     )       (10) 

The scale factor 15 60⁄  accounts for the length of each step in this simulation, i.e. 
15 minutes. Since the term within the brackets has the units R/hr, it is necessary to 
multiply it by a time-span, in this case, 0.25 hr, to convert it to a dimensionless number. 
This is denoted as Scenario A in the results, where the underlying reward component 
models and electricity price does not vary. 

The agent generates continuous actions    and   , which are targets for the mill 
weight or load    , and rotational speed   . This work assumes that a control system 
is in place to achieve the desired weight while keeping circulating loads in the milling 
circuit stable. Furthermore, this work assumes that the agent is only active once the 
milling circuit has stabilized, hence the agent is not active during startup or shutdown 
of the mill and the simulation does not extend to startup or shutdown conditions. Van 
der Westhuizen and Powell [1] found that mill load could be related to volumetric fill-
ing by a linear equation  =     +  . They found that changes in the mass of grinding 
media in the mill, and increases in the level of wear of the lifters lining the inside of the 
mill, causes   to increase and   to decrease over time. Van der Westhuizen and Powell 
found that  = 1.83 × 10   and  = −9.0125 × 10   for new lifters and 7.9% ball 
filling, and  = 2.139 × 10   and  = −5.79 × 10   for worn lifters and 9.1% ball 
filling, after approximately eight months of operation. Ball filling refers to the percent-
age of the mill’s volume that is occupied by grinding media, which are steel balls. Sce-
nario A uses the values associated with new lifters and assumes that they remain con-
stant over time. Note that these values are 100 times smaller than in Van der Westhuizen 
and Powell, as this work treats   as a fraction, not as a value between 0 and 100. 

Scenario B demonstrates performance during normal wear-and-tear, followed by a 
sudden step change to the model resulting from replacing worn lifters. Wear-and-tear 
is assumed to result in a constant rate of change in   and  . The resulting volumetric 
filling model is as follows: 

   ( ) =  ( )   +  ( )  (11) 

   ( ) = 1.83 × 10   1 −   rem    + 2.139 × 10    rem     (12) 

   ( ) = −9.0125 × 10   1 −   rem    − 5.79 × 10    rem     (13) 
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The notation   rem   denotes the remainder, after dividing the number of time steps 
elapsed,  ∈ ℤ, by the number of time steps between liner replacements,  ∈ ℕ. There-
fore, 0 ≤   rem   ≤ 1∀ ≥ 0. This work assumes that the sampling period of the agent 
is 15 minutes. The eight-month period between liner replacements in the work of Van 
der Westhuizen and Powell equates to  =  ×  ×  ×    = 23,040 time-steps. This sim-
ulation treats liner replacement as an instantaneous event. In practice, the agent will be 
deactivated, the mill shut down and emptied, the liners replaced, and the mill restarted. 
The agent will only be reactivated once the startup procedure has been completed. 
Therefore, liner replacement will appear to be an instantaneous event to the agent since 
it will not be collecting data during the liner replacement procedure. 

Scenario C extends Scenario A by allowing the electricity price to vary over a 24-
hour period. This period equates to 96 time-steps in the simulation. This work relies on 
the 2021 Eskom high-demand season tariffs for weekdays. Therefore, the electricity 
cost in ZAR, as a function of time, is as follows: 

    ( ) =  0.7093; 0 ≤   rem 96 < 24 ∨ 88 ≤   rem 96 ≤ 954.3115; 24 ≤   rem 96 < 36 ∨ 68 ≤   rem 96 < 761.3059; 36 ≤   rem 96 < 68 ∨ 76 ≤   rem 96 < 88  (14) 

Scenario D extends Scenario B using the electricity cost model in Eq. (14), resulting 
in a scenario where the electricity cost varies daily, while the reward component models 
vary slowly over time. 

All scenarios include a simplified mill overload signal. The mill is overloaded if  ≥0.55. Future work should use a dynamic simulator, allowing instantaneous power and 
weight measurements to be used to detect overload conditions. The signal from this 
detector can be fed into the agent in place of the signal generated by this condition. 

Each simulation is 50,000 steps long. A hundred simulations were performed for 
each scenario and measurement noise scale combination, each with a different random 
seed, to investigate the distribution of cumulative reward values. Three noise scales 
were investigated, viz. 50%, 100% and 150% of the noise scales given previously. This 
corresponds to measurement noise scales of 10, 20 and 30 t/hr, and 40, 80 and 120 kW 
for the throughput and power measurements. These are labelled as low, normal and 
high noise cases. 

4.2 Data Analysis 

The agent described in this paper underwent 100 random tests in each of the four sce-
narios A, B, C and D outlined above, for each of the three noise levels. Therefore, a 
total of 1200 tests were performed. Each test, for a given scenario and noise level, used 
a different random seed, resulting in 100 unique random seeds being used. These same 
seeds were re-used between scenarios and noise levels, hence test   in scenario A with 
low noise uses the same random seed as test   in every other scenario and noise level, 
where  ∈ ℤ ∧ 1 ≤  ≤ 100. All tests for statistical significance used 0.05 as the p-
value at which the null hypothesis is rejected. 
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Sensitivity to Measurement Noise. The reward, throughput and energy consumption 
achieved by the agent under low noise level conditions, were compared to the perfor-
mance in normal- and high-noise conditions in each scenario using, the one-sided 
Mann-Whitney rank test. The null hypothesis is that the performance metric is not less 
than the performance achieved in the low-noise test for that scenario. A degree of sen-
sitivity to noise is expected. This analysis determines how much performance is lost 
owing to increased noise and whether it is statistically significant. 

Action Bias. The optimal action, and associated reward, was calculated using Eq. (8)-
(14) for each of the four scenarios. Note that the coefficients in Eq. (8), (9), (12) and 
(13) are unknown in real-world scenarios, hence this analysis is only possible within a 
simulation environment. The median difference between the agent’s actions and the 
optimal action was calculated for each test and examined to determine whether the 
agent was biased. Some bias is expected in the mill speed, as the optimal action is to 
select the maximum speed allowed in this test, 75% of the critical speed, hence the 
agent is expected to select lower values as it continuously explores. However, this bias 
should be small if it only results from exploration. Note that this analysis only included 
steps 501 up to and including 20,000 of each test. The first 500 steps were discarded as 
the agent is expected to show a bias while it is still learning the approximate optimal 
action. The first liner change occurs at step 23,040, where the agent is again expected 
to show a bias until it learns the new optimal action. Analysing the chosen time interval 
is more valuable, as any substantial bias here indicates a potential problem in the ex-
ploration pattern of the agent. 

Regret Analysis. This analysis compared the total reward obtained by the agent to the 
reward obtained by taking the optimal action in the same tests to assess how much 
reward was lost, known as the regret, and whether it is statistically significant, consid-
ering the noise inherent in the system. Statistical significance was assessed using the 
one-sided Mann-Whitney rank test, with the null hypothesis being that the agent’s per-
formance is not less than the performance of the optimal agent. 

5 Results and Discussion 

5.1 Qualitative Review 

This section qualitatively reviews the agent’s performance in scenario D under normal 
noise conditions, which is the most informative scenario. There are two periods of par-
ticular interest, viz. the first 288 steps (three days), where the agent first learns to opti-
mize the performance of the mill, shown in Fig. 1, and the period around liner changes, 
where the agent must respond to a rapid change, shown in Fig. 2. As was noted in 
Section 4.1, replacing the mill liners appears to the agent as an instantaneous change in 
the behaviour of the mill. This appears in Fig. 2 as a sudden decrease in the throughput, 
power consumption and reward starting at time step 23,041. Finally, Fig. 3 shows the 
complete simulation. 
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Figures 1 and 2 show that the agent requires a little over 100 steps to converge on an 
action that is close to optimal. It is encouraging to note that the agent begins making 
improvements in the reward almost immediately after the simulation begins. 

Fig. 3 shows that the agent responds to liner wear by lowering the target mill weight, 
thus maintaining a constant volumetric filling. This work assumes that a control system 
is in place to control the actual mill weight such that it tracks the target weight provided 
by the agent. The agent’s update step can make use of the actual weight in place of the 
target weight, resulting in off-policy learning if there is a significant difference between 
the two values. However, the agent will perform poorly if the underlying control system 
performs poorly. There is a large amount of noise in the weight and speed actions. The 
noise in the throughput measurement results in a larger cov( ) for that model, leading 
to more exploration. 

 
Fig. 1. Performance of the agent during the first 288 steps (three days) of one of the simula-

tions. 

 
Fig. 2. The performance of an agent in the day leading up to and the three days following the 

replacement of the mill liner. 
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Fig. 3. The performance of the agent during one complete simulation in scenario D. 

5.2 Sensitivity to Measurement Noise 

Analysis of the test results concluded that there is always a statistically significant drop 
in the agent’s performance as the noise level increases. The decrease in the average 
total throughput ranged from 95.6 kt to 98.7 kt when increasing the noise from low to 
normal levels. This decrease ranged from 88.2 kt to 91.5 kt when increasing the noise 
from normal to high levels. Similarly, the decrease in reward ranged from R 98.9 to 
R 102 million when increasing the noise level from low to normal; and ranged from 
R 91.1 to R 94.7 million when increasing the noise level from normal to high. The en-
ergy efficiency of the milling circuit decreased by between 0.20 % and 0.28 % for each 
increase in noise level. 

5.3 Action Bias 

Table 1 shows the range of values of the median difference between the mill weight 
selected by the agent and the optimal weight in each scenario and noise level. The val-
ues for the mill speed are not reported here, as they are not particularly interesting. The 
median difference between the chosen and optimal mill speed always lies in the range 
from −0.1% to 0% of the critical speed of the mill. This bias is negligible and in line 
with expectations. 

Regarding the mill weight, the agent shows a slight bias in scenarios A and C to-
wards selecting weight targets that are lower than the optimal value. The opposite ap-
pears true in scenarios B and D, where the agent shows a slight preference for weight 
targets above the optimum value. This bias is expected as the optimum weight decreases 
over time, owing to liner wear. The bias demonstrated in all four scenarios is negligible 
compared to the typical weight of the mill in this test. 
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Table 1. The minimum, mean and maximum values of the median of the difference between 
the mill weight chosen by the agent and the optimal weight. 

  Median load difference (t) 
Scenario Noise Minimum Mean Maximum 

A 
Low −1.7 −0.24 2.1 
Normal −3.0 −0.42 1.9 
High −5.0 −0.76 3.2 

B 
Low −1.1 0.32 1.5 
Normal −2.4 0.15 2.9 
High −3.3 0.03 2.3 

C 
Low −2.1 −0.18 1.9 
Normal −3.0 −0.40 1.6 
High −4.5 −0.64 3.1 

D 
Low −1.3 0.00 1.2 
Normal −1.8 0.21 2.3 
High −3.7 −0.33 2.5 

5.4 Regret Analysis 

Table 2 shows the average of the total reward obtained by the agent over 100 tests in 
each scenario and noise level, as well as the average of the total reward that could have 
been obtained by taking the optimal action. Note firstly that the agent achieves, on av-
erage, more than 98.4 % of the maximum possible reward. The difference between the 
reward obtained by the agent and the maximum possible reward was confirmed to be 
statistically significant in all scenarios and noise levels. 

Regret is the difference between the average reward received when taking the opti-
mal action and the reward received by the agent. While the regret is small relative to 
the reward over the 50,000 step-simulation (approximately 1.4 years), it is still large in 
absolute terms. There is a clear benefit to investing in instruments providing low-noise 
measurements of the throughput and power consumption. 

Table 2. The average of the agent’s total reward in each scenario is compared to the average 
total reward obtained by taking the optimal actions in each test. 

  Reward (× 10  ZAR) 

Scenario Noise Agent Optimal 
actions Regret % of 

optimal 

A 
Low 20.839 20.954 0.115 99.45 

Normal 20.740 20.954 0.214 98.98 
High 20.649 20.954 0.305 98.54 

B 
Low 20.826 20.954 0.128 99.39 

Normal 20.725 20.954 0.229 98.91 
High 20.632 20.954 0.322 98.46 

C 
Low 20.905 21.019 0.115 99.45 

Normal 20.806 21.019 0.214 98.98 
High 20.713 21.019 0.307 98.54 
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D 
Low 20.891 21.019 0.128 99.39 

Normal 20.789 21.019 0.231 98.90 
High 20.694 21.019 0.325 98.45 

6 Conclusion and Future Work 

This paper has demonstrated the performance of an agent that is based on Thompson 
Sampling and incorporates time-varying costs and learned constraints. The agent learns 
components of the reward, such as throughput and power consumption, followed by 
combining them in a user-supplied reward function. This allows non-linear time-vary-
ing reward functions to be used, as long as the reward components can be modelled as 
linear combinations of any basis functions, e.g. polynomials. The agent was tested in a 
milling circuit simulation, where the aim was to select the target weight and rotational 
speed of the mill to maximize profit. The reward took into account the value of the 
milled ore and the time-varying cost of electricity. The agent was tested in four scenar-
ios of increasing complexity and at three different noise levels in each scenario. Overall, 
the reward obtained by the agent exceeded 98.45 % of the maximum possible reward. 

Future work should investigate a model that accounts for the effect of variations in 
throughput and other operating parameters of the mill on liner wear. This model would 
be useful during simulation testing. The robust regression algorithm views the data fol-
lowing a liner change as outliers, which is correct since it is an outlier compared to the 
data stored in the agent’s buffers. Consequently, the agent is slow to responding to the 
change. Reducing the buffer length degraded the overall performance but accelerated 
the response to liner changes. Future work may consider change-point detection algo-
rithms that may help in detecting the change in behaviour. 
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Abstract. Choosing the correct parameters (weights and biases) to initialise the
training of an artificial neural network (ANN) is a very important task because
different values of the hyperparameters may increase the computational burden of
ANN and affect its performance. In this paper, we develop nature-inspired hybrid
models that combine swarm-intelligence algorithms with ANN to find suitable
values of weights and biases to initialise the training of ANN. Specifically, we
propose a Social Spider Optimisation (SSO) to obtain an optimal solution (i.e., a
set of parameters) that is used as the initial weights and biases during the training
of ANN. The results indicate that the ANN classification accuracy is significantly
improved when it is associated with the optimal solution of the SSO algorithm.
The classification accuracy differences between ANN and SSO + ANN, as well
as between ANN and the other hybrid models, were statistically significant at
the 5% level of significance. This shows that the optimal parameters of the SSO
algorithm and other swarm intelligence models can be considered as the initial
weights and biases of the ANN during training.

Keywords: artificial neural network · classification accuracy · non-linear optimi-
sation · social spider optimisation · Swarm intelligence

1 Introduction

The cooperative and intelligent behaviour of swarms of bees, termites, schools of fish,
ant colonies, and flocks of birds have attracted the attention of researchers [5,12]. Sev-
eral swarm intelligence algorithms that mimic the behaviour of animal groups and in-
sects have been developed [19]. The term swarm is generally used to refer to any col-
lection of interactive agents [5]. In this regard, Swarm intelligence deals with problem
solving methods that incorporate the social behaviour of insects and animals [21,10].
Consequently, researchers in swarm intelligence have developed optimisation algo-
rithms that mimic the behaviour of living entities such as ants [15,14], bees [25], bac-
teria [27], fireflies [26], etc. The drive to create such algorithms was supported by the
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mounting requisite to solve problems that were deemed very difficult or even considered
intractable [8].

In this paper, we will apply the metaheuristic optimisation algorithms (MHOAs),
such as the SSO algorithm that incorporate the social behavior of spiders to obtain the
best solutions are then used as initial weights and biases for training the artificial neural
network (ANN) [4]. [9] introduced the SSO to solve optimisation tasks, and reported
that the SSO model outperformed models such as the artificial bee colony (ABC) [22],
and PSO [17] in the search for a global optimum solution using 19 benchmark functions
described in [9]. The authors mention that the performance of SSO can be attributed
to (i) a better distribution of spiders in the search, which increases the ability to find a
global optimum value; and (ii) the fact that the population is divided into males, females
and children during the evolution process allows the use of different rates between ex-
ploration and exploitation.

There are several other examples of research studies that have applied the SSO al-
gorithm to solve optimization problems. For example, [37] developed a hybrid SSO
algorithm to solve the job-shop scheduling problem. Reference [7] proposed an SSO
algorithm for data clustering that performs local and global searches. Reference [33]
employed SSO to determine the appropriate values for SVM kernel mapping, and the
results obtained showed that the SSO performed better than methods that include grid-
Search [36], particle swarm optimisation, and harmonic search [34] in choosing suit-
able hyperparameters of SVM kernels. Reference [30] showed that SSO can be used to
train a feedforward neural network (FNN) to solve a complex nonlinear optimization
problem in the presence of several local solutions. The authors report that heuristic op-
timisation algorithms can solve non-linear optimisation problems more efficiently than
mathematical and deterministic methods.

The SSO consists of male and female spiders (search agents). The gender of a spi-
der determines how search agents are guided by a set of different operators that emulate
cooperative behavior on the communal web [9]. The search space is equivalent to the
communal web, while the position of a spider is one of the solutions [11]. Based on
the behavior of social spiders, this article formulates hybrid methods to solve problems
of nonlinear optimisation in ANN using the social spider optimisation algorithm. The
use of SSO in obtaining the optimal solutions (parameters) is to avoid ANN in get-
ting entrapped in local minima, thereby avoiding ANN from converging prematurely.
The entrapment into local optima can be a result of high-dimensionality of the search
space, and the increasing amount of data under consideration. In addition, the high-
dimensionality of the search space can include highly correlated, redundant, or irrele-
vant features. This can cause the training phase of the artificial neural network to be
slow [6].However, selecting the most appropriate subset of features and optimizing the
corresponding parameters of the artificial neural network can significantly improve the
performance of the model. Specifically, this paper makes the following contributions.
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(a) Develop a hybrid SSO + ANN algorithm that incorporates an artificial neural net-
work (ANN) and the SSO algorithm and determine whether the hybrid model can
improve the efficiency and classification accuracy of ANN.

(b) Evaluate whether the computational burden of ANN is lessened by using as initial
weights and biases of ANN the optimal parameters obtained from the SSO and
other swam intelligence algorithms.

(c) Evaluate whether the performance differences between ANN and the hybrid mod-
els; SSO + ANN, SSA + ANN, PSO + ANN, and ABC + ANN with respect to
classification accuracy are statistically significant.

1.1 Problem Statement

Stochastic population-based global search algorithms that are inspired by nature include
the social spider algorithm (SSA) [21], the genetic algorithm (GA) [29], and the par-
ticle swarm optimisation (PSO) algorithm [24] are effective for optimisation problems
that have several design variables and an inexpensive cost function [11]. Reference [9]
proposed the Social Spider Optimisation Swarm Algorthm that is based on the simu-
lation of cooperative behaviour of social-spiders. This paper investigates the suitability
of the optimal solutions obtained from SSO to initialise the parameters (weights and
biases) of the traditional ANN during training in order to improve classification accu-
racy. Therefore, the use of a hybrid algorithm that combines SSO to find the optimal set
of weights and biases and ANN to perform binary classification is explored to evaluate
whether the performance of ANN improves significantly. PSO and ABC have serious
shortcomings that include the inability to overcome local minima and premature con-
vergence [9]. Therefore, this study seeks to determine if the best solution from SSO can
be used as the initial weights and biases for ANN training.

2 Review of Literature

2.1 Weight Initialisation for Artificial Neural Networks

Machine learning often encounters functions that are highly nonlinear and complex.
Furthermore, compared to other optimisation problems, there are no well-defined func-
tions that machine learning can optimise [2]. ANN are an example of a machine learning
algorithm that employs optimisation. The ANN consists of three layers, namely; input
layers, hidden layers, and output layers. There are basically two phases in the training
of the MLP, which are: the learning phase and the prediction phase. ANN training can
be described as a continuous optimisation problem in which inputs are fed into ANN to
determine outputs, with the least number of iterations [11]. Because the training step of
artificial neural networks can be modeled as an optimisation problem, several authors
have employed meta-heuristics algorithms to improve the training of artificial neural

SACAIR’21 Proceedings Volume II Whata et al.

309



networks. Reference [35] used the SSO algorithm to improve the training of an artifi-
cial neural network to detect Parkinson’s disease. Reference [11] used meta-heuristic
algorithms (MHOAS) for selecting suitable features and obtaining optimal training pa-
rameters for training ANN. Their study focused on the application of MHOAs to deter-
mine the optimum solution for training ANN and their application for classification and
prediction problems. The optimum solution would be a set of biases and weights that
are used to train artificial neural networks. The goal of using the optimum solution is
to improve the classification accuracy of artificial neural networks. Reference [31] pro-
vided a review of strategies that can be employed in initilising the weights of a neural
network. The reader is referred to [31] for a detailed discussion of these strategies. The
authors indicate that the weights of an artificial neural network can be initialised and
continuously adjusted during the training phase. This process ensures that the classifica-
tion accuracy converges to a maximum value, and an optimal weight matrix is obtained.
The convergence of an artificial neural network is directly driven by an optimal weight
initialization. Therefore, the selection of an appropriate weight initialization scheme
becomes necessary for end-to-end training. In this study, we adapt MHOAs such as
the SSO algorithm described in Section 2.2, to provide training parameters or random
solutions that are then used to initialise the bias and weights of ANN.

2.2 Social Spider Optimisation Algorithm (SSO)

Social Behaviour of Spiders: The Social Spider Algorithm (SSO) is a new heuristic
algorithm that mimics the social behaviour of the social spider colony that consists of a
communal web and social members [3]. The social-spiders interact with each other in
this communal web. This communal web can be considered as a search space or domain
of the function that is optimised by SSO. According to [9]. This approach proposed by
[9] takes each solution in the search space as a representation of the specific position
of a spider in the search space. Additionally, each spider has a weight attached to it
that is in accordance with the fitness value of the solution. There are two search agents,
namely: males and females that live together in the communal web that are modelled by
SSO. However, females tend to outnumber males by up to 70% [18] or between 65%
and 90% [28]. The members of the social spider colony have different tasks that include
mating, prey capturing, and maintaining the communal web. The female spiders develop
a dislike or attraction over other spiders through vibrations. These vibrations in the
communal web are a result of the weight and distance of its members. Therefore, weight
and distance are the main features of attraction or dislike for a particular spider. In the
search space, there are dominant males that mate with one or all female neighbours
that are located at particular ranges of distance in the colony. Mating is a way in which
spiders exchange information among members and produce offspring. The offspring
replaces the spider with the least (worst) weight if its weight is higher than that of this
spider with the least weight. Otherwise, the offspring is cast off and there will be no
changes in the population. In the cases where there is replacement, the offspring takes
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the gender and index value of the replaced worst spider. The operation of the SSO is
described below:

Initialising SSO algorithm Population: The population consists of N spiders consists
of male spiders mi, and female spiders fi that exist in a communal web. This commu-
nal web represents the search space in which a spider’s position represents an optimal
solution [35]. Equations 1 and 2, describe the population or communal web [28].

N f = f loor[(0.9− rand×0.25)×N] (1)

Nm = N−N f (2)

where N, N f , Nm, are the number of all the spiders, the female spiders, male spiders
in the communal web, respectively. The total number of spiders in the communal web
is given by N. floor(.) converts a real-valued number to an integer, and rand ∈ (0,1) is
a random number.

The initialisation of each spider is in accordance with Equation 3 [7];

f 0
i, j = Plow + random(0,1)∗ (Phigh−Plow)

where, i = 1,2, ...,N f ; j = 1,2, ...,n (3)

where Plow, Phigh represent the lower bound, upper bound of a dimension of the
objective function (Equation ??) that are used to randomly generate the female position,
Pos[i]. Furthermore, the male position is generated at random using.

m0
k, j = Plow + random(0,1)∗ (Phigh−Plow)

where, j = 1,2, ...,nandk = 1,2, ...,N f (4)

The initial population is represented by the zero signals, and k, j; i are the parameter
and individual indices, respectively. fi, j gives the parameter of the position of the female
spider.

Evaluating the Quality of the Solution: The SSO algorithm uses a population of
candidate solutions to solve the optimization problem. The position of a spider in the
communal web represents a possible solution. The SSO algorithm attaches a weight wi

to each spider that corresponds to its solution fitness. The wi are calculated using [9,28].

wi =
fi j−worst

best−worst
(5)
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for i ∈ 1, ..,N, where the worst and the best are the worst fitness value, that is,
the maximum value of the population solution, and the best fitness value, that is, the
minimum value of the fitness fi j is the fitness of the i-th spider position. This means
that, wi, specifies the quality of the solution given by a spider.

Information Exchange in the Communal Web: The members of the social spider
colony transmit and share information in the communal web through small Vibrations
play a crucial role in cooperative coordination of the members in the communal web.
The distance and weight of a spider are responsible for generating the vibrations. Equa-
tion 6 models the vibrations, that is, the transmitted information perceived by solution i
(spider i) from solution j (spider j).

Vibi. j = w j.e
d2

i. j (6)

where w j is the weight of the j-th spider, d is the distance (Euclidean) between two
spiders.

The vibrations that a pair of spiders perceive can be defined as follows.

1. Vibrations Vibci. The vibrations between the solution i and the nearest solution to
it (c (sc) with a higher weight such that: Vibci = wc.e

−d2
i,c

2. Vibrations Vibbi. The vibrations between the solution i and the best solution to it (b
(sb), such that: Vibbi = wb.e

−d2
i,b

3. Vibrations Vib fi. The vibrations between the i-th solution and the nearest female
f (s f ), such that: Vib fi = w f .e

−d2
i, f

Cooperative Behaviour of Spiders: The cooperative interactions of social spiders
with other members of the communal web depend on gender. Equation 7 emulates the
cooperative behaviour of a female and a new operator. Furthermore, the repulsion or
attractions with spiders in the communal web are a result of their vibrations, which are
emitted over the communal web according to [9,35]:

f (t+1)
i =

{
f (t)i +αVi,c(sc− fi)+βVi,b(sb− f (t)i )+ γ(σ − 1

2 ) i f rm < PF

f (t)i −αVi,c(sc− f (t)i )−βVi,b(sb− f (t)i )+ γ(σ − 1
2 ) i f rm ≥ PF.

(7)

where rm, α , β , γ and σ are random numbers of the uniform distribution in the interval
[0, 1], f (t+1)

i is the position of female spider i at time step t + 1, sc, PF, is an ad-hoc
parameter, and sb is the nearest spider to i that has a better weight in the communal web.

There are basically two classes of male spiders in the communal web namely: non-
dominant and dominant males. Compared to nondominant males, dominant male spi-
ders have better fitness values, and they are drawn toward the female spider that is very
close to them [35]. Furthermore, in the male population, nondominant male spiders are
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located at center C. This is a strategy to profit from the wasted resources of dominant
males according to:

m(t+1)
i =





m(t)
i +αVi, f (s f − f (t)i )+ γ(σ − 1

2 ) i f wN f +i > wN f +C;

m(t)
i +α

(
∑Nm

h=1 mhwN f +h

∑Nm
h=1 wNf +h

)
i f wN f +i ≥ wN f +h

(8)

The dominant males mate with female members in a social-spider colony. The dominant
male operates within a radius r, where it locates a female for mating, forming a new
brood given by:

r =
∑n

j=1 Phigh
j −Plow

j

2n
(9)

where the total number of variables to be optimised is given by n, Plow
j and Phigh

j are
the upper and lower bounds of the dimension of the objective function to be optimised.
Reference [35] states that when an offspring is formed, its weight is compared to that of
the spider with the least weight in the communal web. Thereafter, the offspring replaces
the spider with the least weight.

3 Materials and Methods

3.1 Data

Three public benchmarking datasets from the UCI Machine Learning Repository which
are frequently used in different binary classification models, were used to validate the
experiments. The characteristics of the datasets are shown in Table 1. Each dataset was
randomly split into a training dataset (70%) and a test dataset (30%).

Table 1: Characteristics of the three benchmarking datasets used in this study

Dataset No of samples No of features No of Classes

heart 270 13 2
australia 690 14 2
diabetes 768 8 2

3.2 SSO Optimisation of ANN (SSO-ANN)

The training of ANN is an intricate task because of its non-linear nature. On the other
hand, metaheuristic algorithms are suitable for solving non-linear problems because of
the availability of several local solutions. In this paper, the SSO algorithm that depends
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on the intricate cooperative behaviour of female and male spider search agents [9,33] is
used to solve the non-linear problem. As discussed in Section 2.2, the female popula-
tion is predominant compared to the male population. Spiders have different tasks that
depend on their gender. These tasks include social interaction, web design, mating, and
predation. Thus, to solve the non-linear problem, the communal web of spiders is con-
sidered as the search space, and the position of a spider in the search space is a candidate
solution. In the communal web, vibrations transmit information related to mating de-
tails and trapped prey. In addition, vibrations depend on the distance and weight of the
spider. The weight of each spider depends on its fitness value. Based on the information
contained in the vibrations, cooperative operators are performed, such as the mating
operator, the male cooperative operator, and the female cooperative operator [11]. The
mating operator produces offspring whose weight is immediately compared to the rest
of the spiders in the communal web. This entire iterative process ensures that the ratio
of female spiders to male spiders is always maintained. After several iterations, the spi-
der having the best fitness value becomes the optimal solution. Therefore, in this paper,
we have considered the best spider with the best fitness value to be the best weights and
biases that are used to train ANN for classification. Therefore, using this approach, we
use the SSO algorithm to obtain the weights and biases that are then used as the initial
weights in the training of ANN in order to maximise classification accuracy.

4 Experiments

We carry out experiments to obtain the best solutions (weights and biases) using SSO,
PSO, SSA, and ABC. The best solution from each of these algorithms is then used to
initialise the weights of ANN during training. The performance of the SSO algorithm is
compared to that of PSO, SSA and ABC by applying these MHOAs to a set of bench-
mark functions. The population (search agents) for all algorithms was set at 30, and
the stop criteria was set at 1000 iterations, and the stop criteria was set at 1000 itera-
tions. Reference [28] trained the MHOAs using 50 search agents and 1000 iterations.
Reference [35] trained the SSO algorithm for 1000 iterations using 30 search agents.
Reference [32] used maximum iterations equal to 2000 and 30 search agents. Reference
[23] uses maximum iterations equal to 500, 750 and 1000 for search agents equal to 10,
20, and 30, respectively. Therefore, following [23,35], we adopt 30 search agents as
it is the 30-dimension benchmark used in social spider optimisation algorithms [21].
In addition, the MHOAs are executed for 1000 iterations, as supported by [35,28]. Th
following parameters for the MHOA are used according their own reference guidelines

1. SSO with a probability of female (PF)set at 0.7 [23]
2. PSO with c1 = c2 = 2, w ∈ [0.4, 0.9] [24]
3. ABC: According to [23], the parameter limit was set at 100 [23].
4. SSA with search agents = 30, ra = 1.0, pc = 0.7, and pm = 0.1 [20].
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Table 2: Architecture of the artificial neural network showing the number of parameters
using a learning rate = 0.01

Layer (type) Output Shape Param #

dense_13 (Dense) (None, 13) 208
dense_12 (Dense) (None, 13) 182
dense_11 (Dense) (None, 1) 14

Total parameters: 404
Trainable parameters: 404
Non-trainable parameters: 0

The architecture of the ANN used in this study is shown in Table 2. The artificial
neural network is trained using ReLU as the activation function. Since we are perform-
ing binary classification, the binary cross-entropy is used as the loss function. The arti-
ficial neural network uses a sigmoid function as the last layer to give predicted output
values. These output values are then used to calculate the classification accuracy by
comparing them with the truth labels.

The CPU-elapsed time of ANN is compared to that of the proposed SSO + ANN
hybrid model. In addition, the ANN is compared to other proposed hybrid models,
namely, PSO + ANN, SSA + ANN, and ABC + ANN. The ANN has problems getting
stuck in the optimum local solution space [1]. We investigate whether the SSO can solve
this problem by combining it with ANN to speed up convergence and hence obtain good
results in local searches.

The experiment compares the performance of the SSO + ANN with other hybrid
models that incorporate the ANN, using the datasets described in Section 3.1. These
datasets are frequently used to evaluate different binary classification algorithms. Ad-
ditionally, each data set was randomly split into 70% for training and 30% for testing.
Furthermore, we use the 5 x 2 cross-validation technique [13] to test for the difference in
performance of the hybrid models with respect to the classification accuracy. We report
on the following performance indexes: The results of CPU elapsed time, classification
accuracy, and 5 x2 cross-validation tests for the difference in performance are shown in
Section 5.

5 Results and Discussion

We present the results obtained by applying the best solutions (optimal parameters)
from SSO, PSO, SSA, and ABC, which are then used as the initial weights and biases
for the training of ANN. For each of these methods the searching range for the weights
and biases was fixed (typically) within the interval intervals [-1, 1] and [0, 1], respec-
tively. These ranges were chosen based on [16]. Table 3 shows the CPU elapsed time in
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seconds for each hybrid optimisation algorithm, respectively. These times represent the
mean execution times of the ANN after it has been trained using the optimal solutions
of SSO, PSO, SSA, and ABC. Thus, the optimal solutions are used as the initial weights
and biases of the ANN training.

Table 3: Mean execution times (seconds) of ANN after initialising the weights and
biases with the best solutions from the hybrid optimisation algorithms

Dataset ANN SSO+ANN SSA+ANN PSO+ANN ABC+ANN

heart 1.43 0.98 0.79 0.91 0.91
australia 1.54 0.99 0.90 0.88 0.96
diabetes 1.17 0.84 0.83 0.82 0.85

The results show that the SSO + ANN is faster than the ANN in all the datasets
because of its low computational complexity. This indicates that the optimal solution
(weights and biases) obtained from the SSO can reduce the computational burden of
the ANN. SSO + ANN mean execution time results are also comparable to other hybrid
optimisation algorithms for the diabetes dataset, and marginally slower on the heart and
australia data sets.

Table 4shows the classification accuracy results for the optimisation techniques.
Classification accuracy is used as a metric to evaluate the classification performance of
our models. The classification accuracy simply gives the proportion of predictions that
our model got right and it is calculated using:

Accuracy =
T P+T N

T P+T N +FP+FN
, (10)

where, TP (True Positive) is the number of correct positive predictions, TN (True Nega-
tive) is the number of correct negative predictions, FP (False Positive) is the number of
incorrect positive predictions, and FN (False Negative) is the number of incorrect neg-
ative predictions. The reader can observe that the SSO + ANN outperformed the ANN
based on the average classification accuracy. In addition, the SSO + ANN produced bet-
ter classification accuracy results when it was used in the australia and heart datasets
compared to the other hybrid models, as shown in Table 4. These results show that the
SSO can be used to improve the performance of ANN if the objective is to maximise
the classification accuracy.

Table 4 shows that the performance of SSO + ANN with respect to the classification
accuracy are higher than that of ANN. Furthermore, the performance of SSO + ANN
is marginally higher than that of the other hybrid models in two of the three datasets.
However, statistical hypothesis tests are required to detect any differences in the results
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Table 4: Average classification accuracy results for the optimisation algorithms for N =
500 iterations (epochs)

Dataset ANN SSO+ANN SSA+ANN PSO+ANN ABC+ANN

heart 73.33 81.48 70.37 69.63 75.56
australia 82.61 85.80 83.48 84.93 83.48
diabetes 67.45 70.31 72.14 74.22 69.79

shown in 4. Hypotheses tests are conducted to determine whether there are differences
in performance with respect to the classification accuracy of the algorithms. Therefore,
in this paper, we used the paired t-test of 5 x 2 times cross-validation (cv) [13] to test for
differences in the performance of ANN and hybrid optimisation algorithms with respect
to classification accuracy. Cross-validation (cv) is a statistical technique in which data
are divided into two groups to evaluate and compare statistical learning algorithms.

Tables 5–7 show the results of the statistical hypothesis test for the difference in
classification accuracy (Dacc) between ANN and the heuristic swarm optimisation al-
gorithms, using the 5 x 2-fold cv paired t-test relative to the classification accuracy.

Table 5: 5 x 2 cv-paired t-test for the ANN vs the SSO + ANN or SSA + ANN or PSO
+ ANN or ABC + ANN with respect to the classification accuracy using the australia
dataset

Model Dacc t-value t5,0.975

ANN vs SSO+ANN 3.19 3.66 2.57
ANN vs SSA+ANN 0.87 3.16 2.57
ANN vs PSO+ANN 2.32 3.16 2.57
ANN vs ABC+ANN 0.87 3.16 2.57

The results of the 5 x 2-fold cross-validation paired t-test shown Tables 5–7 were all
statistically significant at α = 5% significance level, since all t-values were greater than
t5,0.975 = 2.57. The t-values follow a t-distribution with 5 degrees of freedom [13]. Since
all the t-values were greater than t5,0.975 = 2.57, the differences in the classification ac-
curacy scores (Dacc) are statistically significant. Therefore, the performance of ANN is
significantly different from that of SSO + ANN and other hybrid models. According
to Table 4, the classification accuracy of the SSO + ANN, ABC +ANN is significantly
higher than that of ANN using the heart dataset. The classification accuracy of SSO +
ANN, SSA + ANN, PSO + ANN, and ABC + ANN are all significantly higher than
that of ANN using australia dataset. Similarly, the classification accuracy of the hy-
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Table 6: 5 x 2 cv-paired t-test for the ANN vs the SSO + ANN or SSA + ANN or PSO
+ ANN or ABC + ANN with respect to the classification accuracy using the diabetes
dataset

Model Dacc t-value t5,0.975

ANN vs SSO+ANN 2.86 3.16 2.57
ANN vs SSA+ANN 4.69 3.57 2.57
ANN vs PSO+ANN 6.77 3.88 2.57
ANN vs ABC+ANN 2.34 3.16 2.57

Table 7: 5 x 2 cv-paired t-test for the ANN vs the SSO + ANN or SSA + ANN or PSO +
ANN or ABC + ANN with respect to the classification accuracy using the heart dataset

Model Dacc t-value t5,0.975

ANN vs SSO+ANN 8.15 3.88 2.57
ANN vs SSA+ANN -2.96 -3.16 2.57
ANN vs PSO+ANN -3.70 -3.16 2.57
ANN vs ABC+ANN 2.22 3.16 2.57

brid models were all significantly higher than that of ANN using the diabetes dataset.
Overall, the SSO + ANN and the other hybrid models outperform the ANN model in
terms of classification accuracy. This means that initialising the ANN parameters with
the best solutions from the SSO algorithm significantly improves the accuracy of ANN
classification.

6 Conclusion

We introduced a hybrid SSO + ANN algorithm that employs the Social-Spider opti-
misation algorithm to obtain suitable values for initialising artificial neural network
parameters (initial weights and biases) during training. The experimental results show
that the SSO can be used to obtain suitable parameters (weights and biases) that can
improve the classification accuracy of ANN. Furthermore, SSO + ANN was compared
against other hybrid models SSA + ANN, ABC + ANN, and PSO + ANN. The results
indicate that the performance of SSO + ANN was similar and sometimes better than
the other hybrid models in some datasets as shown in Table 4. The classification results
obtained from the SSO + ANN algorithm are promising, and the algorithm can be used
as an alternative and suitable method to find the best solutions (weights and biases) that
are used to initialise and train ANN. In addition, training the ANN with best solutions
from SSO + ANN and the other hybrid models reduces the computational burden of
ANN. Although PSO + ANN and ABC + ANN produced marginally better mean exe-
cution times (seconds), they may present serious shortcomings that include the inability
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to overcome local minima and premature convergence [9]. Furthermore, the differences
in clasification precision between ANN and SSO + ANN, as well as the other hybrid
models, were statistically significant α = 5% as shown by the 5 x 2-fold cv paired t-tests
in Tables 5–7. This shows that the optimal parameters from the SSO algorithm can be
used to initialise the parameters of ANN during training, thereby yielding significant
improvements in the classification accuracy of ANN.

The good performance of SSO can be attributed to the fact that the different search
agents within SSO allow for a better distribution within the search space. This enhances
the SSO’s ability to obtain a global maximum solution. Furthermore, dividing the pop-
ulation into female spiders, male spiders, and offspring allows the use of different rates
between the exploitation and exploration processes during the evolution of the algo-
rithm. For future work, we intend to optimise the parameters of other types of neural
networks such as self-organizing, associative memory, and recurrent networks to im-
prove prediction accuracy. Some variations of SSO and their applications to tuning the
parameters of other deep learning algorithms may be considered in the future.
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Chapter 14

Vol II: Philosophy and Ethics of AI



Why Moral Agreement is Not Enough to Address 

Algorithmic Structural Bias  

Paige Benton1[0000-0001-7047-0452]  

University of Pretoria, South Africa   

Abstract. One of the predominant debates in AI Ethics is the worry and 

necessity to create fair, transparent and accountable algorithms that do not 

perpetuate current social inequities. I offer a critical analysis of Reuben Binns’s 

argument in which he suggests using public reason to address the potential bias 

of the outcomes of machine learning algorithms. In contrast to him, I argue that 

ultimately what is needed is not public reason per se, but an audit of the implicit 

moral norms of societies within which algorithms are built and applied. Public 

justification is appealing since it offers us the possibility to align the decision-

making outcomes of the algorithm with the core moral values of stakeholders 

within a constitutional democratic society. My concern is even if there is moral 

agreement by society as a whole, or among different stakeholders within 

society, the common moral principles that form the foundation of public reason 

are not necessarily neutral, as they still express specific moral ideals and 

normative standards. Appealing to such normative standards may thus still lead 

to algorithmic outcomes being biased as common moral values may very well 

still be discriminatory even though they are formed from a consensus, and even 

if public reason is applied as a kind of filter for potential algorithmic outcomes. 

Hence, I argue it is these implicit moral norms within society that we take as a 

given in public reasoning, that need to be audited from generation to generation 

in order to effectively mitigate possible algorithmic bias. 

 

 

Keywords: Moral Agreement · Public Reason · Ethics of AI · Algorithmic Bias 

·Accountability.  

 

1 Introduction  

Due to the rise of machine learning and the complex and intimate decisions generated 

by machine models there is a growing need for reflecting on the ethical implications 

and ethical parameters of the outcomes of machine learning algorithms. These 

concerns have gained increased awareness in AI in the recent years with the rise of 

groups such as FAT/ML [8], DADM [25], and the Algorithmic Justice League [33] to 

name a few. Organizations such as these shed necessary light on issues such as the 
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transparency of decision-making, algorithmic bias, identifying discriminatory data 

policies and prejudicial training datasets.  

One of the core ethical concerns in machine learning, the focus of this paper, is the 

moral prescription embedded in machine learning algorithms. Whose morality matters 

and what moral values are important? Should the morality of the computer 

programmer count, or the moral values of the company creating the algorithm, or the 

values of the country in which the algorithm is created? Questions such as these 

illuminate the central concern, namely, which moral values are being endorsed and 

does this promotion lead to discrimination and bias?   

Reuben Binns [2], suggests turning to political philosophy for a solution. Binns 

proposes applying the method of public justification to analyse the ethical risks and 

quality of potential outcomes of the algorithms at issue. Looking to public reason is 

appealing since it offers us the possibility to align the decision-making outcomes of 

the algorithm with the core moral values of stakeholders within a liberal constitutional 

democratic society, thus legitimising the decision-making outcomes of the algorithm 

itself.  

My concern is that the common moral principles that form the foundation of public 

reason in themselves are not necessarily neutral. On the contrary, they express 

specific moral ideals and normative standards – i.e., liberal democratic moral norms – 

even if moral agreement (by society as a whole, or among different stakeholders 

within society) seems an attractive ideal as a foundation for the justification of 

algorithmic outcomes in the context of AI Ethics. Appealing to such normative 

standards may still lead to excluding some at the expense of others and encouraging 

some virtues while neglecting others. There thus still exists the possibility for 

algorithmic outcomes to be biased as common moral values may very well still be 

discriminating even though they are formed from a consensus, and even if public 

reason is applied as a kind of filter for potential algorithmic outcomes.  

Hence, I argue that societal consensus is not enough to ensure the method of public 

reason as an adequate purifier of algorithmic outcomes as it is not adequate for 

legitimising moral values. Given that it is these implicit moral norms within society 

that we take as a given in public reasoning, I argue they need to be audited from 

generation to generation in order to expose and critically evaluate implicit moral 

societal assumptions that may be deemed harmful only in a hindsight evaluation of a 

liberal constitutional democratic society. Note, this paper does not offer technical 

solutions to the problem of algorithmic bias but is a critical analysis of Binns’s article 

[2] from the lens of political philosophy and AI Ethics. 

In order to illustrate the need for auditing the implicit moral assumptions of public 

reason, namely liberal democratic moral norms, Section 2 is a brief account of 

structural bias in machine learning algorithms. Section 3 is an overview of the 

justificatory process of public reason that enables societal consensus in moral 

pluralistic societies. Thereafter Section 4 examines the potential risks for the 

reproduction of moral bias by machine learning algorithms using the method of public 

justification. Lastly, Section 5 offers a concluding evaluation of moral agreement as a 

basis for justification.  
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2 Structural Bias and Critical Machine Learning  

There is a growing need to re-evaluate the ethical implications that result from 

algorithmic decision-making in machine learning. Firstly, a significant concern is the 

problem of pre-existing or historical bias1 being perpetuated via the outcomes of 

machine learning algorithms. Bias in this sense is structural bias and refers to the 

development of prejudiced judgements based on preconceived views that are 

informed by societies current cultural assumptions and systemic injustices [10,11]. 

Pre-existing bias2 in the context of AI is a problem when decision-making algorithms 

mimic and propagate the social injustices that are already evident in societies [20]. 

The reasons for this propagation are diverse.  

Essentially, in developing algorithms developers construct boundaries, rules and 

success definitions for their algorithm, all of which act as both moral and practical 

constraints. Constraints are ‘practical’, in the sense that algorithms need parameters 

and rules in order to delineate relevant information from irrelevant information. They 

are ‘moral’, in that they seemingly embody normative prescriptions of the developer, 

insomuch as they delineate goals, embed values and ideological assumptions when 

modelling the algorithm, and also as they reflect and potentially amplify existing 

societal bias in training data [4,1]. The practical and moral justification for the 

exclusion or inclusion of information creates what O’Neil terms ‘moral blind spots’, 

implying that developers construct algorithms in line with their preconceived societal 

judgements [23]. This is precisely why O’Neil claims “models are opinions embedded 

in mathematics” [23].   

One of the dangers in the context of machine learning is that the justification 

underlying the decision-making algorithm is implicit and as such their moral 

reasoning may appear as “black boxes” [11, 23, 24]. As seen in [12] there is 

movement within the industry to make the constraints and success definitions of 

algorithms available to the public. Thinkers such as Crawford [6], O’Neil [23], and 

Nissenbaum [22], argue that it is not enough to publicise the underlying justification, 

but instead suggest, just as the training set, the source of the data the model learns 

from, needs to be publicly audited, to make sure that the data itself is unbiased, so too 

should the success definition of the algorithms be audited, to shed light on the moral 

assumptions underlying algorithms [23]. This opens the possibilities for widening the 

requirements of a successful algorithm to include fairness as a metric as opposed to 

the current metrics of efficiency and profit [23].  

 
1 Note critical machine learning focuses on a board range of issues, such as fairness, 

transparency and accountability in machine learning processes. The focus of this paper is 

only on bias.  
2 Note that there are a wide variety of different kinds of biases in AI ethics. For example, 

technical, emergent and representational bias to name a few.  The focus of this paper is 

preexisting bias since this form of bias addresses systemic societal injustices which can be 

propagated by implicit societal moral norms. For future detailed discussion of the forms of 

bias see  

[20] pp 4-7.  
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Even instituting fairness as a metric to measure success of algorithms is difficult as 

after all, on the one hand there is no standard interpretation of fairness, while on the 

other hand the interpretation would be dependent on the various contexts in which 

models are used [3,20,21]. Given the plurality of interpretations and understanding of 

moral and political norms, this calls for consensus on norms vis-à-vis., accountability, 

privacy and fairness [17,21]. Without societal consensus ethical guidelines and 

frameworks being suggested in AI ethics are ineffective. Hagendorff echoes this 

concern when arguing that ethical guidelines offer superficial aid to ethical concerns 

in the AI industry, considering that current guidelines are voluntary and not an 

obligation, nor are there consequences for those that do not uphold the principles [14]. 

Similarly, ethical frameworks in AI are so vast that they create a rise of ‘ethics 

shopping’ insofar as developers can choose frameworks that align with their own 

agenda, making the guidelines ineffective [8]. As a result, ethical norms and 

parameters in AI are currently bound to relativistic debate and implementation.  

Binns [2] offers an attractive solution to try reach moral agreement in AI ethics. 

Using the method of public justification, he claims that consensus can be formed 

regarding core moral values, which we turn to now.  

3 Public Reason  

Prior to discussing Binns’s argument for the use of public reason in algorithm 

accountability, allow me some background remarks on public reason and its use in 

political philosophy and liberal theory.  

In essence, public reason as a method of justification for moral and political 

principles requires that these principles are publicly justifiable and accepted by those 

to whom these principles apply [26]. This tradition of moral agreement of overarching 

principles that can act as a moral consensus for societal rules traces back to thinkers 

such as Hobbes [16], Kant [18], Rosseau [32] and more recently to Rawls [29] and 

Habermas [15]. Public reason is intrinsically tied to liberal theory, since a key premise 

of this method of justification is the conception of persons as free to construct their 

own social, moral and political norms. Considering that persons have the freedom to 

construct their own moral views, this gives rise to the phenomenon of moral pluralism 

in constitutional liberal democratic societies. Moral pluralism is a notion used by 

liberal theorists such as Rawls to denote an essential feature of liberal societies i.e., 

moral disagreement regarding fundamental moral principles, ideals and values. The 

‘burdens of judgement’ in a liberal society signify that we need to allow room for 

reasonable disagreement among moral values yet develop moral consensus on 

political principles [29].   

Consequently, moral truths (i.e., universal moral views namely religious, 

metaphysical or philosophical doctrines that prescribe comprehensive moral values) 

cannot be the basis of moral agreement in liberal societies since all citizens hold 

contrasting and conflicting views on what the foundation of moral truth should be 

[29]. The only type of moral agreement citizens can hope for is to agree to political 

principles and values that all citizens could indorse and would consider morally 

reasonable for all citizens to follow given the circumstance of moral pluralism. To put 
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it another way, citizens in acknowledging their diverse moral values and ideals reach 

agreement on political principles and values that align with and promote their own 

values. 

This point of ‘moral congruence’, Rawls refers to as the ‘overlapping consensus’ 

[30]. An overlapping consensus is achieved when the same conception of justice 

receives public support from diverse comprehensive doctrines. Keep in mind though, 

as stated above, that all citizens affirm the same political principles, yet do so for 

different reasons, influenced by the different moral doctrines that they adhere to [28]. 

These political principles that citizens agree on then limit the boundaries of what is 

acceptable moral disagreement within a liberal constitutional democracy.  

Public reason requires that political principles can be affirmed by persons 

upholding multiple moral doctrines for the principles do not presuppose an antecedent 

truth of any one moral doctrine. But if moral truth is not the foundation for political 

principles, and citizens of liberal society hold conflicting moral values, what is the 

underlying foundation of the political principles that they all can endorse? 

Rawls’s seminal account of public reason in ‘Justice as Fairness’ introduces the 

method of ‘reflective equilibrium’3 to justify the underlying common moral norms 

that could be the foundation for political principles of a liberal society. Broadly 

speaking, reflective equilibrium is a method to expose and align the moral 

assumptions (i.e., ‘moral sentiments’) and acceptable political principles (i.e., 

‘considered judgements of justice’) of citizens of a constitutional democracy [30,31]. 

A state of wide equilibrium is reached when, after continual reflection, implicit moral 

values that are common to all citizens are identified.  

One of the core implicit moral values is freedom of conscience. All citizens would 

recognize themselves and others as having the freedom to choose how to give their 
life meaning, given the premise that liberal societies are characterised by moral 

disagreement. Other implicit moral norms in a liberal society include toleration, 

equality, and freedom to name a few. These are all core implicit moral norms as they 

help facilitate citizens individual freedom.  

These implicit moral values act as points of convergence of all citizens’ conflicting 

moral doctrines, and if citizens can agree to uphold these implicit moral norms then 

these norms become the underlying constitutional essentials for the political 

principles [30]. Given this, citizens can develop moral agreement without appealing to 

moral doctrines directly, but rather by appealing to these implicit moral standards that 

are collectively shared across all moral doctrines to which they subscribe. Political 

principles that best manifest these common fundamental moral values are principles 

that all persons would agree to. Principles such as freedom of thought, freedom of 

movement, freedom of occupation, and equal opportunity to wealth are examples of 

the kinds of political values that citizens would find reasonable to uphold [27].  

Allow me a hypothetical example to illustrate my point. A citizen belonging to the 

Islamic or Christian religion may choose to uphold the same political virtue of 

toleration or choose to uphold the value of liberty of conscience, as a citizen who 

subscribes to Atheism, as these values and principles themselves help to secure both 

 
3 Although Rawls popularized the term ‘reflective equilibrium’ and applied this method to the 

field of political philosophy, this method of justification was development prior to him by 

Nelson Goodman – see Fact, Fiction, and Forecast [13].  
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citizens’ ability to practice their moral doctrine. There can be variants of both 

Christianity, Islam, and any other religious, metaphysical or philosophical moral 

doctrines. However, the radicalized versions of any moral doctrine will not be 

acceptable in a liberal society since they would not align with the essential moral 

norms of a liberal society such as liberty of conscience. The significance is that only 

liberal versions of any moral doctrine can be aligned with and encouraged by the 

implicit moral norms themselves. This moral prescription is necessary for the 

possibility of moral agreement in a liberal society, the implications of which are 

discussed in the following section. For now, it is important to turn to Binns’s 

argument.  

Binns [2] in acknowledging the plurality of moral views between various 

stakeholders, recognizes the problem that some stakeholders may not be accepting of 

the moral justification used by the developers when constructing any algorithm. As 

such, this would lead to a further rise in moral disagreements and widespread debate 

as to what method and values should be used when modelling algorithms. To 

circumvent this disagreement, Binns, as previously stated, turns to public reason to 

develop moral consensus between those that model algorithms (i.e., ‘decision-maker’) 

and those to which algorithms apply (i.e., ‘the decision-subject’). Since the ‘decision-

maker’ and the ‘decision-subject’ exist in a society characterised by freedom of 

conscience, the possibility for moral consensus seems unlikely, since, by definition, 

moral pluralism makes moral agreement appear less plausible. This situation could 

lead to a standoff between prioritising either the ‘decision-maker’s’ or the ‘decision-

subject’s’ moral values and interests. Either way this prioritisation would lead to some 

disenfranchised stakeholders [2].  

Binns suggests using public reason as the gate keeper of accountability when 

modelling algorithms. For Binns, public reason as a method of justification can be 

applied between ‘decision-makers’ and ‘decision-subjects’ to mediate reasonable 

ethical and epistemic standards from the unreasonable, by identifying the overarching 

common values all persons can agree to. This agreement then sets the boundaries for 

acceptable rules in AI.  

The advantages of public reason in AI, according to Binns, are the following: 

Firstly, it can help identify problems of algorithmic bias by identifying biases in the 

data or in the modelling, whilst comparing the moral values represented in bias 

incidents to determine if they are unreasonable by reference to the shared moral 

norms underpinning liberal societies. Secondly, if stakeholders agree to collective 

moral norms, they find reasonable to guide the industry, this could legitimise the 

decision-making aspect of modelling algorithms. Thirdly, public reason may be a 

useful method of justification to denote public and private algorithmic accountability, 

since different values, scope and context to which an algorithm applies may be the 

reason for an action being discriminatory or reasonable. Subsequently, Binns suggests 

public reason could be used to determine reasonable epistemic standards from the 

unreasonable, where there is debate over correlation, causation and the nature of a 

relation between entities. Lastly, public reason could be used to delineate common 

moral values from moral doctrines, while making sure that the latter are not used as a 

justification for preferential treatment in the modelling of algorithms or as grounds for 

objection to algorithms [2].  
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Binns acknowledges two problems: Firstly, the method of public reason is 

currently being used in AI seeing as general ethical frameworks and recommendation 

policies such as AI4People [9] align their guidelines with legal and political principles 

that govern liberal societies. Secondly, as mentioned in the previous section, opacity 

of the decision-making aspect of algorithms implies that it may prove impossible to 

know if the justification of algorithms aligns with the moral values in a liberal society. 

Yet, Binns claims the goal of algorithms and their training data can still be assessed in 

light of public reason [2].  

Binns’s argument for public reason to guide accountability in AI is attractive as it 

provides a solution to the continual disagreement between stakeholder’s interests and 

values. However, a shortcoming of public reason is that it is only applicable to liberal 

societies, as previously mentioned. The implication of this is that it cannot act as the 

method for public justification on a global scale, since not all countries subscribe to 

liberalism. Considering that there are countries that are modelling and training 

algorithms with their own moral doctrines guiding the decision-making process, it 

seems that a universal method of justification for AI accountability, founded on public 

reason is less likely than Binns perhaps suggests. Without all countries agreeing on 

the same implicit moral norms, there is no basis for moral agreement in public reason. 

However, on a national and supranational level public reason remains a possibility as 

long as it is among liberal societies with the shared moral values, see [17] for 

examples of basic moral values in the AI industry.  

Acknowledging the problem that public reason is only applicable to liberal 

societies — since it requires persons to uphold liberty of conscience as an implicit 

moral norm — illustrates that there is moral prescription encapsulated into the content 

of public reason. Hence, liberal societies are not neutral or accommodating of all 

moral values. Instead, the values that are accommodated are those that are liberal in 

nature. I will address why this is a concern in more detail in the following section.   

 

4 The Necessity to Audit Implicit Moral Norms  

As established in the previous section, toleration, equality and freedom of conscience 

are some of the core accepted moral values of a liberal society. Moral values such as 

these promote political principles such as the absolute4 respect of individual rights, 

freedom of speech, equal opportunities and tolerance to those citizens who hold 

alternative moral doctrines. Due to this, the rights and liberties of persons must be 

given a prioritised position of importance in that they have to be instituted and 

affirmed unconditionally. Hence, the political principles they promote are not 

prejudice against persons based on their race, gender, sexual orientation or religious 

affiliation. In fact, these moral values and political principles encourage inclusion of 

dissimilar persons and their freedom to develop, pursue and follow their own ends in 

line with their chosen moral doctrine. 

 
4 Rights remain absolute insofar as they are the prioritised values in liberal constitutional 

democracies.  
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If these implicit moral norms are not inherently prejudicial, why did I suggest 

earlier that it would be necessary calling for a continual audit of these norms of a 

liberal society? The reason is precisely because these moral values are just that, 

prescriptive notions of good and bad ideals that have become normalised and used as 

the moral foundation against which we distinguish morally permissible from morally 

impermissible actions.  

Liberal societies will necessarily include some values at the expense of others; that 

is the nature of morality itself. Unavoidably moral or political theorists cannot 

account for all possible forms of life, there are certain moral assumptions that have to 

be made, and these assumptions will then delineate the permissible from the 

impermissible moral actions. Thus, any political system will naturally favour, and 

hence encourage certain societal ideals, and as a result would exclude other moral 

ideals.  

Thus, liberal values are, once again, not neutral values. Instead, the implicit moral 

norms of liberal society become societal moral ‘blind-spots’, insofar as citizens are 

encouraged by their social context, and reenforce the values that surround them. 

Similarly, stakeholders (those modelling algorithms and those impacted by 

algorithms) in AI industry make decisions from within their social, moral and political 

context. The societal moral norms of our time will inform what we think is the correct 

moral judgements to make. Even if public reason is used to clarify reasonable moral 

values for potential algorithmic outcomes, the implicit moral values that underly this 

societal consensus still promote moral ideals. In order to be cognizant of the moral 

ideals promoted in liberal constitutional societies it is important to audit the values 

and their implementation to assess the ostracizing impact of these values, which may 

be deemed harmful only in hindsight evaluation.  

To illustrate this point, let us return to the hypothetical example from the previous 

section.  To recap, a feature of liberal society is moral pluralism. Insomuch as persons 

wish to affirm their own freedom to choose their own moral doctrines and life plans, 

the foundation for moral agreement (i.e., public reason) is freedom of conscience.  In 

recognising freedom of conscience as the implicit moral norm of liberal societies, 

persons indirectly accept that their moral doctrine is not the only doctrine that can 

exist in a liberal society. Hence, by agreeing to this, citizens acknowledge and 

reaffirm the moral view that there are multiple moral truths. To put it another way, 

citizens of a liberal society have to concede that there cannot be only one moral truth 

i.e., one moral doctrine that should govern the social and political context. Thus, even 

if citizen A subscribes to Islam, citizen B subscribes to Judaism and citizen C 

subscribes to Atheism, all citizens have to be conscious that their fellow citizens have 

the right to choose their own moral doctrine. Given this, citizen A, B and C cannot 

hold radicalised or fundamentalist versions of their moral doctrines, owing to the fact 

that by definition a radicalised version of any philosophical, metaphysical or religious 

doctrine implies that there is only one moral truth, and that all persons should uphold 

this antecedent notion of moral truth. An example of political system founded on this 

form of reasoning is a theocracy, which promote a religious moral truth. Therefore, 

citizens of liberal democracies that would subscribe to religious fundamentalism 

would not identify with the implicit moral norms of liberalism (such as liberty of 
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conscience). Hence, they are not able to reach moral agreement via the method of 

public reason. Considering that such citizens could not publicly justify their moral 

doctrine, their moral doctrines would be considered unreasonable in a liberal society.  

This suggests that the kinds of moral doctrines that can flourish in a liberal society 

are purely liberal moral doctrines. That is to say liberal citizens can have any 

religious affiliation if and only if they denounce the radicalised version of their moral 

doctrine. The importance of this is that although liberal society is not prejudiced 

against religious affiliation, there are moral doctrines that cannot gain support via 

public reason.  

What happens to individuals in liberal societies who hold radicalised moral 

doctrines? I argue that there is a potential tendency for algorithmic outcomes to 

exclude or censor such individuals, on social media platforms such as Twitter, 

Instagram and Facebook, on two grounds, firstly for instances of hate speech and 

secondly for not upholding liberal values.  

In the infancy of social media platforms, public discourse was not hampered by 

regulations regarding when a post represents freedom of speech or when it transitions 

to hate speech. With the rise of increasing incidents of xenophobia, racism, sexism, 

bigotry and harassment, platforms have altered their community guidelines to try 

address these intolerances and others. In addressing these intolerances many social 

media platforms are starting to rely on algorithms to detect and censor user’s content 

before it becomes available to other users and causes harm [5]. Although these 

algorithms are in their early stages their potential to identify these discriminatory acts 

is appealing. Yet currently certain forms of discrimination are harder for algorithms to 

identify then others. For example, Facebook’s algorithm identifies and removes only 

38% of hate speech incidents as opposed to 99.5% of terrorist activity and 86% of 

violent images [19].  

What these figures illustrate is the difficulty in identifying hate speech from 

freedom of speech. Take for example the following tweet by a social media user in a 

liberal constitutional society: ‘The only God that exists is Allah all other religious 

gods are false gods’. Does this moral view express a liberal moral doctrine or a 

radicalized moral doctrine? One could argue that it appears to be an expression of this 

user’s moral point of view. Alternatively, the fact that the user acknowledges and 

makes the statement that no other gods exist, is implying an antecedent moral truth 

claim. If it were the latter, it would be problematic, as the statement then contradicts 

the liberal value of liberty of conscience.  

The question we need to ask is: Does censoring the above kinds of statements – 

that may not seamlessly align with liberal values – lead to protecting individual 

liberty or the creation of what would become historical bias and discrimination in 

hindsight evaluation? I suggest that only by critically auditing the implicit liberal 

moral values and their interpretation on an institutional and societal level would 

policy makers, ethicists, computer scientists, private and public corporations be able 

to arrive at an informed understanding of the kinds of biases and discrimination that 

could be promoted as a result of encouraging liberal values. 

 In view of the above, even if public reason is an appealing method of justification 

to gain moral agreement between stakeholders in the AI industry for liberal societies 
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on a national and supernational level, the fact is that public reason, as a filter for 

identifying implicit moral values to determine reasonable algorithmic outcomes, 

needs to be reenforced by the continual auditing of the implicit moral norms that 

constitute the content of public reason. It is only through critical and continual 

examination of foundational moral values that we can hope to become aware of the 

implicit moral assumptions of liberal society. Current societal values are the hardest 

to identify as they are normalised, yet the most important to audit or expose, precisely 

because we have normalised them; after all, they naturally become the ‘moral blind-

spots’ of liberal democratic societies.   

5 Conclusion 

How to combat historical prejudices and its proliferation when modelling algorithms 

is a huge hurdle in AI. This article aims to show that some of these hurdles can be 

overcome with the use of public reason as suggested by Binns. Public reason offers 

the attractive possibility of gaining societal consensus in constitutional liberal 

democracies characterised by moral pluralism. I argue however that the dilemma 

remains that public reason can only be the foundation of moral agreement in liberal 

societies, since not all countries subscribe to liberalism and uphold the moral value of 

liberty of conscience. Hence, many countries do not have the shared moral norms 

necessary for the foundation of agreement. Due to this, currently public reason 

remains a viable method of justification for regional, national and supranational 

agreement only.  

This, points to the question: Is a global ethics framework centered on public reason 

possible considering the moral disparity between countries? No matter the type of 

societal agreement, the concern remains that although persons may have shared moral 

norms and may agree to uphold moral values this agreement alone is not sufficient to 

legitimize the moral values themselves. Moral norms can still be discriminatory even 

if shared by all persons as I have shown above.  

Accordingly, even if all algorithms are modelled in line with liberal constitutional 

democratic moral norms, these norms are in fact not neutral since they are still 

morally prescriptive. As such they prescribe liberal moral doctrines and values. This 

is precisely why one should never ask the question: is it possible to develop neutral 

and unbiased algorithms? Since no algorithm can be morally neutral. There is always 

a moral assumption embedded into its framework. Therefore, one should rather ask: 

how do we model algorithms in line with the implicit moral norms of said society, 

and does the institutionalization of these norms promote bias or discriminate either 

directly or indirectly? Given this, I argue, it is important to re-enforce the notion that 

moral agreement via public reason does not imply moral neutrality which is currently 

not acknowledged in the Ethics of AI.  

The impossibility of moral neutrality shows then that the potential for the 

perpetuation of historical bias does not end with the implementation of public reason. 

Instead, I suggest that only by AI stakeholders constantly reflecting and evaluating on 

the societal moral norms and the moral assumptions underlying public reason, would 

SACAIR’21 Proceedings Volume II Benton

332



 

it be possible for bias and discrimination to decrease. After all, the greatest obstacle to 

algorithmic accountability is the normalization of current societal moral values. 

Auditing the moral values of liberal democratic societies not only helps to identify 

implicit moral ‘blind spots’, but also helps to identify when moral opinions stated in 

public social media forums are reasonable, thereby reducing the potential of 

unreasonable censorship when modelling algorithms. A further point of research 

would be unpacking how the auditing of liberal societal moral norms should be 

undertaken and its implications for both public and private sectors of societies. 

Although the method of auditing moral norms requires further explanation (that is not 

possible here), it is apparent that such actions need the expertise of social scientists, 

especially philosophers, this paper is thus in the final instance, also a definite plea for 

the recognition by the tech community that inter- and multi-disciplinary collaboration 

is of core importance in the domain of the ethics of AI.   

References 

1. Barocas, S., Selbst, A.: Big data’s disparate impact. California Law Review 104, 671–732 

(2016). 

2. Binns, R.: Algorithmic Accountability and Public Reason. Philos Technol 31, 543-556 

(2017), https://doi.org/10.1007/s13347-017-0263-5.  

3. Binns, R.: Fairness in Machine Learning: Lessons from Political Philosophy. In 

Proceedings of Machine Learning Research. Friedler, S., Wilson, C. (eds.) Proceedings of 

the 1st Conference on Fairness, Accountability and Transparency, 81, pp. 1-11. Journal of 

Machine Learning Research (2018).  

4. Brundage, M.: Limitations and Risks of Machine Ethics. Journal of Experimental and 

Theoretical Artificial Intelligence 26, 3, 355-372 (2014), 

http://dx.doi.org/10.1080/0952813x.2014.895108.  

5. Cobbe, J.: Algorithmic Censorship by Social Platforms: Power and Resistance. Philos. 

Technol. (2020), https://doi.org/10.1007/s13347-020-00429-0.  
6. Crawford, K.: The Trouble with Bias. NIPS 2017 Keynote. 

https://www.youtube.com/watch?v=fMym_BKWQzk. Accessed 2021/09/20  

7. Fairness, Accountability and Transparency in Machine Learning (2014) 

https://www.fatml.org. Accessed 2021/09/20. 

8. Floridi, L.: Translating Principles into Practices of Digital Ethics: Five Risks of Being 

Unethical.  Philos. Technol. 32, 185-193 (2019), https://doi.org/10.1007/s13347-019-

00354-x. 

9. Floridi, L., Cowls, J., Beltrametti, M. et al.: AI4 People – An Ethical Framework for a 

Good AI Society: Opportunities, Risks, Principles, and Recommendations. Minds and 

Machines 28, 689-707 (2018), https://doi.org/10.1007/s11023-018-9482-5. 

10. Friedman, B., Brok, E., Roth, K.S., et.al.: Minimizing Bias in Computer Systems 28,1, 48-

51. (1996), https://doi.org/10.1145/249170.249184. 

11. Gianfagna, L., Piccarozzi, D. , Di Cecco, A.: “Explainable AI”: Who Takes the Decisions 

For Us? (2019), https://towardsdarascience.com/explainable-ai-who-takes-the-decisions-

for-us-97b1d33edd91. Accessed 2021/09/20.  

12. Goodman, B., Flaxman, S.: European Union Regulations on Algorithmic Decision-Making 

and a ‘Right to Explanation. arXiv [stat.ML]. (2016).http://arxiv.org/abs/1606.08813.  

SACAIR’21 Proceedings Volume II Benton

333



 

13. Goodman, N.: Fact, Fiction, and Forecast. Cambridge, Massachusetts: Harvard University 

Press (1955). 

14. Hagendorff, T.: The Ethics of AI Ethics: An Evaluation of Guidelines. Minds and 

Machines, 99-120 (2020), https://doi.org/10.1007/s11023-020-09517-8. 

15. Habermas, J.: Reconciliation Through the Public use of Reason: Remarks on John Rawls’s 

Political Liberalism, The Journal of Philosophy, 92, 3, 109–131 (1995). 

16. Hobbes, T.: Leviathan. Rev. student edn, edited by R. Tuck. Cambridge, Cambridge 

University Press (1996). 

17. Jobin, A., Ienca, M. & Vayena, E. The global landscape of AI ethics guidelines. Nat Mach 

Intell 1, 389–399 (2019), https://doi.org/10.1038/s42256-019-0088-2. 

18. Kant, I.: Groundwork for the Metaphysics of Morals, translated by A. Wood. New Haven 

and London, Yale University Press (2002). 

19. Koebler, J., Cox, J.: The impossible job: inside Facebook’s struggle to moderate two 

billion people. Vice. 2018. https://www.vice.com/en_us/article/xwk9zd/how-facebook-

content-moderation-works. Accessed 2021/09/10.  

20. Mehrabi, N., Morstatter, F., Saxena, N., et.al.: A Survey on Bias and Fairness in Machine 

Learning.ACM Computing Surveys (CSUR) 54, 1-35 (2021). 

21. Mittelstadt, B.: Principles Alone Cannot Guarantee Ethical AI. Nat Mach Intell 1, 501–507 

(2019), https://doi.org/10.1038/s42256-019-0114-4. 

22. Nissenbaum, H.: How computer systems embody values. Computer, 34(3), 120–119. 

(2001).  

23. O’Neil, C.: Weapons of Math Destruction: How Big Data Increases Inequality and 

Threatens Democracy. 1st edn. CROWN, New York (2016). 

24. Pasquale, F.A.: Restoring Transparency to Automated Authority. Journal on 

Telecommunications and High Technology Law, 9, Seton Hall Research Paper No. 2010-

28, pp 235-256 (2011). https://papers.ssrn.com/sol3/papers.cfm?abstract_id=1762766. 

Accessed 2021/09/20.  

25. Pedreschi, D., Salvatore, R., Turini, F.: Discrimination-aware data mining. In Proceedings 

of the ACM SIGKDD International Conference on Knowledge Discovery and Data 

Mining. 560-568. (2008), http://doi.org/10.1145/1401890.1401959. 

26. Quong, J.: Public Reason. (2013). https://standford.library.sydney.edu.au/entries/public-

reason/. Accessed 2021/09/03.  

27. Rawls, J.: The Basic Liberties and Their Priority. The Tanner Lectures on Human Values, 

(3), 3-87. Salt Lake City, University of Utah Press (1982). 

28. Rawls, J.:  The idea of an Overlapping Consensus. Oxford Journal of Legal Studies, (7), 1, 

1-25 (1987).  

29. Rawls, J.: Political Liberalism, revised edition. New York, Columbia University Press 

(1996). 

30. Rawls, J.: The Domain of the Political and Overlapping Consensus. In Collected Papers, 

Freedman., S (ed). Cambridge Massachusetts, Harvard University Press, 473-496 (1999).  

31. Rawls, J.: Justice as Fairness: A Restatement. Cambridge Massachusetts, Harvard 

University Press (2001). 

32. Rousseau, J.J.: The Social Contract, translated by G.D.H. Cole. New York, Prometheus 

Books (1988). 

33. The Algorithmic Justice League https://www.ajl.org. Accessed on 2021/09/20.  

 

 

SACAIR’21 Proceedings Volume II Benton

334



Evaluation of XAI as an Enabler for Fairness,
Accountability and Transparency

Gandhi Jafta1 ID , Alta de Waal1,2 ID , Iena Derks1 ID , and

Emma Ruttkamp-Bloem2,3 ID

1 Department of Statistics, University of Pretoria, Pretoria, South Africa
gandhijafta@gmail.com, {alta.dewaal, derks.ip}@up.ac.za

2 Centre for Artificial Intelligence (CAIR), South Africa
3 Department of Philosophy, University of Pretoria, Pretoria, South Africa

emma.ruttkamp-bloem@up.ac.za

Abstract In both technical as well as ethics of AI domains, there have
been more and more calls for a turn to critical machine learning with the
emphasis on the fairness (bias), accountability and transparency (FAT) of
machine learning (ML) systems in general, but specifically of automated
decision-making (ADM) systems powered by the newest deep neural net-
work research and technology. In recent years, the field of eXplainable
artificial intelligence (XAI) has exploded as a crucial feature for fostering
trust in ML systems. The goal of XAI is to enable objectives such as fair-
ness, accountability and transparency (FAT). How exactly XAI addresses
these matters is not clear by following a technical approach only. There is
a gap between the explanations generated by XAI and questions related
to, for example, discrimination against minority groups, who should be
held accountable for the decision involving a ML system or whether users
trust the system. To this end we propose a multidisciplinary approach to
consolidate explanations generated by XAI, which requires the expert-
ise of ML technicians, and how users interpret these explanations along
the guidelines of FAT, which requires the expertise of social scientists.
We illustrate how a XAI technique, most relevant explanation (MRE) is
an appropriate metric to evaluate fairness and accountability by allowing
for comparison of competing explanations and alternative reasoning. No-
tions from Aristotle’s ethics and from restorative justice are considered
in order to effect a better harmony between outcomes of MRE and so-
cial science requirements in terms of FAT. Our contribution is novel as
it offers a concrete demonstration of how the tech community can heed
the call for recognising that ML systems are socio-technical systems and
actively respond to FAT concerns of end-users. Furthermore, our paper
situates ML systems in a multi- and inter-disciplinary context in a clear
and effective way, as engagement in the way we suggest is an intentional
act reflecting sensitivity to FAT concerns.

Keywords: Most relevant explanation · Explainable AI · Transparency
· Accountability · Fairness.

SACAIR’21 Proceedings Volume II Jafta et al.

335



1 Introduction

The insights gained from Artificial Intelligence (AI) is almost impossible to exag-
gerate in this era of big data. People are creatures of habit and for any question
you might be curious about, relevant data are imprinted on social media plat-
forms and devices. Not only do we benefit from insights and decision gained
from AI; in many cases we are the data and the decisions directly affect us as
individuals [20]. This might not concern us when the purpose of the AI is to
recommend a movie or play chess, but when these tasks are in high consequence
arenas such as medicine and finance, trust must be established between the AI
and all relevant AI actors. This is because trust is the benchmark for the social
acceptance of AI [34,37].

One might argue that AI is just another tool, and that the same ethical
principals hold for the use of AI than any other human artefact. Kearns & Roths
[20] use an example of a hammer: a hammer cannot be unethical, but can be put
to unethical use by a human. They further argue that AI is different from other
artefacts for two reasons: First of all, AI systems are gaining more and more
autonomy to make decisions without human intervention. Secondly, AI systems
are often so complex in design that their behaviour cannot be anticipated in
some situations. These two arguments, among many others, warrant research
into ensuring that AI systems respect the societal norms we want to maintain,
whilst enjoying their benefits in terms of insights and decision-making.

Fairness, accountability and transparency are three ACM supported human
centred principals that have been proposed to insure that we have responsible,
ethical and trustworthy AI. However, a disconnect exists between the principals
and practice [27]. As a result, the principals alone do not guarantee ethical
AI. Indeed, one of the reasons that Mittelstadt cites for the inability of ethical
principals to guarantee ethical AI, is the non-existence of proven methods to
translate the principals into practice. Ruttkamp-Bloem [34] echoes these senti-
ments and then suggests two novel ideas that turn the lofty, but essential, ideals
of AI ethics into actionable AI ethics. The first is the need for multidisciplinary
work that involves the technical community and secondly, a virtue ethics based
participative model that requires AI actors to positively self-realise their moral
responsibility. We contribute to this debate in a novel way.

Explainable Artificial Intelligence (XAI) is a technical research field which
can provide indicators for actionable AI ethics. Users may contemplate the func-
tions and output of AI systems and XAI addresses these concerns by providing
an interface for both users and developers to understand why an AI system works
a certain way [36]. However, technology, which in this case is XAI, cannot define
or evaluate the social concerns we have with AI systems. What is needed, is the
important task of reconciling the trade off between the ethical consequences of
deploying the model and the costs associated with constraining them [20]. In
the dialogue between social scientists and AI practitioners, there needs to be an
awareness of the practical limitations of the XAI techniques. For example, one
indicator for accountability prescribed by a social scientist could be that the AI
must provide justifications for its decisions. If AI practitioners only had likeli-
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hood measures in their XAI toolbox, the irrelevant conjunction is one limitation
they would face in producing an explanation because, the best explanation in this
case could include irrelevant variables. Therefore, the handover of explanations
from tech specialists to social scientists needs to be an intentional project that
requires a careful choice of models and XAI techniques. In this work we show how
Most Relevant Explanation (MRE) serves the requirements of one worldview of
fairness and accountability. Notions from Aristotle’s ethics and from restorative
justice are considered in order to effect a better harmony between outcomes of
MRE and social science requirements in terms of fairness, accountability and
transparency. Finally, there is a business case for trustworthy systems, as users
will accept systems if they trust them, find them useful and can afford them.

In the next section, we discuss the call for a socio-technical approach to ML
systems after which we zoom into XAI as a feature of the system. Section 4
provides the theoretical components of MRE. Fairness, and how MRE addresses
its requirements is discussed in Section 5, followed with a similar discussion
about accountability in Section 6. Conclusions are provided in Section 7.

2 The Call for a Socio-Technical Approach

It is essential to realise that there is societal harm that come from technical ML
systems. Crawford [8] identifies two such kinds of harm, representational and al-
located or allocation harm. Crawford notes that ‘allocated harm’ from machine
learning occurs “. . . when a system allocates or withhold[s] certain groups an
opportunity or resource” [8]. This is primarily an economically related, trans-
actional kind of harm, focused on economic benefits and resources. It is easily
quantifiable and “allocation is immediate; it’s a time-bound moment of decision-
making” [8]. Examples include unfair allocations of mortgages, or loans, or in-
surance. In its turn, ‘representational harm’ from ML practices occurs “when
systems reinforce the subordination of some groups along the lines of identity;
so that’s race, class, gender, etc” [8]. This is primarily a social and cultural
harm focused on social attitudes and traditions related to identity categories
like race and gender (also nationality). This harm is a “long-term process” [8]
that is not easily quantifiable and has therefore been neglected in the context of
machine learning, even if it is at “the root of all of the other forms of allocated
harm” [8]. Examples are denigration, stereotyping, recognition, ex-nomination
and under-representation. Calls from the critical ML community to alleviate
these harms include calls for FAT (fair, accountable and transparent) ML and
for social systems analyses of ML processes.

Fairness usually refers broadly to accessible and reusable data. In addition,
data may be private or otherwise sensitive as it may, given how human societies
are structured, contain some ideological or other structural bias [31]. Structural
bias embedded in data relate for instance to gender or race or ethnic or age-
related bias – broadly to data somehow inherently linked to prejudice based on
social identities [31]. Understanding this bias and the consequences of its use,
and of action based on the outcomes generated by systems using it, is necessary
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(among other technical measures) to ensure the fairness of machine learning
practices.

Transparency refers to making the processes of the system visible and explic-
able [44]. It relates to understanding how ML systems are designed, developed
and deployed, while ‘explainability’ relates to understanding the outcomes of
these systems [25]. There are a variety of methodologies available in the broad
field of XAI that consider not only the outcomes of machine learning models, but
to understanding which features were learned during training of these models
[28].

Accountability relates to ascribing ultimate human responsibility for the out-
comes produced by machine learning systems, and the auditability and traceab-
ility of the workings of such systems, and is thus closely related to transparency
[17]. It also relates to the consideration of ethical questions such as for instance,
should there be blanket disclaimers of liability allowed in this kind of technology,
or only, for instance, for systems that affect the (quality of) human lives directly
[17]?

It is however difficult to address calls from end-users (and members of the
Ethics of AI community) in satisfactory ways. Is it the mathematics that they
are really interested in? Or is it perhaps something more? We agree with Bhatt
et al. [4] and Jesus et al. [18] that the most useful way to address FAT concerns
would be an approach that speaks to the outcomes generated by AI systems.
Not only acknowledging possible FAT concerns – such as concerns relating to
structural bias embedded in data – during the ML process, but also discussing
the possible impact of ML-generated outcomes and predictions on end-users and
broader civil society as part of post hoc explanatory practices, would seem to
offer the end-user concerned with FAT issues more than simply an explanation
of the mathematical processes involved. Such a practice would offer them also
analysis of the possible social impact of ML generated outcomes. It seems crucial
to acknowledge that automated decision-making systems are in fact not only
mathematical, but in essence, also deeply layered socio-technological systems
[38] and that the outcomes they generate should be interpreted in multi- and
inter-disciplinary contexts.

Crawford [8] suggests that because modern decision-making systems, which
divide the world into categories have ‘real’ consequences, a social systems ana-
lysis of classifications is needed. Such an analysis may safeguard against unques-
tionably processing data that are not impartial. We add it may also safeguard
against acting on machine-learning outcomes without constraints or allowing
negative impacts of ML generated outcomes to go unaddressed, and with no
feedback-loop to the tech community in order for them to become aware of pos-
sible socially unwanted consequences of generated outcomes.

A social systems analysis is a mechanism that enables consideration of the
impact of an AI system on all relevant parties in all relevant contexts – cultural,
political, economic, and social. Also it is a mechanism that “engages with social
impacts at every stage — conception, design, deployment and regulation” [9].
Such analyses consider the political and social history of data, and also consider
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wider underlying factors such as guidelines or traditional practices in the con-
text of each use case. “A social-systems analysis needs to draw on philosophy,
law, sociology, anthropology and science-and-technology studies, among other
disciplines. It must also turn to studies of how social, political and cultural val-
ues affect and are affected by technological change and scientific research” [9].
In this way an “integrated and holistic understanding” [9] of the impact of AI
systems can be created, which is also much closer to the lived experience of
members of the tech community than AI ethics guidelines’ idealised principles,
and that is also more honest and impactful than assessments coming from the
tech community only.

3 XAI as a Feature of the System

It is almost impossible to enforce fairness by restricting input to the model [20].
Even if these exact input variables are ommitted, proxies are usually found. An
alternative approach is to define the notion of fairness on the model output, such
as predictions or decisions. Supporting this view, [39] states that the need for
an explanation primarily derives from a deviation from an expected outcome.

In order to establish trust between the AI and the user, an explanation is
sought in order to validate the decision. XAI literature reports and clearly distin-
guishes between active and passive explanations. Transparency, which can also
be expressed as interpretability, refers to these passive explanation characterist-
ics of a model. Passive explanations are reserved for models that are interpretable
by design of which logistic regression is an example: the uncertainty around the
decision boundary is quantified, and the user knows exactly why each decision
is made [3].

Regardless of the form of explanation, an important issue in explanation in
AI is what to explain: a good explanation should address the objectives of the
explanation task [24]. Furthermore, the explanation itself has value in its ability
to advice end-users with information about the model which is not necessarily
apparent in the predictions. According to Yuan [41], a good explanation needs
to be both precise and concise. Precision judges the accuracy and correctness of
an explanation. Conciseness insures that the explanation does not have variables
that are not needed for the validity of the explanation. When the two character-
istics are combined one is left with a correct explanation, that does not burden
them with unnecessary information [42].

Bayesian networks (BNs) as transparent AI models are overwhelmingly pop-
ular in facilitating expert knowledge elicitation and participatory modelling [11].
An intuitive graphical structure is a passive characteristic which contributes to
the transparency of a BN. It furthermore has the ability to reason about uncer-
tainty which is not only predictive in nature, as is the case with typical machine
learning methods, but can also answer diagnostic and counterfactual questions
such as: Was it X that caused Y, or rather something different? or If I have
evidence that X didn’t happen, what then was the most possible cause for Y?
or What if I had acted differently?. The answers to these questions are explan-
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ations of reasoning. There are three more explanation techniques of relevance
for BNs, distinguished by the focus of the explanation, namely explanation of
model, explanation of decision and lastly explanation of evidence [10]. In the ex-
planation of evidence category, methods aim to explain the current state of the
observed variables with reference to the target variables in the domain, where
an observed variable is presented as evidence and a target variable is the ex-
planatory variable of interest. Explanation of evidence approaches typically give
scenarios where reasoning outcomes are upheld [22]. For example, suppose two
diseases, X and Y, share a symptom Z. Which of the two diseases provide the
most satisfactory explanation for symptom Z? or Suppose we observe X and Y,
which variables in the domain are most relevant in explaining the observation?

4 Most Relevant Explanation

In this section, we provide the theoretical components of the MRE. When mak-
ing a decision, the decision-making process often rely on a set of alternative
consequences, whether rational or irrational. However, the rationality of the de-
cision will depend on our degree of belief of a scenario occurring [14]. Of course,
our degree of belief is influenced by evidence. For example, if a patient presents
a shortness of breath – which is a symptom of various diseases – the medical
practitioner has to weigh the possible disease hypotheses to make a diagnosis.
The medical practitioner can then communicate a treatment plan centred around
the evidence presented. In a similar manner, an ML system would need to weigh
two or more competing hypotheses to explain the evidence presented, i.e., why
certain variables are in their particular states.

In the BN domain, this means that instead of updating the beliefs given
evidence, we would revise the belief commitment, such that we obtain the most
probable variable instantiation, given the evidence [32]. The general case of find-
ing the most probable variable instantiation given the evidence, is called the
Maximum a Posteriori assignment (MAP). The explanation obtained through
the MAP assignment consists of a subset of target variables which maximises the
posterior probability given the evidence. A special case of the MAP assignment,
known as the Most Probable Explanation (MPE), finds a variable instantiation
consisting of the entire target variable set [16,21]. Since the MAP assignment
and MPE solution set are full variable instantiations of the target variables, the
explanations obtained may include irrelevant variables and, as such, contradict
the definition of a good explanation. To address this limitation, Yuan et al. [41]
proposed the Most Relevant Explanation (MRE) which finds a partial instanti-
ation that consist of only those variables relevant to the explanation, based on
a chosen relevant measure. To allow for partial variable instantiations, we adopt
the definition of explanation from [41]:

Definition 1. Given a set of target variables M in a Bayesian network and
partial evidence e on the remaining variables, an explanation for the evidence
is a joint instantiation x of a non-empty subset X of the target variables, i.e.,
∅ ⊂X ⊆M .
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Next, we review the generalised Bayes factor as a measure to prune irrelevant
variables, which after we define MRE and the properties of k-MRE. We include
a cardiovascular case study to illustrate how k-MRE work in practice.

4.1 Generalised Bayes Factor

Based on the premise that not all target variables are relevant to explaining
the evidence, we need a measure such that irrelevant target variables are pruned
from the explanation. The measure should satisfy the requirements – conciseness
and preciseness – of a good explanation. The appropriateness of an explanation
will depend on the intended application. Since a BN is a probabilistic graph-
ical model it makes sense that the measure should be based on probabilistic
relations. The Bayes factor can be used to measure the strength of evidence in
favour of one hypothesis among competing hypotheses. To express this quantit-
atively, consider data D, which is assumed to occur under each hypothesis Hi,
with probability density P (D|Hi). Suppose we have a hypothesis and a single
alternative hypothesis. Then, from Bayes’s theorem, we obtain,

P (Hi|D) =
P (D|Hi)× P (Hi)

P (D|H1)× P (H1) + P (D|H2)× P (H2)
, (1)

so that,

P (H1|D)

P (H2|D)
=

P (D|H1)

P (D|H2)
× P (H1)

P (H2)
, (2)

︷ ︸︸ ︷
Posterior odds =

︷ ︸︸ ︷
Bayes factor×

︷ ︸︸ ︷
Prior odds

where the Bayes factor is given by,

B12 =
P (D|H1)

P (D|H2)
. (3)

Accordingly, the Bayes factor is the ratio of the posterior odds of H1 to its
prior odds, regardless of the value of the prior odds [19]. The logarithm of Eq. 3
is called the Weight of evidence (WoE) [40], which dates back to work by Alan
Turing during World War II at Bletchley Park – although Turing referred to this
factor as the factor in favour of H [14]. High-risk areas, such as medicine and
law, often present more than one alternative hypothesis. To this extend, we can
use the generalised Bayes factor (GBF) [12,41]. For an explanation x for given
evidence e, the GBF is defined as

GBF (x; e) =
P (e|x)

P (e|x̄)
, (4)

where x̄ denotes the set of all alternative hypotheses of x.
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4.2 Most Relevant Explanation

The GBF takes into account the relative magnitude of variables, where more
complex explanations are penalised such that only the most relevant variables
remain in the explanation [43]. This results in MRE which uses the GBF to rank
explanations for a given set of evidence.

k-MRE : In many cases, end-users might be interested in obtaining more than
one explanation. For example, in the medical diagnosis example outputting only
the first explanation could potentially lead to an incorrect diagnosis. By provid-
ing multiple explanations, the medical practitioner has more options to choose
from and as such, can make a more informed diagnosis. Multiple explanations
provide additional information and confidence in the top explanation [41]. A
näıve approach to providing multiple explanations is to simply rank the explan-
ations according to the GBF. However, this might lead to explanations that are
supersets of other explanations. Alternatively, one can seek minimal explana-
tions by filtering out explanations that are either strongly or weakly dominated.
An explanation is strongly dominated if, and only if, it is a subset of another
explanation and it has a higher GBF than the competing explanation. Similarly,
an explanation is weakly dominated if, and only if, it is a superset of another
explanation and it has a higher GBF than the competing explanation. The res-
ulting minimal explanation set consists of k explanations that are diverse and
representative, and is known as k-MRE [41].

4.3 Cardiovascular Case Study

To illustrate MRE, consider the cardiovascular network constructed using data
from [15]. The data set consists of 11 input variables and 1 target variable,
namely cardio, where the input variables are divided into three categories, namely
objective, examination and subjective. Objective variables are based on factual
information, such as age, height, weight, and gender. Examination variables are
the results obtained from medical examination, and subjective variables are
based on information provided by the patient, namely smoker, alcohol, and
physical activity. Without going into detail about the construction of the model,
which is beyond the scope of the paper, a simple näıve BN was trained on 68,783
observations. The final BN is illustrated in Figure 14.

Say, for example, the end-user wants to investigate the explanations for vari-
ables which are under the control of the patient only. These are the subjective
variables and weight. The subjective variables are binary and weight consist of
3 groups namely, 1: ≤ 70kg, 2: ≤ 89kg, and 3: > 89kg. As evidence, the cardi-
ovascular disease variable, cardio, is set to true. The objective is to show which
lifestyle choices are the most relevant explanation for having cardiovascular dis-
ease. The explanation size is limited to two variables for illustration purposes.

4 The Bayesian network and associated k -MRE are computed in BayesiaLab (www.
bayesialab.com)
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Figure 1: Näıve BN for cardiovascular disease classification.

The top explanations found by the MRE feature in BayesiaLab for the evidence
is given in Table 1. K-MRE selects no physical activity and weighing more than
89kg as the best explanation for cardiovascular disease. The second explanation
is similar to the first, distinguished only by weight. This is an early indication
that no physical activity and weight are important factors in explaining the
presence cardiovascular disease. The small difference in the GBF for the first
two explanations make sense, since the only difference is the state of weight.
The third explanation does not include physical activity, however, this explana-
tion introduces a new variable smoke not detected in the first two explanations.
Note the state of weight is the same as in the second explanation. This indicates
that after physical activity, being a smoker increases the risk for cardiovascular
disease for a patient in weight category two. The fifth explanation shows that
alcohol consumption and no physical activity could increase the risk of cardi-
ovascular disease. The trend over the explanations show that physical activity
and weight are important factors in explaining cardiovascular disease.

In the next two sections, we illustrate how MRE is an appropriate XAI metric
to evaluate fairness and accountability in a social systems analysis framework.

5 Fairness

The use of ML models in allocative decision-making has prompted calls for
algorithmic fairness. Some scholars have understood the goal of fairness in ML
systems to be the attempt to ensure that decisions are devoid of discrimination
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Table 1: Top explanations found by K-MRE given evidence, cardio = True.
Explanation alcohol physical activity smoke weight GBF

1 – 0 – 3 1.4018
2 – 0 – 2 1.1679
3 – – 0 2 1.1357
4 – 0 0 – 1.1005
5 0 0 – – 1.0975

[13]. Discrimination can be understood as the, “unfavourable treatment of people
due to the membership to certain demographic groups that are distinguished by
the attributes protected by law” [13]. As mentioned earlier, the removal of such
variables can only be countered by adding proxy variables [20]. An additional
factor is that detecting and mitigating structural bias is in fact an activity to be
undertaken by the social sciences, not the tech community. “Ideas about fairness
often rest intuitively on the sense that what is fair is also what is morally right,
especially as something which is not morally right is likely also not fair for some
actor” [30]. When we use ML to assist in allocative decision making, we in essence
ask the model to tell us, who deserves what, based on some variables.

In the social sciences, distributive justice literature also seeks to answer this
question of what people are due and why [35]. When engaging with distributive
justice literature in the context of machine learning, we ought to be cognisant
of the essence and purpose of machine learning. Any theory used to assess the
fairness of a distribution, must in its nature distribute goods unequally amongst
persons because that is in essence what we are asking machine learning to do.
Therefore, a theory such as strict egalitarianism which advocates for strict equal-
ity cannot be considered, as in that case we would simply not use ML and
distribute equally amongst all people [23]. One theory that does allow for dis-
crimination on certain characteristics when distributing comes from Aristotle
[35].

In Aristotle’s Politics [2] and Nicomachean Ethics [33], he argues that what
is equal is not absolute but proportional, where equal people are given equal
amounts. The equality is with reference to that which we are distributing and
the merits relevant to it. In the Politics, Aristotle uses the example of how
we should distribute flutes. The best flutes must go to the best flute players
and all non-relevant characteristics such as nobility and natural beauty should
not be considered in the distribution. What Aristotle [2] argues for in a fair /
just distribution is consideration on what the relevant merits are in the context
within which we are distributing. Context is important and highlighted when
he argues that “those who are equal in one thing ought not to have an equal
share in all, nor those who are unequal in one thing to have an unequal share
in all” [2]. It is natural to then ask, what are the relevant characteristics that
determine distribution in any given context? Aristotle argues that there must
be deliberation for each context [2,35].
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But, even if here is one theory that does allow for discrimination based on
certain merits how can such an approach be reconciled with ML practices? We
ask ML to define what the relevant characteristics are in distributing [38]. We
suggest instead, that given that the issue of fairness arises when we consider
the ‘moral correctness’ of the variables, that instead of defining through careful
consideration what the correct variables are, social scientists and technicians
should through careful consideration consider which variables are completely,
‘un-honourable’ in the given context. For example, in a society that is striving for
gender equality, the gender of a person is something we do not wish to give merit
to in a job allocation. Once these variables are identified after the model has given
its final decision, ML practitioners then determine whether the ‘un-honourable’
variables were considered in the final decision given by the model. Further, as we
have previously discussed in terms of proxy variables, after these ‘un-honourable’
variables are defined, with the help of expertise of social scientists, we can look
to see if these variables are in the post-hoc explanations. Determining proxy
variables in each context needs to be done in collaboration with social scientists,
as the nature of proxies vary according to context.

In such a framework focused on ensuring that models distribute fairly, or the
fairness of the decision can be evaluated, the value of MRE cannot be overstated.
MRE gives us the kind of explanations that would facilitate this consultation
between the technicians and social scientists. The explanation given by MRE
would only show us which variables were relevant in the final decision. The
absence of ‘un-honourable’ variables or proxies in the explanation set is very
encouraging evidence of a fair ML system. Moreover, because MRE is a post-
hoc method, we negate the issue of model over specification.

While the above framework is aimed at ensuring that models are as fair
as possible, this does not guarantee that end users will automatically trust and
believe that the model is fair. While designers and decision-makers might believe
the model is fair, decision recipients might believe it is not therefore and we
must find a way to navigate such a situation. If a decision subject feels that
they have been treated unfairly and suggests an alternative reasoning as to why
they should or should not have been allocated something MRE can deal with
this scenario as well as MRE quantitatively ranks the explanations. This means
that an alternative scenario argued by the decision-subject can be compared to
the final decision. This can be used to either confirm that the decision is right
and fair from the perspective of the decision receiver or if the scores are similar,
use other tools or human discretion based on social science input to make the
final decision. Further, since the top explanations can be supersets of each other,
k-MRE can be used to ensure that the decision-subject is given a diverse and
representative set of explanations.

6 Accountability

In the context of machine learning Reuben Binns [5] argues that, “accountable
decision-makers must provide their decision-subjects with justifications for their
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automated system’s outputs”. Binns further suggests that, once decision-makers
give the decision-subjects the justifications of the system’s output, we should
look to public reason to test the adequacy of the justification [5]. Even if we
apply Binns’s suggestion, there is one crucial component of accountability that
needs to be addressed, that of the appropriate way to respond to injustice. Who
or what is ultimately held responsible and acted on in the context of a given auto-
mated decision? This problem has received much discussion in current discourses
in machine and data ethics [29], but here we will reflect on it through the lens
of political philosophy. Accounts of retributive and restorative justice address
the appropriate way to respond to injustice and hold wrongdoers accountable
for their actions [1]. For the purposes of this paper, we will look to restorative
justice to guide us since it seems counter-intuitive to speak of retribution in the
case of AI systems. There are, however, two parties in every act of wrongdoing
– the transgressor and the person wronged. The focus here is on the wronged
person and how to address their experience, not on who to punish. Ascribing
accountability happens within a web of social, moral and legal considerations.
The persons that have been wronged are just as important as delivering pun-
ishment to the transgressors. The focus here is how to restore justice to persons
who were wrongly not assigned bail, or not given a loan, or stopped and frisked
by police based on their race. The motivation is that such considerations should
be part of the thinking when a model is trained or a system is designed such
that harm can be limited before the fact, which will also pre-emptively address
concerns about fairness and structural bias.

Lucy Allais [1] directs us to think about restorative justice as a way of an-
swering the question, “what values should we be most concerned with when
responding to wrongdoing?”. John Braithwaite [6], says that restorative justice
is, “about healing rather than hurting, moral learning, community participation
and community caring, respectful dialogue, forgiveness, responsibility, apology,
and making amends”. Tony Marshall [26] writes, “restorative justice is a process
whereby all the parties with a stake in a particular offence come together to
resolve collectively how to deal with the aftermath of the offence and its im-
plications for the future”. There are common themes on restorative justice that
are apparent in these definitions. Firstly, a coming together of transgressors and
victims, a strong concern for future relations and a search for moral learning.

How can this be done? How can we bring those responsible for ML algorithms
that have caused harm and those affected together? How can we ensure that
there are civil future relations between the two parties? Moreover, how do we
try to make sure that the ML decisions are fair in the future? To this end, we
turn to the restorative justice framework of truth commissions. Truth commis-
sions give a platform for wrongdoer’s and victims to express their truths [1,7].
Transgressors have to explain and acknowledge each of their wrongs in a public
hearing. Commissions are then able to understand the institutions and circum-
stances that lead to injustice and with this understanding, authorities can find
ways to dismantle such institutions and find ways to prevent the ills reoccurring
[7]. However, one of the difficulties that such commissions often experience is

SACAIR’21 Proceedings Volume II Jafta et al.

346



the ‘truth’ of a situation often takes on different meaning and stories do not
align [7]. Victims are also given a platform to express the extend of their grief
and suffering that was caused by the transgression [7]. This allows authorities
to gauge the extent of the damage done which is important when reparations
discussions begin [7].

In their entirety, truth commissions are much more complex than this brief
overview and they have limited success, but what we wish to draw on, is how
it theorises the coming together of victims and transgressors, how it tries to
get transgressors to account for their actions and give space for victims to tell
their truths, all in the attempt to ensure that a context of civil relations and
learning from the experiences of others. In our context, the victims are those
who have been negatively impacted by ML decisions and transgressors are those
responsible for the algorithm at that stage of its life cycle.

To account for the decision that a BN comes to, those responsible for it
can turn to MRE [41]. In the context of BNs, the truth of the outcome is an
explanation of the decision or output. The explanation set informs us which
variables are most relevant in the making of the final decision, which can be
right or wrong morally. MRE answers the question of why that decision was
made [10,41]. This is important in the context of restorative justice, as the idea
is that this feature may enable contexts of trust and learning from harmful
decisions, which may assist in correcting the harm done as explained above.
MRE exhibits two important statistical characteristics. Their explanations are
precise and concise [41]. This means that the explanations are correct and that
do not burden the recipients with irrelevant information [41]. Combined these
characteristics are not merely important mathematically, but they can become a
safe guarder against opacity in terms of possible harm from the relevant system.
This also overcomes one of the weaknesses of truth commission frameworks, that
of many truths, while allowing moral learning in respectful contexts.

Although MRE has no real role to play in the truths told by those harmed
by the decisions in question, this approach does make for a context within which
there is acknowledgement of the harm, and an explanation for it, as well as
undertaking to re-specify the model to prevent future harm. We suggest this
will already contribute to reciprocal moral learning, and overall respectful and
civil future relations between civil society and the AI tech community.

7 Conclusion

We have offered one configuration of socio-technical collaboration to address
concerns in wider critical ML and as response to the call for social system ana-
lyses. From the technical side, we suggested MRE as a suitable post-hoc XAI
technique in this collaboration. From the social science side we illustrated how
MRE and social and ethical concerns around possible harm from ML systems
can be brought into conversation such that the model can be adjusted if needed,
and possible harm can be minimised, or at least addressed to some extent. We
suggest that this line of argument that focuses on post hoc methodologies in
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conversation with social sciences as an important addition to focusing on value-
by-design to mitigate ethical concerns about ML systems’ impact on society.
One can adapt this configuration and XAI technique depending on the end-user
persona and platform in which the ML system in question is embedded.
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The Impact of Care Robots on Moral Development: 
Exploration and Mitigation 

Robert Kleyn 

 
Abstract. Facing a globally ageing population and a multitude of health risks 
such as COVID-19 and underinvestment and delivery of healthcare services, the 
potential for the introduction and utilisation of care robots within the care indus-
try has seen unprecedented growth and attention. However, I argue that current 
growth and attention has largely focused on how care robots may make things 
easier without considering if their introduction may make things better. Within 
this essay, I have considered the works of Shannon Vallor, Paula Boddington, 
and others to show that an indiscriminate introduction of care robots has the po-
tential to negatively affect moral agency and moral development of both caregiv-
ers and care receivers. I caution that there is a potential for robots to cause care-
givers to off-hand their moral agency as well as the potential for the curtailing of 
opportunities to develop and refine moral skills in accordance with Aristotelean 
virtue ethics. I further caution that such risks may lead to overall moral ineptitude 
among caregivers as well as overall moral disregard for care receivers. With these 
risks in mind, I have proposed an innovative approach to the introduction of care 
robots that focuses on their role as tools of assistance rather than tools of replace-
ment, as well as focusing on their impact on reciprocal and empathetical virtues 
or capabilities. I believe that such an approach may allow us to navigate the in-
troduction of care robots in such a manner that the moral agency and moral de-
velopment of the main stakeholders in the care context may be strengthened or 
enhanced respectively, or at the very least, mitigate any detrimental impacts that 
may arise with the introduction of care robots into this environment 

Keywords: Care Robots, Moral Agency, Moral Development, Virtue Ethics, 
Moral Ineptitude 

1 Introduction 

In 2019, the United Nations Department of Economic and Social Affairs released a 
report stating that population ageing is an ongoing global phenomenon with 16 percent 
of the global population expected 65 years of age or above, which is a 7% increase from 
2019 (United Nations, 2019: 5). This fact alone speaks to the need for growth within 
the care industry and the number of caregivers to combat the rising number of older 
persons. However, this necessity for a sufficient care industry is borne out of a rising 
ageing population and out of global pandemics such as COVID-19, which has further 
exacerbated the need for healthcare professionals and solutions to rising healthcare is-
sues. In the face of these issues, the potential for the utilisation and introduction of care 
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robots within the care industry is seeing unprecedented growth and attention. However, 
I would argue that much of this attention is currently focused on whether or not the 
introduction of care robots may make the provision of care easier without focusing on 
how these care robots may affect us as care receivers and care givers. 

In response to these concerns, by the end of this essay, I will have provided a novel 
approach to the introduction of care robots that may allow us to better understand their 
impact and thereby mitigate any harmful consequences that may arise from their intro-
duction. However, to best understand these concerns and the resulting approach, it be-
comes important to first provide a framework through which these concerns may be 
understood and contextualised. As such, within this essay, I will introduce Aristotelean 
virtue ethics as a framework through which these moral concerns may be considered 
and addressed. 

As such, within the first section of this paper, I will first provide definitions and 
clarifications regarding Aristotelean virtue ethics and its focus on the use of practical 
wisdom within moral development. Following this, I will define the category of care 
robots within the context of this paper and give brief insights into the moral concerns 
that will be covered later within this paper. Lastly, I will elaborate as to why Aristo-
telean virtue ethics is the most applicable theory of normative ethics regarding the 
moral implications of the introduction of care robots. 

Within the second section, I will provide more information regarding the current 
state of the care industry. Following this, I will present and elaborate upon several con-
cerns that have been raised by other authors such as Amanda and Noel Sharkey, Robert 
and Linda Sparrow, and Paula Boddington, among others. These concerns will primar-
ily focus on the potential impact of care robots on the moral agency and development 
of care receivers and givers. Lastly, I will argue as to why these moral concerns are 
pertinent in the context of caregiving. 

In the final section of this paper, I will present a novel approach to the introduction 
of care robots to mitigate the possible concerns that were presented within the previous 
section. To present this approach, I will firstly focus on how my approach may be ap-
plied to matters involving the moral agency of caregivers and care receivers as well as 
the functionality of care robots. Following on from this, I will focus on how my ap-
proach may be utilised to mitigate any detrimental impacts that care robots may have 
on both the moral development of caregivers and care receivers. Lastly, I will respond 
to some possible concerns in relation to my proposed approach. 

 

2 Section One 

2.1 Introduction 

In order to fully understand the moral implications of the introduction of care robots, it 
becomes pertinent to firstly align such an introduction with a normative theory of ethics 
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while also understanding the possible functions, applications, and limitations of care 
robots within the care industry. At present, the normative theory receiving much atten-
tion in the ethics of AI domain is virtue ethics (e.g., Vallor 2015). As such, within this 
section, I will firstly elaborate upon virtue ethics, and its central tenets as its focus on 
moral virtues and their perfection through the application of practical wisdom have 
brought it into mainstream discussion in the ethics of social robots recently (e.g., Vallor 
2015). Following this, I will elaborate upon the possible applications of care robots and 
the moral concerns that may arise as a result of their introduction. Within the last sub-
section of this section, I will link the central tenets of virtue ethics and the moral con-
cerns relating to the introduction of care robots to show why virtue ethics seems to be 
the best suited normative theory of ethics to assist and guide us through these moral 
concerns and the possible introduction of care robots. 

  

2.2 Introduction to Virtue Ethics 

Virtue ethics is a normative approach to ethics that emphasises one's moral character 
and the virtues characterising it. This view allows virtue to be regarded as a central 
point upon which fundamental principles are built, rather than just a trait that may result 
in good consequences or judgment, which is generally inherent to other normative ap-
proaches to ethics such as deontology or consequentialism. From this understanding of 
virtue ethics, two distinct foci have arisen regarding the definition and pursuit of virtue 
ethics. The first of these foci is the nature of virtue itself, and the second focus is the 
emphasis on how virtue may be learnt and applied within everyday life, the process of 
which has come to be known as phronesis or practical wisdom. In order to understand 
what virtue ethics entails in more detail and its applicability regarding the introduction 
and application of care robots, the following paragraphs will explain both the notions 
of virtue and practical wisdom (Pettigrove & Hursthouse, 2016). 

Virtue Ethics. Unlike the possession of a habit or behavioural tendency, virtue is 
regarded as a trait of character interwoven within one's character so that it may entrench 
considerations that link to certain behaviours, values, actions, feelings, and the like. 
Virtue is also distinct in that the above considerations are embraced, understood, and 
practised without necessarily being enforced or expected. The concept of virtue implies 
that we act with honesty or integrity not because we are expected to or because there 
are repercussions for not acting in such a way, but rather because a virtuous person 
would recognise that going against these traits would be dishonest or unjust. Virtue also 
exists in a matter of degrees, making it extremely rare or difficult to attain full virtue. 
If a person is sincere, they may lack virtue in other areas such as greed or aggression. 
From these points, it may be seen that the acquisition of virtue is achieved through a 
series of events, educations, and experiences which then relates virtue to the principle 
of practical wisdom, as becoming virtuous is a lifelong journey that is perfected through 
practical education and application of virtues (The Ethics Centre , 2016). 
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Practical Wisdom. While virtue pertains to specific character traits such as honesty 

or courage, it is also argued that these virtues may be maintained and pursued to a fault. 
For example, being too honest may lead to insensitivity, just like being too courageous 
may lead to immoral behaviour that timidness may have prevented. The reason behind 
these acts of excess virtue is regarded as the result of what is referred to as 'virtue 
through inclination' in that one may feel inclined to act honestly, compassionately, or 
courageously to a fault. Aristotle  argues that this reliance on motivation by inclination 
is regarded as a natural virtue, a primitive form of virtue that needs to be refined and 
perfected through practical wisdom (Pettigrove & Hursthouse, 2016). 

Practical wisdom is most simply referred to as the necessary knowledge that one 
needs to apply virtues such that one can be successful in one's intentions. Practical wis-
dom allows one to apply a more subjective viewpoint to a given situation that applies 
to that situation specifically, and that consequentially allows one to effectively secure 
real benefits in applying their virtue. Practical wisdom also teaches when certain virtu-
ous practices may be applied and to what degree. For example, honesty may be vital to 
someone that needs to know the truth, but in certain situations, it may prove to be more 
virtuous if one were to be dishonest in order to prevent causing harm to the receiver of 
the bad news (Pettigrove & Hursthouse, 2016). 

The pursuit and application of practical wisdom are dependent on two characteris-
tics. Firstly, it is argued that practical wisdom is gained throughout life as one learns 
the consequences of their actions and, as a result, acquires wisdom regarding human 
life and human beings. Secondly, practical wisdom affords its users the ability to dif-
ferentiate and determine which features of a situation may be more vital at the time, 
e.g., as honesty may not always be as important as courage, which may not always be 
as important as compassion. Therefore, it becomes essential to learn in a subjective 
manner which feature is more important and should be afforded a higher focus within 
specific situations or contexts. 

It also becomes essential to note that the subjective nature of virtue ethics and prac-
tical wisdom is not founded in relativism. Instead, these subjective approaches are 
guided by Aristotle’s notions of intellectual and moral virtue as well as the ability to 
justify one's decisions rationally, and it is these two aspects that consequentially allow 
us to employ well-reasoned arguments rather than just making decisions based on our 
own whims or beliefs. 

From these points, practical wisdom is understood as a “true and reasoned state of 
capacity to act with regard to the things that are good or bad for man” (Aristotle, cited 
in Ross 2013: 101). Practical wisdom may therefore be understood as the process of 
deliberation and reasoning using conceptions of good and bad, which are then applied 
alongside our pre-existing natural virtue. Therefore, this interplay between our natural 
virtue and our rational justification allows people to come to understand throughout 
their life what is truly important and genuinely advantageous such that they come to 
understand and know how to live morally good lives (Ryan, 2013). 
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2.3 What Are Care Robots, and How Could They Be Introduced Into the Care In-

dustry? 
In order to understand how virtue ethics may relate to the introduction of care robots 

into the care industry and within our daily lives, it firstly becomes essential to under-
stand what I am referring to when I use the term care robots as well as understanding 
how they may be utilised within the care industry and our daily lives. As such, this 
subsection of the section will firstly define and elaborate upon care robots and their 
application in our daily lives. Following this extrapolation, I will briefly refer to some 
of the concerns relating to care robots which will then be extrapolated upon within the 
next section. 

Firstly, care robots are loosely regarded as a sub-category of service robots that are 
mainly utilised within welfare services, and more specifically regarded as machines that 
operate in a partial or fully autonomous manner with the intention of supporting poten-
tial users, disabled persons, older adults, relatives, and professional caregivers in the 
provision of physical, cognitive, or emotional support (Johansson-Pajala, et al., 2020: 
1103). From this definition, it may be argued that due to the lack of clarity within the 
definition of care robots, the application of any aspect of care may result in a machine 
being regarded as a care robot which consequentially allows care robots to fulfil a wide 
array of duties, roles, or functions. For example, Kyrarini et al. (2021) has argued that 
care robots could fulfil monitoring roles whereby they would monitor patients' physical 
statuses and activities, which could be relayed to the necessary parties. In addition, care 
robots could also fulfil social roles whereby they may assist with notifying, emotionally 
supporting, or motivating those under their care; or physical roles where care robots 
would be expected to handle the delivery or passing of items as well as assisting in 
physical activities such as lifting, or eating or drinking (Kyrarini, et al., 2021:2-3). In 
regard to the definition provided by Johansson-Pajala, et al. (2020) and the further dis-
tinctions provided by Kyrarini, et al. (2021), I would argue that the introduction of care 
robots into the care industry may result in care robots undertaking a wide variety of 
tasks with varying degrees of autonomy as they may complete these tasks either auton-
omously or in association with family members, healthcare professionals, and the like. 

As the introduction of care robots may lead to care robots undertaking a wide variety 
of tasks and potentially providing care in an independent and autonomous matter, it 
consequentially becomes important to understand what the possible impact and con-
cerns may be regarding their introduction into the care industry. Therefore, the next 
section of this chapter will go on to briefly highlight my concerns relating to the intro-
duction of care robots, which will then be explored in far greater depth within the next 
chapter. 

2.4 How Could Care Robots Serve to the Detriment of Our Morality as Caregivers 
and Care Receivers? 

Within the previous sector of the section, I provided a clear definition for care robots 
while also showing how these care robots may be introduced and applied to a wide 
variety of roles and functions within the care industry. With these points in mind, it 
becomes pertinent to briefly highlight my concerns relating to the introduction of care 
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robots, which will be explored in greater depth within the following section. As such, 
within this section, I will give my concerns relating to the introduction of care robots 
within the care industry by referring to the work of Vallor (2015). 

Regarding the introduction of care robots within the care industry, Vallor’s (2015) 
concern is that care robots could serve to the detriment of our morality by negatively 
impacting our moral development as caregivers and care receivers. I would argue that 
the introduction of care robots within the care industry may diminish the number of 
opportunities' where people may employ and refine their moral decision making and 
moral understanding as we may begin to place robots in our stead when it comes to 
matters of caring for others. By placing care robots in our stead, we would no longer be 
exposed to moral decisions and moral actions that are necessary while caring for others, 
such as showing compassion, empathy, or the simple act of caring for others. I would 
argue that we as caregivers and care receivers may begin to morally regress or, at the 
very least, become stunted in our moral development as we would no longer be required 
to employ moral reasoning or decision making relating to the care of others (thus, to 
practice practical wisdom), which may thereby affect our moral reasoning and devel-
opment. 

I am thus in full agreement with Shannon Vallor (2015), who has made an argument 
regarding possible moral stunting or moral regression, where she refers to the notion of 
"moral deskilling" where the notion of deskilling refers to the "advances in machine 
automation that resulted in the economic devaluation of practical knowledge and skill-
sets" (Vallor, 2015:107)  and it is this deskilling which she (ibid.) links to stunting our 
moral cultivation and lowering our moral skills. Vallor (2015) has argued that the in-
troduction of robots can disrupt or devaluate our character and moral skills due to how 
our moral skills and character are acquired and perfected. As our moral skills and char-
acter are cultivated through practical experience and perfected through repetition, Val-
lor has argued that the introduction of robots could potentially disrupt the availability 
and quality of these interactions, which may detrimentally affect our moral cultivation 
as these robots would be directly impacting how our moral skills are cultivated through 
practical experience and repetition (Vallor, 2015:109-112).Furthermore, Vallor (2015) 
has also described some general concerns relating to the introduction of robots within 
the care industry as she argues that while caring is a somewhat ambiguous term, the 
application of care is a skill that is learnt and perfected through practical experience 
and repetition as we learn how and when to care for others and to what extent. Vallor 
(2015) also argues that the ability and capacity to care for others is a fundamental prin-
ciple of our humanity, and people who are incapable of caring for others are incomplete 
(Vallor, 2015: 119). 

Furthermore, Vallor (2015) has also described some general concerns relating to the 
introduction of robots within the care industry as she argues that while caring is a some-
what ambiguous term, the application of care is a skill that is learnt and perfected 
through practical experience and repetition as we learn how and when to care for others 
and to what extent. Vallor (2015) also argues that the ability and capacity to care for 
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others is a fundamental principle of our humanity, and people who are incapable of 
caring for others are incomplete (Vallor, 2015: 119). In this regard, Vallor (2015) has 
argued that the provision of care for others is a vital aspect of our humanity and our 
morality which is habitually cultivated through practical experience. 

While Vallor (2015) does not necessarily provide support showing why such provi-
sion of care is a fundamental principle of our humanity, I would argue that such argu-
ments have been supported by anthropologists such as Margaret Read and archaeolo-
gists such as Israel Hershkovitz. Margaret Read, for example, has argued that a fifteen-
thousand-year healed femur represents the first sign of human civilisation, as caring for 
a person with a broken femur is uncharacteristic of animals as such care would neces-
sitate shelter, food, protection, and drink. As such, Margaret Read argues that caring 
for others is the first step taken towards human civilisation (Read, cited in Oak, 2013). 
Similarly, Israel Hershkovitz has argued that such acts of care may have led to the de-
velopment of societies and groups that sought to mutually support each other and it this 
provision of care for each other that Hershkovitz believes allowed us to succeed as a 
species (David, 2020). 

Thus, I would argue that when we take the work of Vallor (2015) and compound it 
with the works and arguments of Margaret Read and Israel Hershkovitz, we may con-
clude that the provision of care is indeed a vital aspect of our humanity and our virtue 
that requires consistent, practical experience and repetition in order to be perfected. As 
this section has also gone on to show that care robots may reduce our opportunities and 
capabilities to care for others, I would consequentially argue that care robots do indeed 
create moral concerns as they may affect the quality and number of opportunities 
whereby we may care for others and perfect such care. These concerns will also be 
focused on in far greater depth within the next section by referring to the works of 
Amanda and Noel Sharkey, Robert and Linda Sparrow, and other authors and their 
concerns relating to the introduction of care robots within the care industry. 

2.3 Why Should Virtue Ethics Be Applied to the Introduction of Care Robots 
into the Care Industry. 

While the previous section elaborated on the moral concerns relating to the introduction 
of care robots, the question still remains as to how we may best navigate any possible 
introductions of care robots within the care industry. As such, within this section, I will 
go on to provide my arguments showing why virtue ethics may be the best possible 
analytical tool that may be applied to the introduction of care robots. To support my 
argument, I will be referring to the possible applications of care robots as well as the 
possible moral concerns to show how and why virtue ethics may be best applied to the 
introduction of care robots. 

To understand why virtue ethics is the best normative theory of ethics that may be 
applied to the introduction of care robots, it firstly becomes pertinent to recall virtue 
ethics’ focus on practical wisdom and the journey away from our natural virtue as we 
employ our learned practical wisdom within our moral decision making and perfection 

SACAIR’21 Proceedings Volume II Kleyn

357



 
 
 
 
 

thereof. It is also essential to recall the central tenets of practical wisdom whereby prac-
tical wisdom may be regarded as the continual acquisition and application of knowledge 
that allows us to employ good moral decision-making and judgment in our everyday 
lives. From this understanding of practical wisdom, we can consequentially see that 
practical wisdom and the cultivation or perfection of our virtue is a continuous process, 
whereby being exposed to moral situations where we are required to employ our own 
moral reasoning or understanding ensures we become more and more adapt in employ-
ing clear moral judgement and decision making. 

With this understanding of virtue ethics in mind, when we refer back to the possible 
application or introduction of care robots, we remember that the introduction of care 
robots may allow for them to be placed in our stead or alongside us in assistance roles 
which may lead to them directly affecting the number or the quality of our moral inter-
actions with others with a specific focus on the moral interactions that pertain to the 
provision of care such as empathy, compassion, or care in and of itself. Thusly I would 
argue that there is a distinct overlap between the introduction of care robots and the 
application of virtue ethics as virtue ethics focuses on the role of our moral interactions 
and the consequential moral cultivation and the fact that care robots may affect the 
quality and number of our moral interactions. Consequently, I would argue that virtue 
ethics is the best normative theory of ethics that may be applied to reflect on ethical 
concerns about the introduction of care robots into society as care robots have the po-
tential to limit the quality or number of our moral interactions and virtue ethics’ focus 
on phronesis directly relates to the role of such moral interactions in honing our capa-
bilities to live virtuous lives. 

2.4 Conclusion and Link to Future Sections 

In conclusion, this section has laid the basis for future sections while highlighting per-
tinent definitions, notions, and arguments that will be explored later. Within this sec-
tion, I have briefly defined virtue ethics and practical wisdom. Following this, I elabo-
rated upon the nature of care robots and how they may be applied within the care in-
dustry and referred to the concerns relating to this introduction into the care industry. 
Lastly, I presented my arguments relating to how virtue ethics may be applied to the 
introduction of care robots, while also giving my arguments as to why virtue ethics is 
the best applicable normative theory of ethics that may be ascribed to the introduction 
of care robots into the care industry. With regards to the following sections, within the 
second section, I will present my concerns relating to the introduction of care robots 
into the care industry. Within the third section, I will present a novel approach that may 
be applied to the introduction of care robots that focuses on mitigating or overcoming 
the concerns presented within the second section. 
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3 Section Two 

3.1 Introduction 

Within the previous section, I have referred to the moral concerns regarding the 
application of care robots within the care industry and showing why virtue ethics 
should be integrated within our application of care robots. Following this, I will further 
elaborate upon the application of care robots within the care industry within this 
section. To do so, I will first highlight the current state of the care industry and the 
resulting desire for the integration of care robots. Following this, I will show how the 
application of care robots within the care industry could serve to the detriment of our 
morality both as the caregivers and the care receivers. 

3.2 the Current State of the Care Industry and the Desire for Care Robots 

To understand why the introduction of care robots into society may become such a 
pertinent concern, it first becomes important to understand the current conditions that 
care workers face and the current condition of the care industry in order to understand 
why there may be a demand for care robots and what roles these care robots may fulfil 
following their introduction. In 2018, a UNISON led survey (UNISON, 2018) across 
almost three thousand care staff found that 28% of those surveyed did not have the 
available time to bathe or wash their patients. Furthermore, 19% of the respondents 
stated that they did not even have the available time to take their patients to the bathroom, 
while 21% of respondents stated that they could not prepare food and drink for their pa-
tients due to time constraints. Other care workers also believed that their training and 
medical expertise are insufficient, especially when expected to carry out tasks that they 
have not been trained for, such as giving injections (UNISON, 2018). 

However, these issues are not simply limited to the fundamental physical acts of care. 
For example, a significant portion of respondents (41%) also indicated that they did not 
have sufficient time to talk and engage with their patients even though just under a third 
of patients do not receive any visits from friends and family. An even more unfortunate 
statistic is that a similar number of respondents (40%) stated that they had to leave pa-
tients in distress to undertake other responsibilities (UNISON, 2018). From these statis-
tics, it may be argued that care workers seem to be failing to deliver on the emotional 
needs of their patients while also failing in their ability to care for others as human be-
ings. With these points in mind, it becomes understandable why the application and 
introduction of care robots may receive such positive feedback as they may alleviate 
the pressure that so many care workers currently experience. Care robots could under-
take the simplest aspects of care and thereby allow care workers to apply themselves to 
more complex aspects of care such as emotional and moral support and provide mean-
ingful human interaction. However, other authors such as Amanda and Noel Sharkey 
(2012) and Robert and Linda Sparrow (2006) have argued that the application of care 
robots may also negatively impact the care industry. 
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3.3 How Care Robots Could Deceive Us as Both Caregivers and Care-
Receivers 

The first argument I will be proposing regarding the application of care robots is that 
their application within the care industry may lead to people being deceived and misled 
in their relations with these care robots. Sparrow and Sparrow (2006) have written jour-
nal articles to support the argument that care robots may deceive and mislead those in 
their care to think they are somehow able to feel some kind of emotion. However, I 
would argue that while these views may have some basis, they are representative of a 
narrow view of application regarding the nature and possibilities of care robots. As 
such, within the following section, I will first elaborate upon the views and arguments 
of Sparrow and Sparrow (2006). Following this elaboration, I will critique their proposed 
arguments regarding the deceitful nature of care robots. 

Firstly, Sparrow and Sparrow (2006) have argued that the application of care robots 
represents a deceitful relationship as the current capabilities of care robots do not in-
clude the capacity for real friendship, love, or concern and that any expressions of such 
connection is a result of a simulation and is not indicative of a real potential for such 
emotions or connections. As such, Sparrow and Sparrow (2006) argue that any benefits 
that may consequentially arise from the integration of care robots is due to patients 
being misled and deluded regarding the actual capabilities of these care robots (Sparrow 
& Sparrow, 2006: 154). The concerns presented by Sparrow and Sparrow (ibid.) were 
then furthered as they argued that the nature of these misleading relationships represent 
a moral failure as they (ibid.) firstly insist that we have a duty to perceive the world 
accurately and that anything that serves to misdirect or misled our perceptions are in-
herently wrong, and any actions that we may take to further or prolong this misdirection 
is similarly a bad thing (ibid.: 155). From this point, Sparrow and Sparrow (ibid.) have 
argued that by employing care robots, we may mislead people regarding the nature of 
their relationships with such care robots and that by continuing to use care robots, we are 
also serving to prolong such misdirection. 

Sparrow and Sparrow (ibid.) have consequentially argued that these deceitful rela-
tions may act to our detriment as our interests, well-being, and preferences are unlikely 
to be met in undertaking such relations with a care robot. They (ibid.) argue that most 
people want companionship or to be loved and cared for and that this creates an issue 
regarding the application of care robots as these care robots, may only lead to us be-
lieving that we have companionship or that we are loved or cared for when in reality 
care robots are currently incapable of such emotions or intentions. In this regard, Spar-
row and Sparrow (ibid.:155) argue that the application of care robots within the care 
industry may result in patients being intentionally misled or deceived due to the current 
limitations of care robots. 

SACAIR’21 Proceedings Volume II Kleyn

360



 
 
 
 
Critique of Sparrow and Sparrow (2006). While the concerns of Sparrow and 

Sparrow (ibid.) are deserving of recognition, I would argue that these concerns have 
been argued concerning a specific application within the care industry while also being 
supported through specific generalisations which will be covered within this subsection 
of the section. Firstly, Sparrow and Sparrow have argued their concerns on the basis that 
all patients may be similarly affected or that they are in similar situations. 

While it is true that some people may be deceived or misled regarding the capabilities 
of care robots, this does not necessarily mean that all people will be misled or deceived 
regarding the limitations of care robots. Furthermore, certain people may still choose to 
interact or engage with care robots irrespective of their perceived emotions or inten-
tions. It may just as easily be argued that people with no other available companionship, 
love, or care may still prefer the companionship of a care robot due to a lack of other 
alternatives. Many patients may thereby willingly seek to interact with these care robots 
even when they are aware of their limitations. 

Amanda and Noel Sharkey (2012) have argued that people already seek to anthro-
pomorphise machines within their daily lives, and as such, people may willingly inter-
act with these care robots with the knowledge that they are, in fact, not sentient beings. 
With these points in mind, I would then argue that while Sparrow and Sparrow (2006) 
have managed to highlight possible concerns relating to the application of care robots 
within the care industry, the concerns relating to the possibility of deceitful or mis-
leading relations may remain largely unfounded as it rests on the premise that all 
people who interact with care robots have a lack of understanding or have not been 
educated regarding the possible limitations of these care robots, or do not have the right 
or ability to decide for themselves whether or not the companionship offered by care 
robots, while not the real thing, is better than nothing. 

Secondly, the concerns that Sparrow and Sparrow (2006) have put forward regarding 
the deceitful or misleading nature of care robots have only been put forward in regard 
to the application of care robots as the sole caretakers. As a result, they have failed to 
accommodate for the other possible applications of care robots within the care industry 
that may, in fact, remove their concerns relating to deceitful or misleading relationships. 
This variety of applications is one which has been referred to by Sharkey and Sharkey 
(2012), who have argued that such robots may be used as facilitators for engagement and 
discussion as well as being used as assistants by care workers and other medical prac-
titioners. Sharkey and Sharkey (ibid.:32) refer to robotic systems such as Matsushita 
Electric's "sincere Kourien", which may be used to monitor patients’ activity levels and 
their ability to perform various tasks, which then allows them to relay conclusions and 
necessary data to care workers and medical practitioners. Similarly, reference was made 
to the RP-7 Robot, which may allow for virtual visits by family, friends, and medical prac-
titioners, while also allowing for family members to ensure that the person being cared 
for by the robot is taking their medicine, feeding themselves, and many other activities 
(Sharkey & Sharkey, 2012:31). In this regard, it may be argued that while Sparrow and 
Sparrow (2006) have once again proposed logical and valid concerns relating to the ap-
plication of care robots within the care industry, these concerns are only relevant to a 
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specific application of care robots. Even then, their concerns that the nature of these 
interactions may be deceitful, or misleading is primarily dependant on the education 
and understanding and rights afforded to those who are being cared for by care robots 
such as medical patients, the elderly, and the like. 

3.4 The Abnegation of Moral Responsibility and the off Handing of Moral 
Agency 

The second concern that I would like to raise regarding the introduction of care robots 
within the care industry is that these care robots may allow people to abnegate their 
moral responsibility as well as allowing people to offhand their moral agency. As 
such, the following section will focus on these concerns relating to moral 
responsibility and moral agency regarding the introduction of care robots into society. 
This subsection of the section will firstly argue that the introduction of care robots 
may allow people to offhand their moral responsibility when it comes to the caring of 
others as we allow care robots to take on the responsibilities that are inherent when 
caring for others. Following this argument relating to moral responsibility, I will argue 
that the introduction of care robots and our pursuit to offhand our moral responsibility 
may also lead to the off handing of our moral agency as we allow care robots to 
undertake moral decision making on our behalf in the undertaking of their duty to care 
for others. Lastly, I will argue why this potential abnegation of moral responsibility 
and off handing of moral agency are pertinent concerns. 

How Care Robots May Allow Us to Abnegate Our Moral Responsibility. Firstly, 
the concern that the introduction of care robots leading to the abnegation of our moral 
responsibility is a concern that has been argued by Sharkey and Sharkey (2012). They 
(ibid.:35) argue that people may seek to offhand their guilt or obligations when it comes 
to caring for others which the following line sufficiently summarises, "don't worry 
about granny, she's got the robot to talk to" (Sharkey & Sharkey, 2012: 35). While this 
is only one line and is barely focused on in the actual article (ibid.), I believe that this 
argument may have far greater connotations than those that are initially being consid-
ered. I would argue that the introduction of care robots within the care industry may 
allow us to abnegate our moral responsibilities and duties, such as our moral responsi-
bility to care for others or to act with empathy and compassion. 

By allowing care robots to care for others in our stead, as mentioned by Sharkey and 
Sharkey (2012), the issue may arise that we no longer feel inclined or wish to care for oth-
ers or to act with compassion or empathy, which may lead to the mitigation of guilt 
(ibid.). I would also argue that this abnegation of moral responsibility may objectify peo-
ple who require care, such as the elderly, the physically disabled, and the like. As the 
introduction of care robots may allow us to offhand our moral responsibility to care for 
others, I would argue that we may become morally desensitised as those we care for 
may eventually come to be regarded as a duty or task to be completed instead of being 
treated as sentient beings and moral persons that are deserving of our care, empathy, 
and compassion. These points have also been argued within Sharkey and Sharkey 
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(2012), who have argued that we may begin to see patients as if they were a “lump of 
dead matter” which serves to only be “pushed, lifted, pumped, or drained” (ibid.: 30). 

This disregard for the standing of others and resulting moral desensitisation would 
not only be limited to hospital patients and the elderly but may grow to include any 
disabled or handicapped persons or other persons who require routine care. Due to the 
variety of possible applications of care robots as well as the concerns that have been 
mentioned, I would argue that the introduction of care robots within the care industry 
may indeed result in moral desensitisation as we begin to offhand our duty to care for 
others which may consequentially result in people seeing such acts of care as a burden 
instead of regarding care as something which is linked to our moral duty and moral 
regards for others. 

How Care Robots May Allow Us to Offhand Our Moral Agency. As the first 
argument of this section has gone on to show how the introduction of care robots within 
the care industry may lead to the abnegation of moral responsibility, I would also agree 
with Paula Boddington (2021) that this introduction of care robots may also lead to the 
off handing of our moral agency to such care robots as a consequence of people seeking 
to offhand their responsibility. This argument has been previously made within Bod-
dington(2021). Boddington argues that people inherently seek to offhand their moral 
responsibility to other parties, just like Adam sought to blame Eve and Eve sought to 
blame the serpent (Boddington, 2021: 110). Similarly, Boddington (2021) argues that 
people inherently backslide or view the world in relation to things that make our daily 
lives easier (ibid). This inherent backsliding may then also be applied to the introduction 
of care robots. I would argue that when we consider the current state of the care industry 
- which was argued within the first subsection of the section - as well as the toll it takes 
on people to care for others, that care robots represent an opportunity that seemingly 
makes our daily lives easier as our obligation and duty to care for others is removed 
and instead placed under the control of such care robots. 

Thusly I would agree with Boddington (ibid.) that the introduction of care robots 
may result in the off handing of our moral agency as people may seek to abnegate 
themselves from the moral responsibilities attributed to the provision of care for others. 
Firstly, since people inherently seek to offhand their moral responsibility, as argued by 
Boddington (2021), and since Sharkey and Sharkey (2012) have shown that the intro-
duction of care robots may lead to the off handing of moral responsibility, as argued 
within previous paragraphs, I would argue that people may willingly offhand their 
moral agency to care robots as this may resultingly abnegate people of their responsi-
bilities and duties regarding the provision of care for others. Secondly, I would argue 
that since the current state of the care industry is in dire straits and that the provision of 
care may be a laborious task, that the introduction of care robots may serve to make the 
task of providing care for others easier or at least less laborious for those that are provid-
ing said care. 

This easing of care provision may then consequentially lead to the increased intro-
duction of care robots, as Boddington (2021) has argued that people inherently interpret 
the world "in ways that favour ourselves and make our lives easier” (ibid.: 110). Since 
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care robots may serve to lighten the laborious load of caring for others, I would argue 
that people may willingly accept and incorporate care robots within their provision of 
care for others. From these points, I would argue that people’s willingness to incorporate 
and include care robots within the care industry may serve to impact their morality as 
people may begin to offhand their moral agency in an effort to abnegate their moral 
responsibilities to care for others. 

3.5 Why the Abnegation of Moral Responsibility and the off Handing of 
Moral Agency Is a Pertinent Issue 

While the previous sections have shown how the introduction of care robots may lead 
to the abnegation of moral responsibility and the off handing of moral agency, the 
question remains as to why these arguments constitute a pertinent concern. Firstly, I 
would argue that the abnegation of our moral responsibility should be regarded as a 
pertinent concern due to its impact upon our humanity and our regard for others. I 
would argue that in abnegating our moral responsibility and the consequential likening 
of care receivers to no more than a task or chore to be fulfilled, we would lose parts 
of our humanity as we may no longer be concerned for the well-being of others and 
specifically those that require care, thereby no longer affording them any moral 
consideration. By abnegating our moral responsibility to reduce or mitigate guilt 
relating to the affordance of care to others, I believe that we may begin to forego 
having any regard for people in need of care. As a result, this may negatively affect 
our ability or necessity to show compassion or empathy for others. 

Similarly, I would argue that we may either willingly or unwillingly offhand our 
moral agency to care robots due to our efforts to abnegate our moral responsibility. I 
would therefore argue that this off handing of moral agency should also be regarded as 
a pertinent concern. Boddington (2021) argues that our moral agency is an essential 
part of our humanity and that such self-sufficient decision making is also a central fea-
ture that allows for our individuality and, as a result, allows us to also be interesting 
and valuable individuals. Thusly from Boddington's argument, I would argue that the 
off handing of our moral agency would prove to be highly detrimental as we are handing 
an essential part of our humanity and individuality to care robots. 

I would lastly argue that the off handing of our moral agency will detrimentally af-
fect our moral understanding and decision-making capabilities as the off handing of our 
moral agency directly impacts our capability to accrue practical wisdom. For example, 
suppose we were to allow care robots to make decisions regarding the care of others in 
our stead. In that case, we are effectively foregoing the opportunity to expose ourselves 
to decisions requiring moral reasoning and understanding, which affects our ability to 
practically apply and perfect our practical wisdom. Therefore, I would argue that al-
lowing for the introduction of care robots within the care industry and allowing them 
to undertake moral decision-making and moral actions in our stead may effectively stunt 
our moral growth as our ability to perfect our virtue beyond its natural state may be se-
verely stunted. 
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3.6 Conclusion and Link to Next Section 

To conclude, within this section, I have referred to the dire straits of the care industry 
and their need for additional support, which could be provided in the form of care 
robots. Following this, I have gone on to refer to the concerns relating to the 
introduction of care robots within the care industry, and more specifically, the 
concerns that care robots may lead to care receivers being directly deceived or misled 
while also elaborating on the concern that the introduction of care robots may lead to 
the abnegation of our moral responsibilities while also potentially leading to us off 
handing our moral agency to said care robots. Following these elaborations, the 
question then remains whether or not care robots may be successfully integrated 
within the care industry in a manner that does not impede our morality as both 
caregivers and care receivers. As such, the following section will review the works of 
Shannon Vallor as well as the works of Paula Boddington in order to fully ascertain 
whether or not care robots should be integrated into the care industry as well as looking 
at how they may be integrated to avoid any such negative impact on our morality. 

4 Section 3 

4.1 Introduction 

Within the previous section, I first elaborated on the current state of the care industry 
and the issues both caregivers and care receivers face. Following this, I elaborated 
upon some of the possible concerns relating to the introduction of care robots into the 
care industry by showing how these care robots could negatively impact our moral 
agency and moral development as caregivers and care receivers. With both of these 
points in mind, the question then turns to whether or not these care robots should be 
introduced into the care industry, and if they were to be introduced, the question then 
turns to how these care robots could be introduced in such a manner that they would 
not serve to hinder our moral agency or moral development. Within this section, I will 
present a novel approach that may be applied to the introduction of care robots to 
assist us in navigating the introduction of care robots and their potential impact on our 
moral development and moral agency as caregivers and care receivers. To provide 
these potential frameworks, I will be largely utilising the works of Boddington (2021) 
to present possible guiding principles relating to our moral agency and the work of 
Vallor (2011) to present possible guiding principles relating to our moral 
development. 

4.2 How Could We Protect the Moral Agency of Caregivers and Care 
Receivers 

How Could Care Robots Be Utilised as a Tool to Enhance Our Moral Agency as 
Caregivers. While I have argued within the previous section that there is potential for 
the introduction of care robots to negatively impact our moral agency, I would also 
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argue that there is a potential for care robots to be introduced in such a manner that 
they may serve to enhance our moral agency while also serving to ease the current 
pressures faced by caregivers. Boddington (2021) has already made such an argument 
in reference to AI systems in general. Boddington (2021) has argued that AI is a tool 
and that we similarly need to master our tools to complement our strengths while also 
serving to mitigate our weaknesses. For example, Boddington uses the example of a 
builder and their hammer to prove her point. A builder uses a hammer to drive a nail 
home where they would be unable to do so by hand (Boddington, 2021: 111). This 
example may be similarly applied to the introduction of care robots in the care industry 
in that care robots may be used in an assistive role to complement the efforts of care 
workers while ensuring that their work is fully their own, consequentially preventing 
the off handing of our moral agency. 

One possible introduction of care robots is their ability to transfer knowledge and 
information at a far greater rate. For example, care robots may be utilised to monitor 
the status of patients, transfer pertinent medical information, or assist in the provision of 
medical prognoses. In this regard, I would argue that the introduction of care robots may 
ease the pressures currently faced by care workers without leading to the potential off 
handing of moral agency. 

A similar argument has already been made within Van Wynsberghe (2021), who has 
also argued that care robots may be utilised to enhance levels of reciprocity between 
caregivers and care receivers. Van Wynsberghe has argued that care robots may be 
designed to enhance the ability to mutually care for others, which would allow for a 
heightened ability to manifest reciprocity. For example, Van Wynsberghe refers to the 
potential use of exoskeletons to enhance the strength and capabilities of care workers 
or the potential use of systems such as the RP-7, which may allow for caring from a 
distance (Wynsberghe, 2021: 6). In this regard, it may be argued that the use of care 
robots in such fashions may similarly serve to ease the pressures faced by caregivers 
without serving to the detriment of their moral agency and moral development. For ex-
ample, an exoskeleton may help move patients around without the need for gurneys or 
the assistance of others, thereby potentially serving to decrease the level of effort and 
amount of time required to move patients. 

Regarding the works of Boddington (2021) and Van Wynsberghe (2021), I would 
argue that there is a potential for care robots to be introduced in such a fashion that care-
givers' ability to provide care is enhanced without serving to the detriment of their moral 
agency or moral development. I have first shown how the use of care robots may be 
used to mitigate our weaknesses as caregivers, which aligns with the argument of Bod-
dington (2021). I have secondly shown how the use of care robots may serve to enhance 
our ability to mutually care for each other by easing the efforts required of caregivers 
as well as allowing us to provide enhanced care for others where such care may have 
been previously impossible or may have served to endanger the caregiver. 

How Could Care Robots Be Used to Enhance the Moral Agency of the Care Re-
ceivers. Another  concern that I argued for earlier, according to the works of Sharkey 
and Sharkey (2012), is that following the implementation of care robots, giving care may 
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come to be regarded as a chore or duty to be completed, which may cause caregivers to 
not regard care receivers as persons of moral regard, agency (where applicable) and 
worth. While such a concern is a distinct possibility, I would argue that there is also a 
possibility for the introduction of care robots to enhance and prolong the independence 
of care receivers by allowing them greater control over their actions or choices. For 
example, care robots may be used to assist their patients in their daily tasks by allowing 
them to have greater levels of mobility, such as assisting patients to and from the bath-
room, picking up items on behalf of their patients, or possibly assisting patients when 
they may have fallen or come to harm in some other manner. 

Similar points regarding the independence of care receivers have also been previously 
argued within the work of Hoppe et al. (2021), who utilised Focus Group Discussions 
(FGD) among twenty-four elderly participants across three countries. Within these 
FGD's, it was found that several elderly people made mention of the fact that care robots 
may assist the care receivers in their daily tasks or happenings (Hoppe et al., 2020: 147-
149). For example, one German participant stated that care robots would definitely 
serve to improve the security of care receivers as "If it (care robots) wouldn't be there, 
you were more insecure than if you know someone is there when I tumble or can help 
me in case of emergency. This safety issue should not be neglected" (Hoppe, et al., 2020: 
147). In this regard, I would argue that the introduction of care robots may indeed serve 
to the advantage of care receivers by allowing them to have a greater deal of security 
and mobility without the need for oversight by a caregiver. This greater autonomy may 
thereby allow care receivers to have greater freedom of choice and responsibility while 
consequentially easing the pressures caregivers face in the provision of said care. 

4.3 How Could Care Robots Be Introduced While Still Protecting Our Moral 
Development How Could a Focus on Reciprocity Mitigate the Potential 
Impact to Our Moral Development. 

While many moral virtues are cultivated and enhanced within the provision of care, 
within this subsection of the section, I will mainly focus on reciprocity and its role in 
our moral development due to the importance placed upon reciprocity by Shannon 
Vallor. Vallor (2011) has argued that reciprocity is one of the most fundamental 
virtues as it is "essential to creating and sustaining the primary goods that allow human 
lives to flourish" (Vallor, 2011: 258). Vallor has also argued that reciprocity is a vital 
aspect within the development of other moral virtues as reciprocity acts like a bridge 
in our human relations which allows other moral virtues such as empathy, patience, 
and understanding to flow across our reciprocity and become similarly cultivated 
(Vallor, 2011: 258). In this regard, while Vallor has argued for the importance of 
reciprocity within the provision of care, I am proposing that the importance of 
reciprocity may allow it to act as a guiding moral virtue that may assist our decision 
making regarding when and how care robots should be introduced. I would argue that 
reciprocity may be utilised as a guiding principle due to its importance as recognised 
by Shannon Vallor as well as Margaret Read and Israel Hershkovitz, whom I referred 
to within the previous section. I would further argue that reciprocity may serve as a 
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guiding moral virtue due to its role in the cultivation and refining of other moral virtues 
as it may then be argued that any impact to our reciprocal development within the 
provision of care may serve to impede the moral development of other moral virtues 
both within the provision of care and within our relations with others. 

Regarding how reciprocity may be recognised as a guiding moral principle in the 
domain of care robots, I would argue that we should look at what the impact may be on 
our reciprocity when debating whether or not a care robot should be introduced within 
the provision of care. By keeping the question of reciprocity at the forefront, I believe 
that we may introduce care robots in such a manner that any effect on our reciprocal 
capabilities and development may be mitigated at worst and bettered at best. For exam-
ple, if we focused on the impact of an exoskeleton on our reciprocal development, it 
may be argued that such care robots may improve our reciprocal capabilities while also 
making the provision of care easier for caregivers. As an exoskeleton enhances the 
physical strength of the caregiver, it may become easier for caregivers to lift and 
transport care receivers, which makes the provision of care faster and easier without the 
caregiver being replaced by a caregiver and consequentially diminishing their opportu-
nities for reciprocal development. 

By comparison, while introducing care robots that take on the role of the caregiver 
may make the provision of care easier, it would also reduce the number of interactions 
between caregivers and care receivers which may directly affect the reciprocal develop-
ment of caregivers. With the two previous examples In mind, I would argue that focusing 
on introducing care robots with our reciprocal development in mind may allow for care 
robots to still be introduced into the care industry to make the provision of care easier 
and better, while also mitigating the potential impacts to our reciprocal development. 
Furthermore, as this section has also gone on to show how reciprocity plays a pivotal 
role in our moral development, I would argue that focusing on the cultivation of reci-
procity as a moral virtue within the introduction of care robots may serve to protect the 
development of other moral virtues. 

How Could a Focus on Empathy Mitigate the Potential Impact to Our Moral 
Development. Another moral virtue that I would argue maybe highlighted within the 
introduction of care robots is empathy. Vallor (2011) has argued that empathy is a sim-
ilarly vital virtue as empathy allows us to respond to others in a highly attuned and 
appropriate manner. In this regard, empathy is vital to the provision of care and within 
our daily lives, as empathy allows us to recognise and acknowledge the suffering of oth-
ers while also allowing us to respond accordingly (Vallor, 2011: 258). 
Vallor (2011) has also further argued that the provision of care is vital in the 
cultivation of our empathy as it is within the provision of care where we learn and 
cultivate our empathetical abilities and in this regard, any actions that may serve to 
diminish our opportunities to provide care may serve to severely impede the 
cultivation and refinement of our empathetical development which may have greater 
impacts on our moral development outside of the provision of care due to the pivotal 
role empathy plays within our relations with others. 
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Regarding the domain of care robots, I would argue that empathy may also act as a 

guiding moral virtue within the introduction of care robots due to the vital role played 
by the provision of care in the development of our empathetical capabilities as well as 
the fact that empathy is regarded as a vital moral virtue according to Vallor (2011). With 
this in mind, I would argue that empathy may be interpreted similarly to reciprocity, 
whereby we should focus on introducing care robots in such a manner that they may 
serve to either enhance our empathetical development or at the very least have a miti-
gated detrimental impact on our empathetical development. For example, care robots 
may be utilised at times when caregivers are at risk of being severely overworked as 
Vallor (2011) has conceded that the provision of care within inadequate circumstances 
will serve to drain us of our empathetical capabilities rather than serving to cultivate 
them (Vallor, 2011: 259). In this regard, a focused introduction of care robots should 
be undertaken whereby they allow us to care more and give more to those under our 
care rather than serving to consistently undertake the provision of such care on our be-
half. 

4.4 Potential Critiques Relating to My Proposed Approach 

Within this section of the paper, I have presented a novel approach to the introduction 
of care robots that focuses on the use of care robots in assistive capacities and focuses 
on the protection of reciprocity and empathy as moral virtues cultivated within the 
provision of care. However, while this proposed approach is largely applicable to the 
introduction of care robots, it is limited in that it cannot account for the future 
applications and capabilities of care robots. As the field of care robotics is largely in its 
infancy, the potential applications and capabilities of care robots may continue to 
grow, resulting in care robots being introduced in manners that have not been covered 
within this paper. One potential critique against my approach to the introduction of 
care robots may be that it fails to fully account for all the manners in which care robots 
may be introduced within the care industry. 

However, in response to such a critique, I would argue that my approach focuses on 
utilising timeless aspects or principles within the introduction of care robots. Firstly, as 
my approach focuses on the use of care robots in an assistive role, the potential growth 
in applications and capabilities of care robots is largely irrelevant as within my ap-
proach, care robots would continuously be utilised alongside caregivers or care receiv-
ers which may serve to better the quality of care they manage to provide. For example, 
if the diagnostical capabilities of care robots grew exponentially over the coming years, 
this may allow caregivers to provide better and more holistic care. Similarly, growth in 
the diagnostic capabilities of care robots may allow care receivers greater safety and 
freedom as their health may be recorded and maintained without the need for caregiv-
ers. In this regard, while the capabilities and functions of care robots may continue to 
grow, as long as they are integrated in an assistive role, I would argue that such growth 
may serve to better the quality of care afforded by caregivers and the quality of care 
received by care receivers while still considering the dangers spelt out above. 
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Another critique that may be levelled against my novel approach is that my focus on 

reciprocity and empathy is too narrow and fails to account for other moral virtues that 
are cultivated and developed within the provision of care. However, in response to this 
critique, I would first argue that focusing on the protection of too many moral virtues 
may create a framework that is too convoluted. Furthermore, focusing on creating an 
approach that protects too many moral virtues is also indicative of expecting more out of 
the care robots that we utilise than we do of ourselves. As multiple authors such as Bod-
dington (2021) have argued, there is a commonly occurring theme within our humanity: 
we all have moral weaknesses and a lack of moral insight (Boddington, 2021: 110). I 
would therefore argue that trying to implement a framework that seeks to protect the de-
velopment of too many moral virtues may be unrealistic as we are expecting a higher 
level of morality and moral protection from care robots than we do from ourselves. 

Furthermore, the utilisation of empathy and reciprocity within my approach is a cal-
culated decision as I have previously argued that both reciprocity and empathy are vital 
moral virtues within the provision of care with the development of reciprocity also 
serving as a connection between other moral virtues allowing them to be cultivated and 
refined as a result of our reciprocal capabilities. In this regard, while empathy and reci-
procity fail to account for all moral virtues that are cultivated within the provision of 
care, these two moral virtues are the most applicable guiding virtues as they help to cre-
ate a framework that is not too convoluted while also allowing for the protection of other 
moral virtues due to the role reciprocity plays within the cultivation of other moral vir-
tues. 

4.5 Section Conclusion 

Within this section, I have presented a novel approach that may be utilised to guide us 
through the introduction of care robots to mitigate their potential impact on our moral 
agency and moral development as caregivers and care receivers. I firstly focussed on 
how care robots may affect our moral agency as caregivers and care receivers, as well 
as showing how such an impact may be best mitigated by utilising care robots as tools 
or in assistive roles which may serve to enhance the moral agency of caregivers and their 
ability to provide care for others. I have also similarly argued that when care robots are 
utilised as tools through choice rather than forceful application, such care robots may 
also serve to prolong and enhance the independence of care receivers, which may con-
sequentially serve to either enhance their moral agency or mitigate any detrimental ef-
fects to their moral agency. I then went on to argue that the recognition of reciprocity and 
empathy as guiding moral virtues in the context of caregiving may also serve to avoid or 
mitigate any detrimental effects to our moral development due to the pivotal roles reci-
procity and empathy play within our moral development as well as their vital role within 
the provision of adequate and proper care. 
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5 Conclusion 

Within this paper, I have presented a novel approach to introducing care robots that 
seeks to overcome several moral concerns relating to the potential impacts care robots 
may have on our moral agency and moral development as both caregivers and care 
receivers. To present and support this approach, I have firstly elaborated upon three 
main concerns, of which I believe two are more pertinent or urgent. The first of these 
concerns is that care receivers may be deceived regarding the true nature and 
capabilities of care robots as they may begin to form meaningful relations with these 
care robots despite their current capabilities, which may lead to care receivers being 
deceived regarding the true nature of their relations with such robots. However, I have 
argued that such concerns may be overcome in most contexts (excluding, e.g., the case 
of Alzheimer patients) and are dependent on a lack of understanding or knowledge 
relating to the function and capabilities of care robots. 

A more pertinent concern that I have presented is that the introduction of care robots 
may allow for the off handing of our moral agency and the abnegation of our moral 
responsibility as caregivers and care receivers. I have argued that this potential off 
handing may lead to disregard for the moral agency and moral standing of care receivers 
as their care may come to be viewed as a duty or chore to be completed rather than a 
recognition of a person with their moral standing. Furthermore, I have argued that the 
introduction of care robots may lead to the curtailing of opportunities to develop and 
refine moral skills on the side of caregivers as care robots could be placed in their stead, 
which may reduce the quality and quality of their moral interactions and development, 
which may lead to overall moral ineptitude among caregivers. 

With these concerns in mind, I have presented a novel approach to introducing care 
robots that focuses on introducing care robots in an assistive capacity and not replacing 
the role of the caregiver entirely. I have argued this because an assistive approach to the 
introduction of care robots may prevent caregivers from off handing their moral agency 
and moral responsibility as care robots would be placed in positions to work alongside 
caregivers instead of working in place of the caregivers. Using care robots in such a 
manner may also allow for the introduction of care robots within the care industry, 
which may assist caregivers in the provision of care, thereby making it easier for care-
givers without detrimentally impacting the quality of care they provide. Furthermore, 
utilising care robots in an assistive manner may enhance the moral agency and independ-
ence of care receivers by assisting them with their daily tasks such as taking their med-
ication or helping care receivers move around, for example. 

The second focus of my approach is protecting the potential for moral development 
as caregivers and care receivers with a specific focus on the preservation of reciprocity 
and empathy as moral virtues within the provision of care. Within my approach, I have 
proposed that empathy and reciprocity may be employed as guiding moral virtues in 
the introduction of care robots. As Vallor (2011) has argued that reciprocity and empa-
thy play vital roles within the provision of care as well as in the cultivation of other 
moral values, I have argued that focusing on the cultivation of these virtues may serve 
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to mitigate any detrimental impacts to our moral development as caregivers and care 
receivers. 

With a consistently ageing population and the pressures and difficulties faced by 
caregivers, the introduction of care robots is looking continuously more likely, which 
means that it is as important as ever to ensure that these care robots are introduced 
correctly. It is this focus on the correct introduction that makes my novel approach 
valuable. While previous authors have focused on the potential impacts of care robots 
to our moral agency and moral development as caregivers and care receivers. My novel 
approach looks beyond these concerns and instead focuses on how these concerns may 
be mitigated or overcome in order to still allow for the introduction of care robots which 
may serve to ease the current pressure and difficulties faced by caregivers. Furthermore, 
my proposed approach is useful because it focuses on timeless aspects in the provision 
of care, such as our moral development, instead of only focusing on how current care 
robots may be introduced or utilised within the care industry. 

While the framework that I have proposed within this paper is mainly applicable to 
current and future care robots, there is a necessity for future research as the care robots 
field is still in its infancy and will continue to grow into the foreseeable future as both 
research and investment into this field continue to grow. In this regard, these robots may 
begin to possess far greater functionality and new capabilities, leading to previously un-
foreseen consequences or impacts that may also fall outside the scope of our moral 
agency and moral development. Furthermore, this paper has solely focused on the use 
of care robots in caring for elderly and medical patients, representing a small portion of 
the potential uses and introductions of care robots. Therefore, I would argue that there 
is space for further research to understand how care robots may also affect the moral 
development and moral agency of other parties such as the youth, which may relate to 
introducing companion or nanny robots. 
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Quantum computing has recently become an area of great interest
for people in many fields, everyone from computer scientists to 
engineers and even people in the finance industry. The aim of this 
tutorial will be to allow researchers working in the field of artificial 
intelligence to gain some exposure and a basic understanding of the 
field of quantum computing. In this tutorial we shall cover the theory 
behind a basic quantum classifier called the Hadamard classifier and 
also implement this classifier using Qiskit, which is a python package 
used for quantum computing research. The tutorial will be divided 
into two parts: the first being a theoretical part which will cover all of 
the theory necessary to understand the Hadamard classifier, the 
second part, will demonstrate how to implement the classifier using 
python and qiskit. The theoretical portion of this tutorial shall cover 
the following concepts:
• What is quantum computing ?  •  Qubits.   •  Quantum gates.
• Quantum circuits.  •  Measurement and the squared state overlap.
• The state preparation for the data encoding in the Hadamard
classifier.
• The classification step of the Hadamard Classifier.
For the practical portion we shall go through a Jupyter notebook
which will perform classification on the iris dataset using the
Hadamard classifier.

Prerequisites:
Familiarity with the Python Programming language and Jupyter 
notebooks
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LNNs present a new paradigm for using interpretable neural
networks to reason about the world in a logically sound and 
complete manner.  This tutorial will focus on implementation 
examples, highlighting the differences between LNNs and 
standard NNs and demonstrating how knowledge can enhance 
today's sophisticated neural architectures.

Prerequisites:   
LNN paper - https://arxiv.org/abs/2006.13155
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The content covers how to deploy PyTorch, ONNX, TensorFlow, and Tensor-
RT models to Triton. This includes how to use functionality like perf_analyzer, 
model-analyzer, Prometheus and Grafana, Python and C++ clients, ensem-
bling models, and custom Python and C++ backends. Additionally, this 
content is motivated by real-world challenges that data scientists face as they 
explore Triton (NLP and RecSys use cases).

Upon completion of this lab, students will be able to:
• Create an end-to-end inferencing pipeline
• Create models across all frameworks (PyTorch, ONNX, TensorFlow, Tensor-
RT) for deployment in Triton
• Define model configurations for these models, with different settings
• Send requests to Triton for each of these different models using Python
synchronous and asynchronous calls as well as dynamic batching
• Analyze and understand opportunities for further optimization
• Use model-analyzer and perf_analyzer tools to assess model performance
• Use Prometheus and Grafana to build monitoring dashboards to visualize
performance metrics (latency, throughput, dynamic batch size, etc.)
• Leverage gRPC, asynchronous inferencing, dynamic batching, shared
memory, etc. to optimize latency and throughput
• Create Python and C++ backends for custom operations
• Create ensembling modules (Python and C++)
• Create Python and C++ clients to interact with the Triton server

Prerequisites:
• Good understanding of Python and basic experience using one of the
deep learning frameworks (e.g. PyTorch, TensorFlow, MxNet, etc.)
• Basic understanding of container technology and Docker
• Basic understanding of the HTTP protocol

1. Create or log into your NVIDIA Developer Program account. This account
will provide you with access to all of the DLI training materials during and
after the workshop. Note: The course material will not be available in your
account before the start of the workshop.

2. Visit websocketstest.courses.nvidia.com and make sure all three test steps
are checked “Yes.” This will test the ability for your system to access and
deliver the training contents. If you encounter issues, try updating your
browser. Note: Only Chrome and Firefox are supported.

3. Check your bandwidth. 1 Mbps downstream is required and 5 Mbps is
recommended. This will ensure consistent streaming of audio/video during
the workshop to avoid glitches and delays.

Ian Joel DavidFrancesco Petruccione

Naweed Khan: IBM Research | Africa

Adam Grzywaczewski: NVIDIA
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